
 

Vrije Universiteit Brussel

Reinforcement Learning 101 with a Virtual Reality Game
Coppens, Youri; Bargiacchi, Eugenio; Nowe, Ann

Publication date:
2019

License:
Unspecified

Document Version:
Accepted author manuscript

Link to publication

Citation for published version (APA):
Coppens, Y., Bargiacchi, E., & Nowe, A. (2019). Reinforcement Learning 101 with a Virtual Reality Game. Paper
presented at 1st International Workshop on Education in Artificial Intelligence K-12, Cotai, Macao.

Copyright
No part of this publication may be reproduced or transmitted in any form, without the prior written permission of the author(s) or other rights
holders to whom publication rights have been transferred, unless permitted by a license attached to the publication (a Creative Commons
license or other), or unless exceptions to copyright law apply.

Take down policy
If you believe that this document infringes your copyright or other rights, please contact openaccess@vub.be, with details of the nature of the
infringement. We will investigate the claim and if justified, we will take the appropriate steps.

Download date: 26. May. 2023

https://cris.vub.be/en/publications/reinforcement-learning-101-with-a-virtual-reality-game(113eb792-26ba-49e9-87b9-23403eceacef).html


Reinforcement Learning 101 with a Virtual Reality Game

Youri Coppens , Eugenio Bargiacchi and Ann Nowé
Vrije Universiteit Brussel

{yocoppen, ebargiac, anowe}@ai.vub.ac.be

Abstract

Our proof-of-concept demonstrates how Virtual
Reality can be used to explain the basic concepts
of Reinforcement Learning. This application visu-
alizes the learning process of Watkins’ Q(λ), a fun-
damental algorithm in the field, in the form of an
interactive treasure hunt game. A player takes the
role of an autonomous agent, and must learn the
shortest path to a hidden treasure through experi-
ence. The application also allows an audience to
follow the game from an external display.

1 Introduction
Recent advances in technology have led people to come more
frequently in contact with Artificial Intelligence (AI) in ev-
eryday systems, such as smartphones, vehicles, robots and
online chatbots. Whilst such systems can be very pow-
erful tools to improve quality of life, they also carry so-
cial, ethical and economical concerns [Yuste et al., 2017;
Bryson and Winfield, 2017]. It is therefore important that
users are educated and understand the systems they are inter-
acting with, so that they can participate in public discussions
on how to regulate AI in society.

One of the main techniques in AI to train autonomous
agents is Reinforcement Learning (RL), where agents learn
interactively how to behave within an environment in order to
maximize a rewarding feedback signal through experience.
The concept of learning from interaction can be intuitively
understood due to its psychological roots [Nowé and Brys,
2016; Sutton and Barto, 2018]. It is an attractive subject to
explain to laymen, given the recent breakthroughs in AI re-
search realized using RL. These breakthroughs span several
application domains such as robotics [Levine et al., 2016],
chemistry [Zhou et al., 2017] and advertisement auction-
ing [Jin et al., 2018]. Another notable breakthrough is Deep-
Mind’s AlphaGo system, capable of surpassing human pro-
fessional Go-players [Silver et al., 2017].

We demonstrate a novel system to teach the basic concepts
behind RL to general audiences, without the necessity for
mathematical formulas or hands-on programming sessions. It
is a serious game, i.e. using fun activities for an educational
purpose [Bergeron, 2005].

We use Virtual Reality (VR) to put the playing user in
the shoes of an autonomous agent with limited observations,
demonstrating through direct experience how new knowledge
is acquired and exploited by said agent. Immersive VR tech-
nology allows us to align the perspective of the user with the
learning agent as much as possible, creating a sense of pres-
ence in the RL environment through the head-mounted dis-
play, with limited access to outside information [Freina and
Ott, 2015]. Additionally, VR technology enhances learning
in K-12 and higher education settings when students play in-
dividually [Merchant et al., 2014].

The player’s task is to find a treasure hidden in a grid-world
maze which can be freely explored. All information collected
via this exploration is fed to a Reinforcement Learning algo-
rithm, Q(λ) [Watkins, 1989], which then displays the results
of the learning back to the user via colors and numeric values.
As more information is collected with each trial, the maze
starts to show a color gradient towards the hidden treasure,
which in turn helps the user to select the optimal direction to
move.

As the player wanders through the maze, a moderator can
explain the mechanism through which the Q-values are com-
puted, and how the different parameters of the algorithm
(i.e., learning rate, discount factor and trace decay rate) af-
fect the way that rewards travel between different states. At
the same time, bystanders can oversee the game via an exter-
nal monitor, which also shows a perfect information top view
of the maze and the current player. This allows groups to in-
teract and experience the learning process together and thus
does not restrict the experience to a single VR player.

In an earlier state, this demonstration has been successfully
used in an episode of the Flemish scientific TV-program, Uni-
versteit van Vlaanderen, to introduce Reinforcement Learn-
ing to a general audience.1 The intuitive nature of the game
makes the introduced concepts easy to understand while at
the same time leaving space for more in-depth explanations
when desired.

2 Related work
Several tools are in the make to teach machine learning to
K-12 students. IBM’s Machine Learning for Kids tool pro-

1The episode (in Dutch) can be retrieved on YouTube: https://
youtu.be/17I7gzlXEmo

https://youtu.be/17I7gzlXEmo
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Figure 1: Regular set-up of our demonstration. The player wears
the VR headset and plays the game next to a projection screen for
the other spectators. Bystanders can see the player’s point of view
and in addition, the audience has a top view of the world. A video
illustrating our demonstration, can be found at the following URL:
https://youtu.be/sLJRiUBhQqM

vides a broad machine learning training using the visual pro-
gramming language Scratch and contains two tutorial projects
using RL. Besides introducing a young public to machine
learning concepts, this tool also intends to introduce the users
to programming and implementing machine learning algo-
rithms. Similarly, Dalton Learning Lab is in the process
of developing an educational machine learning toolkit using
Scratch, AI4children. Our system solely focuses on grasp-
ing the intuition behind the concept of RL with an immersive
experience rather than teaching children to program an RL
algorithm.

3 Reinforcement Learning
Reinforcement learning tackles the problem of sequential
decision-making within an environment, where an agent must
act in order to maximize collected reward over time. This
problem can be modeled through a Markov Decision Pro-
cess (MDP). An MDP is defined by the tuple 〈S,A, T ,R, γ〉,
where S represents the state space, A the action space,
T : S × A × S → [0, 1] the transition probability func-
tion, R : S × A → R the reward function and γ ∈ [0, 1] the
discount factor.

At each time step t, the agent observes the current state
of the environment st and chooses an action at based on the
probability in its current policy πt : S × A → [0, 1]. After
performing the action, the agent receives a reward rt from the
distributionR, and the state of the environment transitions to
the next state st+1 following the distribution T . The agent’s
goal is to learn how to maximize the expected return E[Rt],
where Rt =

∑∞
i=0 γ

irt+i, the sum of future discounted re-
wards. The discount factor γ regulates the agent’s preference
for immediate rewards over long-term rewards. Lower values
set the focus on immediate reward, whilst higher values result
in a more balanced weighing of current and future reward in
Rt.

When T and R are unknown to the agent, it must learn
the optimal policy through interaction with the environment
to gain experience. One approach to this is value-based RL,

Figure 2: Pop-up menu to modify Q(λ)’s parameters.

where the agent estimates E[Rt] by learning a value function,
e.g. a Q-function Q(s, a) = E[Rt|s = st, a = at], represent-
ing the expected future reward from state s when executing
action a. A behavior policy then chooses actions based on the
estimated Q-values in each state. The most common strategy
is ε-greedy, where a probability ε ∈ [0, 1] determines in each
step whether a random action is selected or the action with
the currently highest Q-value. Another common strategy is
to sample the action from a Boltzmann distribution over Q-
values. For the sake of interactivity in the maze game, these
automated action selection strategies have been omitted. In-
stead, we let the player select actions freely.

We focus on Watkins’ Q(λ) algorithm [Watkins, 1989] due
to its relative simplicity and the fact that it forms the funda-
mental basis for contemporary RL algorithms. Q(λ) learns
the value function in a tabular fashion by maintaining for
each state-action pair a Q-value Q(s, a), and an eligibility
trace e(s, a), initially set to 0. For each step the agent takes,
e(st, at) is set to 1 and the agent gains an experience sample
(st, at, rt, st+1), from which a temporal difference (TD) er-
ror is calculated δt = rt + γmaxa′Q(st+1, a

′) − Q(st, at).
The agent will update all the Q-values by weighing the TD-
error by its respective eligibility trace and a learning rate
α ∈ (0, 1]: α · δ · e(s, a). The learning rate allows for in-
cremental updates of the Q-function, which allows for bet-
ter approximations in stochastic environments: the higher the
randomness, the lower the parameter should be set for opti-
mal learning. The eligibility trace is used in order to assign
credit for rewards to past interactions with the environment,
which speeds up the learning process. The higher the trace
for a specific state-action pair, the higher the magnitude of the
update. Once the Q-values are updated, the eligibility traces
will be decayed exponentially with a parameter λ ∈ [0, 1], as
interactions farther away in time are less likely to be directly
responsible for new rewards.

4 Virtual Reality Maze Game
We present a VR treasure hunt game, designed to teach RL
concepts to general audiences in an engaging way. The game
puts the player in a foggy maze, with the task to find a hidden
treasure. The fog is designed to restrict the player’s vision
to that of an autonomous agent, namely its current position
(state) and available actions. As the maze is featureless and
with limited visibility, the player must rely on the informa-
tion provided by the learning agent, rather than trying to au-

https://youtu.be/sLJRiUBhQqM


Figure 3: Available actions and respective Q-values in a cell of the
maze from the player’s point of view.

tonomously find the treasure. The treasure allows the player
to intuitively grasp the concept of reward in a standard RL
process. The user has complete control over the decision pro-
cess, and can decide where to explore depending on the avail-
able information. An overview of the game’s physical set-up
can be seen in Figure 1.

The player is paired with a Q(λ) learning agent, which
computes Q-values as described in Section 3. Parameters of
the algorithm can be adjusted on the fly within a game-menu
(Figure 2), allowing participants to explore their effects on
the learning process. As the player explores, Q(λ) updates
the Q-values for each state-action pair, and displays them on
the ground (Figure 3). The highest Q-value for each state
is visualized by shading the floor of each cell in green, with
the shading proportional to the value: this allows the user to
intuitively understand the idea of expected reward, and how
values are discounted over time (Figure 4). Additionally, the
eligibility traces of Q(λ) are shown to the user as a trail of
floating arrows, with their size proportional to the value of
the trace.

The player obtains a reward by finding a treasure hidden
within a chest in the maze. The maze contains multiple
chests, which are only visible to the player from up close.
Stepping in a cell that contains a chest causes it to open, re-
veal its contents and provide its reward to Q(λ). Two types
of chests exist: treasure chests and empty chests. Treasure
chests result in a reward of 10. Only a single treasure is
present in a fixed location in the environment, which also
marks the goal state of the maze. Empty chests, on the other
hand, do not give any reward, resulting in being indistinguish-
able from empty cells for Q(λ). These were introduced after
preliminary testing, as users would not willingly explore cells
which looked empty. With these empty chests, it is possible
to simulate the fact that an autonomous agent has usually no
way to know in advance whether it is advantageous to explore
a certain state, and thus force the user to explore.

Bystanders can see the player’s point of view on an exter-
nal monitor. Additionally, the audience has a top view of the
world (see Figures 1 and 4) which the player has no access
to. Having a complete overview of the true state of the world
helps seeing the differences in both perspectives and realiz-
ing why agents can have trouble completing tasks that seem
trivial to a human.

Figure 4: Top view of the virtual maze. After finding the treasure,
the agent receives a reward and updates the cell values, shown here
in green shades: a brighter cell represents a higher value. Note the
arrows for the traces on the path the player has followed.

Our demonstration has the potential to educate the broad
spectrum of K-12 pupils on the dynamics of Reinforcement
Learning. To ensure the game progresses sufficiently and to
keep the spectating audience involved, a moderator can di-
rect the demonstration. The moderator can enhance the user
experience by explaining the game’s purpose and the mech-
anisms of Q(λ) on a level adapted to the present audience.
For younger kids, the attention can be put on the game’s vi-
sual aspects by relating these to familiar concepts. For in-
stance, an analogy can be drawn between the shrinking eligi-
bility trace arrows and the trail of bread crumbs from the tale
of ‘Hansel and Gretel’, which also vanished over time as the
crumbs were eaten by birds. On the other side, with a more
mature audience, the moderator can shift the focus to the way
that Q-values are updated and how the specific parameters in-
fluence the agent’s learning progress.

A typical session develops as follows: initially the player
wanders in the maze, opening each chest found in the hope of
obtaining the treasure. This phase tends to last the longest, as
the player has no idea of where to go, and helps convey the
idea that learning a new task can be very hard at the begin-
ning, as an RL agent does not know how to reach its goal. If
the player truly has trouble finding the treasure, the moderator
can provide hints to advance the game.

Once the treasure has been found, Q(λ) will propagate the
newly received reward back with the help of the eligibility
traces, ensuring that a part of the executed path in the maze
now contains information useful to the player to find the trea-
sure again. The player is then transported to a new random
place in the maze and will eventually return in a previously
visited place containing this new information. This is a proper
moment for the moderator to better explain what the Q-values
mean, and how they increase in magnitude when the player
once again makes their way to the treasure.

One can mention the strength of Reinforcement Learning



under the guise of ‘practice makes perfect’. As the task is
repeated, it will take less time for the player to enter a part
of the maze which has been visited before and thus contains
updated Q-values. Players tend to start relying on finding Q-
values rather than looking for treasure chests. Smart users
may purposefully try to expand the area of the maze that is
covered by useful Q-values by repeatedly traveling between
low and high valued states. The player should now be rather
independent, so the moderator can focus on the audience, an-
swering questions and explaining topics in more detail.

Technical Details The demonstration was developed in
C# using the Unity3D engine, the SteamVR plugin and
the VRTK software framework2. The user plays the game
through a HTC Vive, a consumer-grade VR system.

5 Conclusions and Future Work
We have demonstrated a Virtual Reality game illustrating
the basic concepts and dynamics of a tabular Reinforcement
Learning process. The game puts the user in the shoes of a
learning agent with limited access to information, and teaches
how RL can find solutions to arbitrary problems. Apart from
the positive informal feedback during several public demon-
strations at fairs and tech showcases, we have not yet per-
formed an experimental evaluation of the effectiveness of our
tool, although this is intended future work. The maze envi-
ronment has been inspired by the standard grid-world prob-
lem, however other goal-based problems could be considered
to illustrate the diverse applicability of RL. In addition, other
fundamental RL algorithms such as SARSA [Rummery and
Niranjan, 1994] or REINFORCE [Williams, 1992] could be
inserted to highlight different approaches. To a further ex-
tent, multi-player VR games could be developed to illustrate
multi-agent problems in a similar fashion as the single agent
case from this work.
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