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Abstract

Many legal norms are lax in the sense that they authorize sev-
eral legally-valid actions in particular situations. A comput-
erized legal advisor for such norms should assist the user in
exploring the set of actions he may choose, highlighting their
prerequisites and consequences. We formalize the concept
and operation of such an interactive legal advisor for situa-
tions that are not fully known in advance, but observable by
the user. This formalization includes the definition of total,
contingent, definite and partial advice. We describe our im-
plementation and how it eliminates some weaknesses of an
earlier version of the advisor.

1 Introduction
Since the first attempts to automate legal reasoning using
logic, (e.g., (Sergot et al. 1986)) there has been a long de-
bate about how to model legal reasoning, and what logic to
use.(Gordon 1987)(Hage 1996)

We take the view, arguably simplistic, that legal and eth-
ical norms are not specifications of a deterministic com-
putation, but a set of definitions and constraints to be ac-
cepted by all concerned. Laws can be lax in some situa-
tions, in the sense that their definitions and constraints allow
many legally-valid actions in those situations, and conflict-
ing in other situations, in the sense that, because of their
self-contradictions, there is no action available that does not
violate a law.

Because typical rule-based expert systems are determin-
istic by nature, they can only reason about the rare laws that
accept only one action in any given situation. Often, as a
workaround, they are asked to reason about a deterministic
interpretation of an otherwise non-deterministic law.

Recently, legal advisory systems that can reason about
conflicting laws have been explored (Zurek 2012). By con-
trast, in this work, we consider legal advisory systems for
lax laws. Under a lax law, such a system should allow the
user to explore the set of legally-valid actions available to
him, so that he can exercise his free will while respecting
the law.

A prototype of such a system has been presented in
(Deryck et al. 2019): its goal was to assist public notaries
in dealing with the complex Belgian real estate transfer tax
legislation. This legislation describes the different types of

registration (e.g. family and social dwellings, heritage mon-
uments, ...), the conditions that the sale must meet to make
them available, and the associated tax rate.

In this prototype, the notary saw a web form where he
can enter a description of the sale and see the type of of-
ficial registration available to him, with the associated tax
rate. During his conversation with his client, the notary col-
lected information about the sale, and entered it in the form.
While doing so, he might render some attributes of the sale
irrelevant, and some registration types unavailable: the web
form was updated accordingly. If he so wished, he could ob-
tain an explanation of why some registration types became
unavailable. When the sale was fully described, he might
still have several options to choose from: his final decision
might be driven by reasons other than legal ones.

The prototype followed the Knowledge Base Paradigm: it
represented the legislation in a purely declarative way, and
used a variety of generic logical inference methods to assist
the notary. The fact that the same knowledge base can be
used to perform a variety of inferences helped reduce the
development and maintenance costs of the system.

The prototype used the FO(ID) language to represent leg-
islation (Wittocx, Mariën, and Denecker 2008). FO(ID)
is an acronym for First Order logic with Inductive Defini-
tions. Because FO(ID) can represent both definitions and
constraints, it is a good basis to represent legal knowledge.

Definitions are deterministic recipes to determine the
unique (truth) value of a concept from the values of other
concepts. They are roughly equivalent to rules in an expert
system, or to Prolog statement in a query-answering algo-
rithm. For example, the following FO(ID) statement defines
how to determine the tax rate based on the type of registra-
tion.

{
TaxRate = 1← RegistrationType = Social.
TaxRate = 7← RegistrationType = Modest.
TaxRate = 10← RegistrationType = Other.

}

The semantics of FO(ID) properly deals with infinite
loops, addressing a limitation of Prolog when defining a hi-
erarchy of legal concepts.(Gordon 1987)

By contrast to definitions, constraints are not determinis-
tic. The following FO(ID) constraint says that the necessary
conditions for a registration of type social are that the seller



is licensed and that the sale is for a social habitat. When the
conditions are met, the notary is still free to choose another
type of registration.

RegistrationType = Social⇒
LicensedSeller ∧ Purpose = SocialHabitat.

While definitions completely characterize a concept, con-
straints are narrower in scope. (Dworkin 2013) makes a
similar distinction between legal rules and legal principles,
and adds a dimension of weight to legal principles that
FO(ID) does not support directly: principle-based reasoning
involves the weighing of possibly conflicting legal princi-
ples.(Hage 1996)

The prototype could simultaneously perform forward and
backward reasoning based on such definitions and con-
straints. Forward reasoning determines consequences of
what is asserted, while backward reasoning determines pre-
requisites for these assertions. In the example above, if the
notary asserts RegistrationType = Social, the prototype
would conclude that TaxRate = 1 (forward reasoning), and
that LicensedSeller = t and Purpose = SocialHabitat
(backward reasoning).

However, because the prototype, as presented in (Deryck
et al. 2019), did not differentiate forward from backward
reasoning, it failed to tell the notary that the first conclu-
sion was a consequence of his assertion, while the other two
were prerequisites. The difference is crucial when consid-
ering various course of actions: the prerequisites must be
verified by the notary (for example by asking his client or
looking up a registry) while consequences do not. Because
prerequisites were indistinguishable from consequences in
this prototype, the notary could not see what needed to be
verified. Hence, the system sometimes misled the notary by
proposing a legally-valid advice, but not adequate for the ac-
tual sale made by his client. This paper seeks to address this
issue.

The prototype used a single vocabulary to describe the
situation and available actions, and a single FO(ID) theory
to encode the legislation and background knowledge. By
contrast, we propose to split the vocabulary in two parts:
one containing the concepts used to describe the situation,
and another to describe the available actions and their legal
consequences. This also allows us to split the FO(ID) theory
in two parts: one describing the sales that the notary may
encounter, and another one the registration types available
for those sales. This split knowledge base requires a new
set of inferences, e.g., for forward and backward reasoning,
explanation and relevance.

In this paper, we do not require that the situation be fully
known when asking for advice, but instead assume that the
situation can be characterized on request, by performing
some observations (e.g. asking his client, looking up a reg-
istry, ...). We say that the situations are observable.

We make the following contributions:
• we formalize the concept and operation of an interactive

legal advisor in observable situations for lax legislation;
• we define the concepts of total, definite, contingent and

partial advice;

• in the case where a user of a legal advisor makes a ten-
tative decision, we propose a method to infer the prereq-
uisites that must be confirmed by observation to obtain a
valid advice, thereby addressing an issue in prior work.

The paper is organized as follows. After introducing the
logic concepts we use in this paper, we discuss legal deci-
sion making in fully-known situations. Section 4 describes
the interactive process between a user and a computerized
legal advisor. Section 5 define the concepts of definitive
and contingent advice. Section 6 explains how new infor-
mation can be safely inferred from what is known. Section
7 explains which observations and decisions the user should
make to obtain an advice and Section 8 the other guidance
the system can give to the user. Finally, we discuss how we
validated our framework.

2 Preliminaries
In this section, we discuss some preliminaries and terminol-
ogy used in the rest of the paper. The results presented in
this paper are valid for many logics with model semantics.
We assume familiarity with syntax and semantics of propo-
sitional and first order logic. (Enderton 1972).

A vocabulary Σ is a set of symbols. In propositional logic,
a partial (resp. total) structure of Σ is a partial (resp. total)
function from Σ to {t, f}. The value of symbol σ ∈ Σ in
the partial structure S is denoted as σS , if it exists. The set
of interpreted symbols of S is denoted as IntSym(S). If S
is a total structure of Σ, we can determine the interpretation
of all expressions and theories e over Σ; the resulting value
is denoted as JeKS .

We say that a partial structure S′ is more precise than S
(notation S ≤p S

′) if IntSym(S) ⊆ IntSym(S′) and for
all σ ∈ IntSym(S) : σS = σS′

; in words, S′ assigns
the same values as S to the interpreted symbols of S but
may interpret more symbols. If S′ is a partial structure too,
we call it a partial expansion of S; otherwise it is a (total)
expansion of S. The set of partial (resp. total) expansions of
S is denoted S∗ (resp. S). We define S|Σ to be the restriction
of S to the symbols of Σ.

When S is a total structure of Σ, S∗ = S = {S}.
We say that S and S′ are disjoint if IntSym(S) ∩

IntSym(S′) = ∅. For two disjoint structures S, S′, we
define S + S′ to be the structure that maps symbols σ in-
terpreted by S to σS and symbols interpreted by S′ to σS′

.
While we focus on propositional logic to keep the presen-

tation light in the current paper, with some care, our concepts
can be generalized to other logics with a model-theoretic se-
mantics. In fact, our implementation discussed in Section 9
works for an extension of first-order logic.1

1In first-order logic, a partial structure is a function from sym-
bols σ ∈ Σ to partial (total) values σS , where a partial (total) n-ary
relation is a partial (total) function from dom(S)n to {t, f} (or a
total function to {t, f ,u}, respectively to {t, f}), and a partial (to-
tal) n-ary function is a partial (total) function from dom(S)n to
dom(S).



3 Legal advisor in fully-known situation
We first consider a legal advisor operating with full knowl-
edge of the situation. Its goal is to provide a legally-valid
advice to its user, given the fully known circumstances.

We assume that the situation faced by the user is described
by a total structure Ssit for a vocabulary Σsit . The vocab-
ulary Σsit contains the legal terms used to describe the sit-
uation. Thus, the structure Ssit contains secondary facts, as
opposed to primary facts which describe the situation in con-
ventional, nonlegal terminology.(Gordon 1987) The transla-
tion of primary facts to secondary facts requires interpreta-
tion, and we assume it is performed by the user of the sys-
tem.

Similarly, we assume that an advice is fully described by
a total structure Sadv for the vocabulary Σadv . The vocabu-
lary Σadv contains the advice symbols used to describe the
advice. Advice symbols represent the action(s) to be recom-
mended and their consequences.

We assume that Tsit is a theory over vocabulary Σsit that
describes the situations that could be faced by the user. Any
structure Ssit that describes a particular situation is a model
of Tsit .

Similarly, we assume that the legal constraints on the ad-
vice imposed by the situation can be formalized by a logic
theory Tadv in the vocabulary Σall (where Σall is the union
of Σsit and Σadv ). We assume that this theory fully captures
all knowledge about when an advice is legally-valid given a
full description of the situation. Any structure Sadv that de-
scribes a particular advice in a particular situation Ssit must
satisfy Tadv to be legally-valid. Hence:

Definition 1. The legal advice problem LA is a problem
that takes as input a tuple (Ssit , Tsit , Tadv ) where Ssit is
a total structure over Σsit , Tsit is a theory over Σsit satis-
fied by Ssit , and Tadv is a theory over Σsit ∪ Σadv . A total
solution for such a problem, i.e. a total advice, is a total
structure Sadv over Σadv such that

JTadv KSsit+Sadv = t.

Note that Tsit is not used in the definition of the total so-
lution, because we assume that the situation satisfies Tsit
already. Having the theory Tsit as an additional input is use-
ful in the process of finding a solution when the situation
is not fully known, but observable, as discussed in the next
sections.

By contrast, prior work (Deryck et al. 2019) does not ex-
plicitly split the vocabulary in two sub-vocabularies, and has
no separate theory Tsit of the possible situations. It consid-
ers problems whose input is a pair (Sall , Tall ) where Sall

is a partial structure over Σall , and Tall combines Tsit and
Tadv . Thus, the input Sall may contain a combination of
situational and advice symbols.

When the legal problem is deterministic, i.e. when there is
only one advice in any given situation, it can be solved auto-
matically by applying model expansion inference (Mitchell
et al. 2006). No interaction is required.

When the legal problem is lax, i.e. when there are many
possible advice in a given situation, model expansion will
yield one of the possible advice. Instead, it would be useful

to allow the user to explore the set of options, as described
in the next section.
Example 1. We consider a simplified sales tax legislation
defined as follows. A situation (aka legal case) is described
by a structure for vocabulary

Σsit = {Purpose, LicencedSeller, LowRent}.

An advice is described by a structure over vocabulary

Σadv = {RegistrationType, TaxRate}.

The knowledge about the possible situations Tsit is:

Purpose = SocialHabitat => LowRent.

The legislation is described by Tadv , containing the fol-
lowing definitions and constraints:

TaxRate = 1← RegistrationType = Social.

TaxRate = 7← RegistrationType = Modest.

TaxRate = 10← RegistrationType = Other.

RegistrationType = Modest⇒ LowRent.

RegistrationType = Social⇒
LicensedSeller ∧ Purpose = SocialHabitat.

A possible sale is described by Ssit :

Purpose = SocialHabitat,

LicencedSeller = t, LowRent = t

It has 3 total advice Sadv :

{TaxRate = 1, RegistrationType = Social},
{TaxRate = 7, RegistrationType = Modest.}, and
{TaxRate = 10, RegistrationType = Other.}.

4 Interactive advisor
In many cases, the legislation allows many legally-valid ad-
vice for a given situation. Instead of choosing a particular
solution randomly by automated model expansion, it is of-
ten preferable that the automated system offer the user a way
to explore the set of possible solutions.

For example, the real estate legislation may allow the no-
tary to register the sales in different ways, and the system
should allow him to see the various prerequisites and conse-
quences of each valid alternatives, e.g. on the tax rate.

In that case, the legal advice problem becomes a problem
where two agents, the automated system and its user, want
to conceive a course of action that satisfies both of them.
Each agent has its own knowledge, constraints and goals.
We formalize this approach as follows.

We call the two agents System and User. System of-
fers User the freedom to choose values for situational and
advice symbols while protecting the interests of System by
verifying the legality of the advice that the user constructs
with respect to the legislation Tall . Since System has of-
ten many users, and each User wants a solution for his own
situation, we assume it is User’s task to communicate in-
formation about the situation to System (but it would be



trivial to include situational data owned by System in the
procedure). System is unaware of User’s goals and can
give no guarantees that they are satisfied. User is responsi-
ble for his own goals, which he should achieve by choosing
actions in the appropriate way.

At each step of an interactive process for the legal advice
problem, User has constructed two partial structures, Sobs

and Sdec , assigning values to situational and advice symbols
respectively. Those values corresponds to observations and
to (tentative) decisions respectively. We assume that User
makes no mistakes in observing the situation and provides
only correct values σSsit for the situational symbols.

The state of the interactive process is a pair of partial
structures, one over the situational vocabulary, the other over
the advice vocabulary:
Definition 2. A state of the interactive process is a pair of
partial structures (Sobs , Sdec) such that:
• Sobs is a partial structure over Σsit ;
• Sdec is a partial structure over Σadv .
Definition 3. A state compatible with situation Ssit is a state
(Sobs , Sdec) such that Sobs ≤p Ssit

Definition 4. An interactive process for problem LA with
input (Ssit , Tsit , Tadv ) is a sequence of states compatible
with Ssit , such that, for any successive states (Si

obs , S
i
dec),

(Si+1
obs , S

i+1
dec ), we have:

• either (Si
obs = Si+1

obs )∧ (Si
dec <p S

i+1
dec ∨S

i+1
dec <p S

i
dec)

• or (Si
dec = Si+1

dec ) ∧ (Si
obs <p S

i+1
obs )

In other words, either the description of the situation
change, or the description of the advice; and the descrip-
tion of the situation may only become more precise, while
the description of the advice is free to change.

By contrast, in prior work (Deryck et al. 2019), because
there is no distinction between situational and advice sym-
bols, the state is described by only one partial structure,
Schoice , over Σall . A state Schoice compatible with input
Sall is a state such that Schoice ≤p Sall . The interactive
process only allows state transitions that make Schoice more
or less precise while keeping it compatible with the situa-
tion.

Although System has limited information about the sit-
uation, as provided to it in Sobs by User, it knows Tsit and
Tadv ; hence, it can verity that the state is consistent in the
following sense:
Definition 5. A state (Sobs , Sdec) is consistent (with Tsit
and Tadv ) iff there is a total expansion So of Sobs that satis-
fies Tsit and a total expansion Sd of Sdec that satisfies Tadv ,
i.e.,

∃So ∈ Sobs : JTsitKSo = t ∧
∃Sd ∈ Sdec : JTadv KSo+Sd = t.

In the interactive process, User and System can work
together towards a solution as follows. (Van Hertum et al.
2017)

The interaction starts with a pair of empty structures,
(Sobs , Sdec). If this state is not consistent with Tsit and

Figure 1: State diagram of the (a) prior (b) new interactive process.
(+) makes the state more precise; (-) makes it less precise

Tadv , System tells User that there is no solution to the
legal advice problem: the legislation is conflicting.

As long as the state is consistent, User can make Sobs or
Sdec more precise. The resulting state may remain consis-
tent with Tadv , or become inconsistent with it. If it becomes
inconsistent, System prevents User from expanding it fur-
ther (because it does not bring him closer to a solution);
hence, User must retract a decision. He cannot retract an
observation, because we assumed that he made no mistakes
in his observation: retracting an observation would not bring
him closer to a solution.

As long as the state is consistent, User may also make
Sdec less precise, i.e. revert past decisions. The resulting
state is necessarily consistent. This allows the user to ex-
plore the complete space of legally-valid advice in his situ-
ation. After exploring this space, User may conclude that
there is no solution acceptable to him, based on his knowl-
edge.

This process is depicted in Figure 1(b). By contrast, Fig-
ure 1(b) shows the interactive process in prior work (Deryck
et al. 2019).

The following proposition explains how the process can
lead to a total solution.
Proposition 1. If state (Sobs , Sdec) is compatible with Ssit ,
consistent with Tsit and Tadv , and a total structure (i.e.,
gives a value to all symbols of Σsit and Σadv ), then it is
a total solution of LA.

Proof. In that case, the set of expansions Sobs (resp. Sdec)
contains only Ssit (resp. Sdec). The proposition follows
immediately.

Example 2. Returning to Example 1, suppose the user be-
gins by deciding that RegistrationType = Social. The
corresponding state ({}, {RegistrationType = Social})
is consistent. He proceeds by observing that Purpose =
Professional. The state becomes

({Purpose = Professional},
{RegistrationType = Social})

which is inconsistent. He thus needs to retract his only deci-
sion: RegistrationType = Social, making the state con-
sistent again. He could re-assert his first decision, making



the state inconsistent again, and retract it again, but he can-
not repeat this infinitely many times if he wants the process
to terminate. As he further explores the search space, he
may settle on one of the 2 possible advice for a sale with a
professional purpose:

{TaxRate = 7, RegistrationType = Modest.}
{TaxRate = 10, RegistrationType = Other.}

A legal advisor for this simplified legislation is available
online for further experimentation with the interactive pro-
cess.(Carbonnelle 2020b)

The benefit of having Tsit can now be made apparent.
Checking consistency with respect to Tsit and Tadv can
shorten the search for a total solution by reducing the num-
ber of consistent states, and thus the number of options avail-
able to the user, as the following example shows.
Example 3. Suppose that the user selects

RegistrationType = Social

LowRent = f

This results in a state that is consistent if we ignore Tsit
allowing him to choose any further assignment. How-
ever, if we take Tsit into account, the state is not consis-
tent anymore, forcing the user to backtrack on his decision
RegistrationType = Social.

The number of state transitions in an interactive process
without any state repetition is bounded by the number of
possible states. This number is exponential in the number
of symbols in Sall . Therefore, the above procedure could
be extremely taxing for the user since essentially, without
knowledge of Tadv , he has to traverse the solution space in
the same way as a naive backtracking algorithm. More sup-
port of the advisor is required. This is explored in the next
sections.

5 Non-total Solutions of the Legal Advice
Problem

A weakness in the definition of total solution so far is that it
forces User to specify total structures. In practice, it will
often be the case that some information is relevant only in
some contexts but not in others. We define a notion of solu-
tion that does not force the user to specify values for irrele-
vant symbols.
Definition 6. A definite solution of the legal advice problem
LA with input (Ssit , Tsit , Tadv ) is a state (Sobs , Sdec) such
that for every expansion So of Sobs that satisfies Tsit , and
for every expansion Sd of Sdec , Tadv is satisfied, i.e.,

∀So ∈ Sobs : JTsitKSo = t

=⇒ ∀Sd ∈ Sdec : JTadv KSd+So = t

In some cases, the user only needs the guarantee that, in a
given state, his goal is reachable in any situation compatible
with the observation, by making the appropriate remaining
decisions in a later stage.

Definition 7. A contingent solution of the legal advice prob-
lem LA with input (Ssit , Tsit , Tadv ) is a state (Sobs , Sdec)
such that for every expansion So of Sobs that satisfies Tsit ,
there is an expansion Sd of Sdec such that Tadv is satisfied,
i.e.,

∀So ∈ Sobs : JTsitKSo = t

=⇒ ∃Sd ∈ Sdec : JTadv KSd+So = t

Example 4. A definite solution for the simplified real estate
problem is:

({}, {RegistrationType = Other, TaxRate = 10})

A contingent solution is:

({}, {RegistrationType = Other})

The following proposition shows that a definite solution
to a legal advice problem can be expanded to construct to-
tal solutions of the problem, by observing the situation and
choosing any value freely for the remaining advice symbols.
Proposition 2. If state (Sobs , Sdec) is compatible with Ssit ,
and is a definite solution for the legal advice problem LA
with input (Ssit , Tsit , Tadv ), then, every expansion of Sdec

is a total solution for LA i.e.,

∀Sd ∈ Sdec : JTadv KSsit+Sd = t

Proof. The implication in the definition of a definite solu-
tion holds for any expansion of Sobs , and in particular for
Ssit . The result follows from the fact that Ssit satisfies
Tsit .

The same line of reasoning can be used to prove the simi-
lar result for contingent solutions:
Proposition 3. If state (Sobs , Sdec) is compatible with Ssit ,
and is a contingent solution for the legal advice problem
LA with input (Ssit , Tsit , Tadv ), then, there is an expansion
of Sdec that is a total solution for LA, i.e.,

∃Sd ∈ Sdec : JTadv KSsit+Sd = t

Complexity The complexity of deciding whether a state is
a contingent or definite solution is much higher than check-
ing whether it is consistent and total (and thus yielding a
total solution per proposition 1). From the quantifiers of
their definition, it can be seen that in the context of propo-
sitional logic, checking for definite solution is Πp

1-complete
(coNP-complete) while checking for contingent solution is
Πp

2-complete. In Section 9, we propose a cheap approximate
method to solve this problem.

6 Propagation
The interactive process can be refined to give System a
more active role, using the propagation inference.

We call a partial structure S′ a propagation of partial
structure S with respect to theory T (all over the same vo-
cabulary) if S ≤p S

′ and for every modelM of T expanding
S, it holds that S′ ≤p M . In other words, S′ expands S by
selecting some of the unassigned symbols whose value is the



same in all models of T that expand S, and assigning them
that value. We call S′ the optimal propagation of S with
respect to T if it is the most precise propagation.

In prior work (Deryck et al. 2019), whenever User ex-
pands the current state to a partial structure Schoice that is
consistent with Tall , System responds by proposing a prop-
agation S′ of Schoice , with respect to Tall . Whenever User
retracts one of his choices, System recalculates the propa-
gation.

Such propagation is of great value to User, and is used in
most legal advisor tools. It shortens the interaction in a way
analogous to how unit propagation accelerates naive back-
tracking in propositional satisfiability checking. Algorithms
to perform this inference have been discussed in the litera-
ture (Clark Barrett and Tinelli 2008). A downside of optimal
propagation is that it is computationally expensive. To alle-
viate this concern, non-optimal propagation can be used.

However, in our legal advisory framework, a complication
arises when propagation derives values for situational sym-
bols from values of advice symbols. In general, there is no
guarantee that these values are true in the situation. User
should be requested to verify that these values hold in his
situation, in order to avoid incorrect solutions.

To address this issue, we distinguish propagation using
Tsit only, from propagation using Tsit ∧ Tadv .

6.1 Propagation with Tsit
Whenever User changes Sobs , System can safely respond
by proposing a propagation of Sobs with respect to Tsit : the
resulting Sobs ’ will remain compatible with Ssit . Indeed,
by definition, such an expansion of Sobs is less precise than
any other expansion of the state compatible with Tsit , and
thus, in particular, is less precise than Ssit . Note that such a
propagation may lead to a state inconsistent with Tadv .

Example 5. If the user observes that the rent is not low,
the purpose cannot be SocialHabitat by Tsit , and it is not
necessary to observe it.

6.2 Propagation with Tsit ∧ Tadv
In a given state (Sobs , Sdec), propagating Sobs + Sdec with
respect to Tall yields the partial structure that is common
to all expansions of Sobs + Sdec that satisfy Tall . In other
words, it yields the list of assignments that are prerequisites
for Tall to be satisfied.

If a prerequisite of Tall concerns a decision symbol,
System can safely propose the assignment to User. In-
deed, the user may retract it at any time.

If such a prerequisite concerns a situational symbol in-
stead, its value cannot be asserted by System, because it
cannot be assumed to hold and User cannot retract it. In-
stead, System should communicate it to User as a sugges-
tion for further observation.

If the observation result is as expected by the propagation,
User will add it to the state. If the result is unexpected,
User adds it to the state nonetheless, but the state becomes
inconsistent, and User must proceed with retracting deci-
sions if possible.

Example 6. Continuing the previous example, the optimal
propagation from {LowRent = f , SocialHabitat = f} is{

LowRent = f , SocialHabitat = f ,
RegistrationType = Other, TaxRate = 10

}
resulting in a definite solution that does not have to be

verified. On the other hand, the optimal propagation from
{TaxRate = 7} is{

TaxRate = 7, RegistrationType = Modest,
LowRent = t

}
where {LowRent = t} needs to be verified.

7 Relevance
We know by proposition 2 that symbols unassigned in a
definite solution (Sobs , Sdec) are irrelevant in the following
sense: Sdec extended with any assignment to unassigned ad-
vice symbols will satisfy Tadv in any possible situation ex-
panding Sobs that satisfies Tsit . Thus, in a definite solution,
unassigned situation symbols do not need to be observed and
unassigned advice symbols can be freely chosen.

To reduce his work in the interactive process, User will
prefer to select unassigned symbols that are relevant to ob-
tain a solution. We can formally define relevance.
Definition 8. The symbol σ in Σall is relevant in the con-
sistent state (Sobs , Sdec) if it is unassigned in (Sobs , Sdec)
and it is assigned in at least one minimally precise definite
solution (So, Sd) that is more precise than (Sobs , Sdec).

A minimally precise definite solution is one that is not
strictly more precise than another definite solution.

To expand a consistent state in a useful way, the user only
has to make a relevant symbol more precise, i.e. he needs to
make an observation or decision for relevant symbols only.
He can ignore irrelevant symbols.

As soon as he chooses a value for a relevant symbol, the
state is updated and the list of relevant symbols can be re-
computed. When there are no relevant situational symbols
in a consistent state anymore, the state is a contingent so-
lution. When there are no relevant symbols in a consistent
state anymore, the state is a definite solution.

In propositional logic, the problem of computing whether
a symbol σ is relevant in some state is Σp

3-complete. While
computing the list of relevant symbols may seem computa-
tionally too expensive, it can be over-approximated cheaply,
as discussed in the implementation section.
Example 7. When {LowRent = f}, LicensedSeller is
irrelevant.

8 Other guidance
We discuss how other inferences can be used to furhter assist
the user of the legal advisor.

8.1 Retraction of decisions
When a new observation makes the state inconsistent, the
user must retract decisions until the state becomes consistent
again. We may want to help him choose a minimal set of
decisions to retract.

Algorithms to find a subset of sentences of an unsatisfi-
able theory, so that the subset is still unsatisfiable, have been



discussed in the literature, under the collective name of un-
satisfiable core (Clark Barrett and Tinelli 2008). They can
be adapted to compute a minimal unsatisfiable core within a
pre-specified set of sentences. Here in this case, this set is
the set of decision literals in Sdec .

A candidate list of decisions to retract from an inconsis-
tent state can thus be obtained by calling a minimal unsatis-
fiable core algorithm with the formula Tall and the current
state, and with the set of true decision literals as retractable
sentences.

8.2 Partial solutions for Σout

We now consider the situation where, for some reason, the
user must make an early decision about some advice sym-
bols, with the assurance that he will later be able to find a
definite solution extending this partial decision. For exam-
ple, he may want to make the first step in a legal procedure,
with the assurance that he will be able to proceed.

We use Σout to denote the vocabulary containing the sym-
bols of the decisions to be made now. The desired solution
for this problem is a total structure Sdec over Σout such that
for every possible situation consistent with the observations
(and Tsit ), Sdec can be extended to a definite solution. As
such, it appears that this is a special case of a contingent
solution.

Definition 9. A partial solution for Σout of a legal advice
problem LA is a contingent solution (Sobs , Sdec) where
Sdec is a total structure over Σout .

This definition is satisfied by a state with Sdec over Σout ,
that has no situational symbols that are relevant (as defined
in section 7). In that case, the unobserved situational sym-
bols can take any value without impacting the consistency
of the state with Tadv .

8.3 Optimisation
The user may wish to extend a state in such a way that it
minimizes a term in the advice vocabulary Σadv . For ex-
ample, in the sales tax registration problem, he may wish to
minimize the tax rate. This inference is formalized as fol-
lows:

Definition 10. (So, Sd) is a minimizing state for the cur-
rent state (Sobs , Sdec) relative to optimizing term t (where
the domain of t is ordered) iff (So, Sd) is more precise than
(Sobs , Sdec) and

∀O ∈ Sobs : JTsitKO =⇒
∀D ∈ Sdec : JTadv KO+D =⇒

JtKSo+Sd ≤ JtKO+D

On request by User, System may find such a minimiz-
ing state, and report it to User. The minimizing state con-
tains assignments for both unassigned situational and advice
symbols. Similarly to the propagation using Tall , the values
of the situational symbols should be verified by observation
of the situation by the user. The results of these observations
are added to Sobs , and, if these additions lead to an inconsis-
tent state, some decisions must be retracted y User. When

the updated state is consistent, a new optimisation inference
can be run.

9 Implementation
We have developed a decision support tool that embodies
our proposal. Given two vocabularies (Σsit ,Σadv ) and a
theory Tall of a legal advice problem, the tool generates a
user interface that allows the user to follow the proposed
interactive process, with the benefit of computer-generated
guidance. (Tsit is extracted from Tall by selecting the defi-
nitions and constraints that involve Σsit symbols only.) The
tool supports theories in First Order logic, extended with
types, aggregrates, linear arithmetic, and non-inductive def-
initions (Wittocx, Mariën, and Denecker 2008).

The source code of the tool is available on gitlab.(Car-
bonnelle 2020a). It uses an SMT solver, Z3 (De Moura and
Bjørner 2008). Z3 directly supports model expansion and
unsatisfiable core inferences. For illustration purposes, the
tool is used to build an interactive advisor for the Belgian
real estate legislation, made available online (Deryck and
Carbonnelle 2020)

The user enters an observation or a decision by clicking
on buttons or entering values in fields. The interactive ad-
visor 1) updates the state, 2) propagates the state using Tsit ,
2) propagates again using Tsit ∧ Tadv , and 3) determines
the relevant symbols. The user interface is then updated to
reflect the attributes and state of symbols: situational vs de-
cision, relevant, propagated. When there are no situational
symbols that are both relevant and unassigned, the advice is
known to be a contingent solution for the situation. When
there is not one symbol that is both relevant and unassigned,
the advice is known to be a definite solution for the situation,
and the user can stop observing and making decisions.

Because relevance is expensive to compute, we over-
approximate it as follows: we first replace symbols in Tall
by their assigned value in the state, if any (including propa-
gated values); then, we simplify the formula using the laws
of logic and arithmetic. The symbols that do not occur in
the simplified theory cannot be relevant: indeed, changing
their value cannot change the truth-value of Tall in the cur-
rent state. Thus, the simplified theory contains all the sym-
bols that are relevant in the current state (and possibly some
remaining irrelevant symbols, depending on how deep the
simplification is performed).

When a situational symbol σ is assigned a value v by
propagation using Tsit , the user interface presents that value
to the user as a certain consequence of other observations.
When a situational symbol σ is assigned a value v by prop-
agation using Tall instead, v is shown as a prerequisite: the
user interface invites the user to verify that value in the sit-
uation, and to confirm it by a click. If the user observes a
different value v′ 6= v for σ, he can enter v′, but only after
retracting a decision from a list determined using unsatisfi-
able core, as described earlier.

When a decision symbol is assigned a value by propaga-
tion using Tall , it is shown as a consequence. The user may
still change it, but only after retracting a decision from a list
determined using unsatisfiable core, as described earlier.



The system has additional facilities to determine rele-
vance of sentences (instead of relevance of symbols), and
to ignore defined symbols that are irrelevant, but this is not
the focus of this paper, and they are not described further.

During the conversation with his customer, the notary
public collects information about the sales and enters them
as assignments of situational symbols in the legal advisor.
At any time, the legal advisor shows the relevant unassigned
symbols, thus prompting the notary public with possible
questions to ask his client. The notary public can also en-
ter tentative decisions: the relevant un-assigned symbols are
narrowed accordingly, helping him to further focus the con-
versation with the client. The notary is clearly warned when
some situational symbols need to be verified by observa-
tions, and can see when enough information has been col-
lected to ensure a definite solution has been found.

To validate our approach, we have configured the legal
advisor for Example 1 (available online, see (Carbonnelle
2020b)). The following tests showed that the interactive le-
gal advisor works as expected:
• at any state of the interactive process, the user can see

what button he still has to click (in red or green), and what
fields he still has to enter, to obtain a definite advice.

• when the user asserts a situational fact (e.g., LowRent =
t, consequences are shown as facts that do not need veri-
fication (e.g., Purpose = LowHabitat).

• when the user asserts situational facts (for example,
LowRent = f ), the symbols that become irrelevant (i.e.,
LicensedSeller), are shown as such: they are greyed out.

• when the user asserts a decision (for example,
RegistrationType = Social), its situational pre-
requisites

LicensedSeller = t, Purpose = SocialHabitat,

LowRent = t

are shown as facts to be verified (unlike in prior work),
while its consequences (TaxRate = 1) are shown as con-
sequences that do not need verification.

• the user can confirm that a situational prerequisite is met.
If his observation shows it is not met, he must retract a
decision from a list.

• the user may ask the system to minimize a term (e.g.,
TaxRate): any prerequisite is shown as such.
Further tests on the Belgian real estate legislation con-

firms these findings.

10 Conclusion
We have presented a model of a legal advisor that assists a
user making a legal decision when the situation is observ-
able and when the legislation is lax. We have validated it
by building a prototype for the Belgian real estate law, and
have shown how our implementation addresses a weakness
of a prior version.

Because many legal and ethical norms are lax, we hope
that this model is a step forward on the path to computer-
ized legal advisors. In future work, we could explore other

challenges on this path, such as how to support principle-
based reasoning, how to handle legal exceptions, and how to
generate human-readable justifications of the legal advice.
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