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ABSTRACT
Bootstrapped Dual Policy Iteration [22, BDPI] is a model-free Re-
inforcement Learning algorithm that combines several off-policy
critics with an actor robust to off-policy critics. The critics are
trained using a variant of Q-Learning, and the actor imitates their
average greedy policies with Conservative Policy Iteration. BDPI
achieves state-of-the-art sample-efficiency in discrete-action do-
mains, but is inapplicable to continuous-action domains, as both
the actor and critic update rules rely on the ability to enumerate
the actions. In this paper, we present a novel implementation of the
BDPI ideas, off-policy critics and an actor, for continuous actions.
Our actor is built around a single discriminator network, easy to
train to imitate greedy policies, and the critics take inspiration from
the off-line batch RL literature to allow off-policy learning. In this
early work (visionary) paper, we show that our Continuous BDPI
is several times more sample-efficient than the Soft Actor-Critic on
BipedalWalker, using naive hyper-parameters. We explain in our
experimental section how future work will allow to characterize
the behavior of Continuous BDPI regarding its hyper-parameters,
which will allow it to be applied to more environments.
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1 INTRODUCTION
Real-world Reinforcement Learning problems, such as advanced
legged locomotion [13] or the control of industrial machines [12],
rely on the agent being able to learn a good policy with few inter-
actions in the environment, and few mistakes. The currently most
prevalent approach to ensure learning with few interactions is the
use of simulators, in which the agent learns before being deployed
in the real world. Because designing accurate simulators for real-
world tasks is challenging, most approaches rely on an approximate
but noisy simulator, in which the agent learns a policy that acts
“carefully”, and does not rely on precise dynamics to achieve its goal
[2, 8, 29].
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Another research direction does not rely on simulators, but in-
stead focuses on designing agents that quickly learn directly in the
real world [14]. The advantage of these methods is that no simulator
needs to be designed at all, which reduces the engineering effort
of applying Reinforcement Learning to a task. An example of such
sample-efficient model-free (and simulator-free) Reinforcement
Learning algorithm, that requires no domain-specific knowledge,
is Bootstrapped Dual Policy Iteration [22, BDPI].

While BDPI is several times more sample-efficient than PPO and
ACKTR in various discrete-action Reinforcement Learning environ-
ments [22], its formalism strongly relies on an action set that can
be enumerated, which prevents its application to continuous-action
tasks, more common in the real world. In this paper, we propose a
continuous-action model-free Reinforcement Learning algorithm
that builds on the core ideas of BDPI, but completely changes how
its actor and critics are implemented, to allow for continuous actions.
We then demonstrate that our Continuous BDPI algorithm achieves
sample-efficiencies several times higher than the Soft Actor-Critic
in BipedalWalker, a challenging physics-based task available in
the OpenAI Gym [3], with a high-dimensional state-space and a
4-dimensional action space. This result is highly encouraging, as it
has been obtained using non-tuned hyper-parameters, and most
current work at improving sample-efficiency with continuous ac-
tions usually obtains gains of about 10% to 30% (not 200% as in this
paper). As corollary, our results also show that the high sample-
efficiency of BDPI comes from its core ideas (an actor and several
off-policy critics), not its particular discrete-action implementation.

2 BACKGROUND
Our Continuous BDPI algorithm builds on the BDPI core ideas,
along with several theoretical and algorithmic foundations that we
review in this section.

2.1 Discrete-action BDPI
Bootstrapped Dual Policy Iteration is an actor-critic algorithm, in
which the agent trains one stochastic actor and several critics. Every
time-step 𝑡 , the actor observes a state 𝑠𝑡 , selects an action 𝑎𝑡 that is
executed in the environment, leading to a reward 𝑟𝑡 and next-state
𝑠𝑡+1. This (𝑠𝑡 , 𝑎𝑡 , 𝑟𝑡 , 𝑠𝑡+1) experience tuple is added to an experience
buffer.

Periodically (every time-step in the BDPI paper, but the frequency
can change), 𝑁 > 0 batches of𝑀 > 0 experiences are sampled uni-
formly at random in the experience buffer. Each batch is then used
to train one of the critics, selected at random, by producing target
Q-Values with Equation 1. These target Q-Values are used to opti-
mize a critic network on the Mean Squared Error. Sequentially after
each critic is trained, the same batches of experiences, along with



their updated Q-Values, are used to train the actor with Equation
2. Updated action probabilities, produced by Equation 2, are also
used to optimize a neural network on the Mean Squared Error:

𝑄
𝑖,𝐴

𝑘+1 (𝑠𝑡 , 𝑎𝑡 ) = 𝑄
𝑖,𝐴

𝑘
(𝑠𝑡 , 𝑎𝑡 ) + 𝛼

(
𝑟𝑡 + 𝛾𝑉𝑘 (𝑠𝑡+1) −𝑄𝑖,𝐴𝑘 (𝑠𝑡 , 𝑎𝑡 )

)
(1)

𝑉𝑘 (𝑠𝑡+1) ≡ min
𝑙=𝐴,𝐵

𝑄
𝑖,𝑙

𝑘

(
𝑠𝑡+1, argmax𝑎′ 𝑄

𝑖,𝐴

𝑘
(𝑠𝑡+1, 𝑎′)

)
𝜋𝑘+1 (𝑠) = (1 − _)𝜋𝑘 (𝑠) + _Γ(𝑄𝑖,𝐴𝑘+1 (𝑠, ·)) (2)

with𝑄𝑖,𝐴 and𝑄𝑖,𝐵 the two Q-networks of critic number 𝑖 , following
the Clipped DQN formalism [4], 𝛼 > 0 the critic learning rate, _
the actor learning rate, and Γ the greedy function, that returns a
vector of one element per discrete action available to the agent, 0
for every action but the one having the largest Q-Value, that has its
element set to 1.

BDPI relies on discrete action-spaces in its two main equations:
Equation 1 represents an off-policy Q-Learning-like update rule,
that needs to compute a maximum over actions; and Equation 2
uses the greedy function, that computes an arg-maximum over
actions. We now review algorithms and approaches that will allow
us, in Section 3, to implement a continuous-action version of BDPI.

2.2 Off-policy Critics with Continuous Actions
Almost every Reinforcement Learning algorithm compatible with
continuous actions either uses no critic, such as vanilla Policy Gra-
dient [23], or combines an actor with a critic that evaluates the
actor, such as A3C [16], PPO [19], ACKTR [27], TD3 [4] or the Soft
Actor-Critic [7]. Some algorithms, such as ACER [25] and the Soft
Actor-Critic, allow the behavior of the agent to be distinct from its
actor, but the critic must still evaluate the actor (not the behavior
policy). They use importance sampling, off-policy corrections [18],
or soft update rules in which the actor intervenes, to ensure that
the critic learns Q-Values that evaluate the actor.

Training a critic with continuous actions, in an off-policy way
(thus without requiring an actor or tying the update rule to a be-
havior policy), seems highly challenging. One of the only algo-
rithms, to our knowledge, that manages to get close to this ob-
jective is BCQ, for Batch-Constrained Deep Q-Learning [5]. BCQ
builds on Q-Learning, but replaces the maximum over actions
max𝑎′∈𝐴𝑄 (𝑠𝑡+1, 𝑎′) with a maximum over sampled actions, max
𝑎′∼𝑃 (𝑎 |𝑠𝑡 )𝑄 (𝑠𝑡+1, 𝑎′). Fujimoto et al. [5] show that uniformly sam-
pling the continuous action space would lead to unstable learning,
as the Q-Function would be sampled in regions in which it has never
been trained, and in which it is highly inaccurate. To overcome this
limitation, they introduce a Conditional Variational Auto-Encoder
[1, VAE], a neural network that is able to learn distributions of data.
BCQ trains a VAE on the distribution of actions visited by the agent,
conditioned on states. The VAE is then used to implement 𝑃 (𝑎 |𝑠𝑡 )
such that only actions present in the experience buffer, for states
around 𝑠𝑡 , are being sampled when computing Q-Values.

We point out that the main contribution of BCQ is a method
that allows to query a critic only in areas where it should have
high accuracy. Other approaches that fulfil this objective exist. For
instance, uncertainty estimation such as proposed in [24] could
allow to restrict 𝑃 (𝑎 |𝑠𝑡 ) to actions for which the critic has high
certainty. The Behavior-Regularized Actor-Critic framework [28]

introduces a penalty term, that decreases the Q-Values of actions
that are not often executed by the agent, and biases learning to-
wards policies close to the behavior policy of the agent. BEAR [11]
uses the Maximum Mean Discrepency (MMD) to only query the
critic on actions for which it has support, so for which it has been
“sufficiently” trained. The main difference between BEAR and BCQ
is that BCQ samples actions proportionally to how often they are
executed by the agent, while BEAR considers a harder threshold
between executed-enough and not-executed-enough actions.

In this paper, we use the BCQ approach, with a Variational Au-
toencoder, as it is both simple and makes few assumptions about
the rest of the agent. Other approaches, such as BRAC or BEAR,
assume that the critic is able to query an actor for actions, which is
not the case in BDPI (the actor imitates the greedy policies of the
critics, but the critics must not know that the actor even exists).

2.3 Maximizing Q-Values
In continuous BDPI, we need to compute which action in a par-
ticular state has the largest Q-Value:𝑚𝑎𝑥𝑎′𝑄 (𝑠, 𝑎′). With discrete
actions, this simply requires enumerating every possible action.
With continuous actions, and without making any assumption
about the Q-Function, this requires a form of non-convex function
optimization.

Several function optimization approaches exist. In the Reinforce-
ment Learning literature, BCQ samples actions from a Variational
Auto-Encoder (see Section 2.2). [15] propose the use of the Cross-
Entropy Method, an iterative method that repeatedly samples ac-
tions, keeps the top K ones, and samples a new batch of actions
from a normal distribution defined by the mean and variance of the
top K actions. Other function optimization algorithms exist, such as
Genetic Algorithms [20], Ant Colony optimization [21], or gradient
descent, reviewed and explained in a recent book by Kochenderfer
and Wheeler [10].

In Continuous BDPI, we use the VAE approach of BCQwhen com-
puting the value of a next state,𝑉 (𝑠𝑡+1) = max𝑎′∼𝐷 (𝑠𝑡+1) 𝑄 (𝑠𝑡+1, 𝑎′).
When computing the greedy function, used to train the actor, we use
a naive approach: we sample a large amount of actions uniformly
at random in the space of actions allowed by the environment, and
select the one with the largest Q-Value. We evaluated other opti-
mization approaches, that did not work for our agent. We believe
that anything more advanced than sampling random actions and
keeping the best one somehow biases the output of the greedy
function, which, in practice, reduced the exploration of the actor in
our experiments.

2.4 Generative Models
Most function approximators, such as neural network, by default
produce deterministic functions: given an input, they will always
produce the same output. However, discrete-action BDPI relies on
a stochastic policy, that maps a state to a probability distribution
over actions [22]. State-of-the-art continuous-action Reinforcement
Learning algorithms usually implement their stochastic policy as a
parameterized Gaussian distribution [19]: the actor network pro-
duces a mean and a standard deviation, used to sample actions from
the Gaussian distribution these values define. However, another
approach is possible: generative models.



Generative models are able to produce samples generated from
an arbitrary distribution (not just a Gaussian, or some other designer-
specified distribution). Both families of generative models, Gener-
ative Adversarial Networks [6] and Variational Autoencoders [1],
learn how to map uniform noise to outputs that follow some train-
ing distribution.

On-line model-free Reinforcement Learning, as considered in
this paper, brings an important challenge for generative models: the
agent must progressively learn, which means that it has to explore,
and that the set of states and actions visited by the agent changes
over time. Conventional GANs and Variational Autoencoders are
able to learn good approximations of arbitrary distributions, when
presented with a full dataset at once. An un-trained Variational
Autoencoder has a tendency of mapping every possible input to
the same output, close to the vector of all zeroes. This means that
using a VAE as a policy, in a Reinforcement Learning setting, would
lead to an agent that does not explore.

In the next section, we introduce Continuous BDPI.We use a VAE
as part of the critic learning procedure, taking inspiration from BCQ
(see Section 2.2). For the actor, we use neither a VAE nor a GAN, as
they are unable to explore in the early stages of learning. Instead,
we introduce a pure discriminator network, that we initialize and
train to ensure that the resulting policy maximally explores at the
early stages of learning, and becomes more deterministic as time
passes.

3 CONTINUOUS BDPI
Implementing a continuous-actions version of BDPI is not as sim-
ple as replacing discrete actions with vectors of floating-point val-
ues. Learning Q-Values with an off-policy update rule, akin to Q-
Learning, requires solution to the problem of having an infinite
amount of possible action in every state. In Section 2.2, we re-
view several algorithms that tackle this challenge. However, simply
combining these algorithms with components from discrete-action
BDPI would not lead to a working algorithm. Before presenting
our main contribution, Continuous BDPI, we first review the main
high-level properties of discrete-action BDPI, point out where cur-
rent algorithms fail to meet these properties, and illustrate what
our solutions are:

Critics unaware of the actor
In discrete-action BDPI, the critics are trained with a Q-
Learning-family algorithm, that learns from experiences
from an experience buffer, without relying on the presence of
an explicit actor or model of the behavior policy. In Contin-
uous BDPI, we modify Batch-Constrained Deep Q-Learning
[5] to use no actor in its update rules.

Stable Q-Values for non-executed actions
Most Reinforcement Learning algorithms designed after
DQN [17] represent discrete-action Q-Values with a single
neural network, that takes a state 𝑠 as input and produces
one output per action 𝑎, for 𝑄 (𝑠, 𝑎). Almost every imple-
mentation of these algorithms1 computes the loss of the
neural network by only considering executed actions. When
updating its weights, the neural network will only try to fit

1Such as https://github.com/sweetice/Deep-reinforcement-learning-with-pytorch/
blob/master/Char01%20DQN/DQN.py#L92 for a clear example.

the updated Q-Values of these actions, while allowing the
Q-Values of the other actions to drift unsupervised. BDPI
is different: the executed actions will be fitted towards an
updated Q-Value, and the other ones will be fitted to their
original values, to ensure stability. Obtaining this behavior in
Continuous BDPI requires much attention to how the critics
are trained.

An actor that starts stochastic
Discrete-action BDPI assumes that, when the agent has just
started learning, the still-untrained actor outputs a uniform
probability distribution over actions, that becomes more
deterministic only as learning progresses. For Continuous
BDPI, the main challenge is that generative models do not
exhibit this property of high stochasticity when untrained.
An untrained VAE, for instance, will map any noise vector to
an output close to all-zeroes. We introduce a discriminator-
based actor that ensures that the actions taken by the agent
have high stochasticity in states that are not often visited.

3.1 General design of the critics
Continuous BDPI trains several critics and one actor, based on
experiences collected by a behavior policy (the actor), and stored in
an experience buffer. Taking inspiration from BCQ [5], each critic
of Continuous BDPI uses three neural networks: 𝑄𝐴 and 𝑄𝐵 , that
learn Q-Values for state-action pairs in a way comparable to Clipped
DQN [4], and𝐺 , a Conditional Variational Autoencoder that learns
the distribution of actions executed by the agent, conditioned on a
state. Each critic has its own 𝑄𝐴 and 𝑄𝐵 networks, that share no
weights. However, a single VAE 𝐺 is shared across all the critics of
the agent, and is only trained by the first critic. This dramatically
increases the compute-efficiency of the algorithm, at no cost in
learning performance, as 𝐺 learns a quite simple supervised task.

3.1.1 Conditional VAE. TheConditional VAE network𝐺 consists of
an encoder 𝐸 (𝑠, 𝑎) and a decoder 𝐷 (𝑠, 𝑧). The encoder concatenates
the state and action, then passes them through feed-forward hidden
layers with the ReLU activation function. Finally, the last layer
produces an embedded representation of the state-action tuple, a
vector of 8 values for the mean `, and a vector of 8 values for the
variance 𝜎2 of a Gaussian distribution. These two outputs of the
encoder have a linear activation function. When training, the mean
and standard deviations predicted by the encoder are used to sample
a noise element 𝑧 ∼ N(`, 𝜎2). The decoder concatenates a state 𝑠
and noise element 𝑧, then passes the result through feed-forward
hidden layers with the ReLU activation function. Finally, the last
layer produces an action 𝑎, with a linear activation function.

𝐿𝑉𝐴𝐸 = 𝐿𝑉𝐴𝐸𝑟 + 1
2
𝐿𝑉𝐴𝐸
𝐾𝐿

(3)

𝐿𝑉𝐴𝐸𝑟 =
1
𝑁

𝑁∑
𝑖=0
(𝐷 (𝑠𝑖 , 𝑧 ∼ 𝐸 (𝑠𝑖 , 𝑎𝑖 )) − 𝑎𝑖 )2 (Recon)

𝐿𝑉𝐴𝐸
𝐾𝐿

= −0.5
1
𝑁
(1 + log(𝜎2

𝑖 ) − `
2
𝑖 − 𝜎

2
𝑖 ) `𝑖 , 𝜎

2
𝑖 = 𝐸 (𝑠𝑖 , 𝑎𝑖 ) (KL)

When training, the VAE loss [1] shown in Equation 3 is optimized
on batches of states and actions. The loss encourages the VAE to
output predicted actions as close as possible to input actions (the

https://github.com/sweetice/Deep-reinforcement-learning-with-pytorch/blob/master/Char01%20DQN/DQN.py#L92
https://github.com/sweetice/Deep-reinforcement-learning-with-pytorch/blob/master/Char01%20DQN/DQN.py#L92


reconstruction loss), and an additional term encourages the encoder
to produce noise means and variances close to a normal distribution
N(0, 1). In prediction mode, a state and a randomly-sampled noise
vector 𝑧 ∼ N(0, 1) is given to the decoder, that predicts an action.
Predicting several actions, with the same state but different 𝑧 noise
vectors, allows to obtain actions drawn from a distribution that
closely resembles the distribution of actions executed by the agent
in the state.

3.1.2 𝑄𝐴 and𝑄𝐵 networks. The main goal of the Conditional VAE
is to have a way to produce sets of actions, given a state, that are
close to actions that have historically been executed by the agent
around that state. BCQ relies on these action samples to implement
a Q-Learning-inspired update rule, that we use in Continuous BDPI:

𝑄 (𝑠𝑡 , 𝑎𝑡 ) = 𝑄𝐴 (𝑠𝑡 , 𝑎𝑡 ) + 𝛼 (𝑟𝑡 + 𝛾𝑉 (𝑠𝑡+1) −𝑄𝐴 (𝑠𝑡 , 𝑎𝑡 )) (4)

𝑉 (𝑠𝑡+1) ≡ max
𝑎′∼𝐷 (𝑠𝑡+1,𝑧∼N(0,1))

min
𝑙=𝐴,𝐵

𝑄𝑙 (𝑠𝑡+1, 𝑎′)

with (𝑠𝑡 , 𝑎𝑡 , 𝑟𝑡 , 𝑠𝑡+1) an experience tuple uniformly drawn from the
experience buffer.𝑄𝐴 and𝑄𝐵 are neural networks that take as input
a state and an action, and produce a single output, the Q-Value of the
action in the state. The exact architecture of these neural networks
is detailed in the next section. Every critic of Continuous BDPI
samples a batch 𝐵 of 𝑁 experiences from the buffer, then computes
Equation 4 for each of these samples. Then, the𝑄𝐴 neural network
is trained to minimize

∑
𝑠,𝑎∈𝐵 (𝑄𝐴 (𝑠, 𝑎) −𝑄 (𝑠, 𝑎))2.

As in discrete-action BDPI, every time-step, several batches of
experiences are sampled from the experience buffer, and used to
train several critics. Each critic will itself perform several training
iterations, that each consist of computing Equation 4 and fitting𝑄𝐴 ,
then swapping the roles of 𝑄𝐴 and 𝑄𝐵 . When training 𝑄𝐴 on the
mean-squared-error loss described above, several gradient steps
are performed.

3.2 Special aspects of the critics
The previous section introduces the parts of the Continuous BDPI
critics that closely resemble the BCQ algorithm. We now detail
which components of our critic are significantly different from
BCQ.

3.2.1 Stabilizing non-executed actions. As mentioned in the begin-
ning of Section 3, discrete-action BDPI has several key properties
that we aim at replicating in Continuous BDPI. One of them is
that the Q-Values of actions that are not the one executed in a
given state need to be explicitly kept stable. We achieve that by
tuning how the 𝑄𝐴 network of each critic is trained: the set 𝑆 of
states sampled from the experience buffer is duplicated, to form
𝑆 ′ = {𝑆, 𝑆}. The set 𝐴′ of actions consists of the actions 𝐴 sam-
pled from the experience buffer, and for which updated Q-Values
have been computed, concatenated with the same number of ac-
tions �̃�, uniformly sampled in the range of actions allowed by the
environment, to form 𝐴′ = {𝐴, �̃�}. We stress that �̃� is uniformly
sampled, not sampled using the VAE. In expectation, this allows
the actions often executed by the agent to have updated Q-Values,
while actions not often executed by the agent have their Q-Values
fixed. Finally, the set 𝑄 ′ of target Q-Values is formed by concate-
nating 𝑄 , the set of updated Q-Values for the executed actions, and

𝑄𝐴 (𝑆, �̃�), a snapshot of what𝑄𝐴 predicts before being updated, for
the randomly-sampled actions. When fitting 𝑄𝐴 on (𝑆 ′, 𝐴′) → 𝑄 ′,
this forces 𝑄𝐴 to maintain its predictions stable for non-executed
actions.

3.2.2 Dueling architecture. Training a critic off-policy, especially
with continuous actions, is extremely challenging regarding the
stability of the Q-Values. The use of 𝑄𝐴 and 𝑄𝐵 in a Clipped DQN
fashion helps, but, with continuous actions, is not enough to prevent
the Q-Values to degenerate to large positive values (in some runs)
or very negative values (in other runs, at random). To address this
problem, we draw inspiration from Dueling DQN [26]: the Q-Value
of an action in a state is 𝑄 (𝑠, 𝑎) = 𝑉 (𝑠) +𝐴(𝑠, 𝑎), with 𝐴(𝑠, 𝑎) ≤ 0
the advantage value of an action in a state. The advantage is always
negative, and zero for the greedy action.

[26] use a special loss, in which the average advantage value of
the (discrete) actions in a state 𝑠 intervenes, to force the Q-network
to learn a meaningful𝑉 function in addition to advantage values. In
Continuous BDPI, we instead rely on the negative nature of 𝐴(𝑠, 𝑎).
We implement the𝑄𝐴 and𝑄𝐵 networks of the critic so that two sets
of layers, that share no weights, separately produce 𝑉 (𝑠), a scalar,
with a linear activation function, and 𝐴(𝑠, 𝑎), a scalar too, with the
sigmoid activation function. Then, the final output of the network
is computed as 𝑄 (𝑠, 𝑎) = 𝑉 (𝑠) − 𝜌𝐴(𝑠, 𝑎). The sigmoid activation
function forces 𝐴 to be positive, so −𝐴 to be negative. This forces
the network to learn a meaningful 𝑉 (𝑠) function, that does not
depend on the action, and advantage values. 𝜌 is a hyper-parameter,
that represents the maximum difference between the Q-Values of
any two actions in a given state, the range of the advantage values.
We set 𝜌 to 4 in our experiments.

3.3 The actor
After being trained, each critic produces greedy actions: they map
every state 𝑠 in their batch of experiences to an action 𝑎∗ = max𝑎′
min𝑙=𝐴,𝐵 𝑄𝑙 (𝑠, 𝑎′) that has the largest Q-Value, among a sample of
actions uniformly sampled in the range of actions allowed by the

Algorithm 1 Continuous Bootstrapped Dual Policy Iteration

for every critic 𝑖 ∈ [1, 𝑁𝑐 ] in random order do
𝐸 ← N experiences sampled from the buffer
if 𝑖 = 0 then

Trained the shared critic VAE on (𝑠, 𝑎) tuples from 𝐸

end if
for 𝑁𝑡 training iterations do

Swap 𝑄𝐴,𝑖 and 𝑄𝐵,𝑖
Compute 𝑄 (updated Q-Values) with Equation 4
𝑆 and 𝐴 are the sets of states and actions from 𝐸

𝑆 ′ ← {𝑆, 𝑆}, 𝐴′ ← {𝐴, �̃�}, with �̃� uniformly sampled
𝑄 ′ ← {𝑄,𝑄𝐴,𝑖 (𝑆,𝐴′)}
Minimize ⟨(𝑄𝐴,𝑖 (𝑆 ′, 𝐴′)−𝑄 ′)2⟩ for several gradient steps

end for
𝐴∗ ← {argmax𝑎′ 𝑄𝐴,𝑖 (𝑠, 𝑎′)},∀𝑠 ∈ 𝐸, 𝑎′ uniformly sampled
𝑆 ′ ← {𝑆, 𝑆}, 𝐴′ ← {𝐴, �̃�}, 𝑃 ′ ← 𝜋 (𝑆 ′, 𝐴′)
Update 𝑃 ′ with Equation 5
Minimize ⟨(𝜋 (𝑠, 𝑎) − 𝑃 ′(𝑠, 𝑎))2⟩ ∀𝑠 ∈ 𝑆 ′, 𝑎 ∈ 𝐴′

end for



environment. The actor is then trained to imitate these actions. We
do not use the VAE for this sampling operation, to ensure that the
set of greedy actions sent to the actor is not biased towards what
the agent usually executes (what the VAE learns to predict). This
dramatically improves exploration, stability and final performance.

3.3.1 The problem with VAEs. In discrete-action BDPI, the actor
outputs a discrete probability distribution over actions. When un-
trained, and also in states that are not visited often, the actor pre-
dicts a probability distribution that is close to uniform. Then, as
learning progresses, Equation 2 progressively increases the proba-
bilities of actions that are often identified as greedy by the critics,
and decreases (because a discrete probability distribution sums to
1) the probabilities of actions that are not often greedy. This results
in an actor that progressively becomes more deterministic as the
agent learns.

A simple method of replicating the BDPI architecture in Contin-
uous BDPI would be to use a VAE for the actor. The VAE would
then be trained to imitate the distribution of greedy actions as gen-
erated by the critics. However, while this would work given a large
and diverse experience buffer, using a VAE as actor degenerates in
practice: when not yet trained, a VAE produces outputs drawn from
a very narrow distribution centered around all-zero vectors. This
prevents the agent from exploring actions of large magnitudes. This
degenerate output when untrained is not a problem when using
VAEs in a supervised learning setting, as a big dataset is available
from the get go. But for a Reinforcement Learning actor, exploration
is key and how the actor progressively learns matters just as much
as how well it performs at the end.

3.3.2 Discriminator-based Actor. Instead of a VAE, we therefore
introduce a discriminator-based actor. The actor 𝜋 (𝑠, 𝑎) is a neural
network that takes a state and action as input, concatenate them,
and pass them through feed-forward hidden layers with the ReLU
activation function. Then, a last layer produces one single output,
with the sigmoid activation function, 𝑃 (𝑎 |𝑠, 𝜋), the probability that
the actor accepts an action 𝑎 in a state 𝑠 .

Actions are selected by the actor by uniformly sampling a large
number of candidate actions 𝐴 (4096 in our experiments), then
querying the actor for their probabilities 𝑃 = 𝜋 (𝑠, 𝐴). Then, actions
and their probabilities are sequentially enumerated, and each action
𝑎 ∈ 𝐴 is accepted with a probability 𝑃𝑎 . As soon as an action is
accepted, the actor returns it and the action is executed in the
environment. This Monte-Carlo sampling method allows to draw
actions 𝑎 ∼ 𝑃 (𝑎 |𝑠, 𝜋) from an arbitrary policy learned by the actor.

When the actor network is still untrained, and in states that are
not often visited, the output of the network tends to be the same
for every action. No action therefore has preference, and the sam-
pling method described above leads to actions selected uniformly
at random in the set of actions allowed by the environment. When
the actor learns, it progressively gives preference to some actions,
which implement the BDPI property of an actor that gets more
deterministic over time.

3.3.3 Training the Actor. The actor is trained as follows: as with the
critics, the set 𝑆 of states sampled from the experience buffer is du-
plicated, to form 𝑆 ′ = {𝑆, 𝑆}; then, random actions �̃� are uniformly
sampled in the range of actions accepted by the environment, and

combined with the greedy actions 𝐴∗ produced by the critic, to
form 𝐴′ = {𝐴∗, �̃�}. The actor then predicts its current probabilities
for these states and actions, to produce 𝑃 ′ = {𝑃+, 𝑃−} = 𝜋 (𝑆 ′, 𝐴′).
Note that the first |𝑆 | outputs of the actor correspond to actions
that are identified as greedy by the critic, while the remaining |𝑆 |
outputs correspond to uniformly-sampled counter-example actions.
Following the discrete BDPI Equation 2, 𝑃 ′ is adjusted as follows:

𝑃 ′𝑖 ←
{
𝑃 ′
𝑖
+ _ if 𝑖 < |𝑆 | (𝑃 ′

𝑖
∈ 𝑃+)

𝑃 ′
𝑖
− _ if 𝑖 ≥ |𝑆 | (𝑃 ′

𝑖
∈ 𝑃−)

(5)

with _ the actor learning rate. This update equation leads to the
probability given to actions that are often greedy to increase, while
the other actions see their probabilities decrease. This implements
the BDPI actor, that starts fully uniform over the whole action space,
and becomes more deterministic as it is trained on greedy actions
produced by the critics.

Pseudocode that summarizes how to train the actor and critics of
Continuous BDPI is given in Algorithm 1.We now provide empirical
evidence that Continuous BDPI allows to learn high-quality policies,
and achieves a sample-efficiency that is several times higher than
state-of-the-art model-free Reinforcement Learning algorithms.

4 EXPERIMENTS
We evaluate Continuous BDPI in BipedalWalker [3], an environ-
ment that we choose because it is one of themost complex continuous-
action environments in the Gym, that does not require a Mujoco
license. It is also an environment for which it is easy to find high-
quality baselines online, the one we report (SAC) being the best we
found.

4.1 Environment
BipedalWalker-v3, available in the OpenAI Gym [3], is a 2D physics-
based environment in which a small agent with two articulated legs
has to learn to walk without falling. The agent observes vectors of
24 readings, consisting on various joint angle and velocities, along
with 10 LIDAR readings that allow the agent to sense the terrain
around it. The action is a vector of 4 floating-point values, all in the
[−1, 1] interval, that control the torque applied to the hip joints of
the two legs, and their knee joints. The reward is -100 if the agent
falls on the floor (its body hits the floor), and positive as the agent
advances towards the right. Reaching the “end” of the environment
leads to a total return of +300. Some negative rewards are also given
proportionately to the energy consumed by the agent, so smoother
movement leads to higher rewards. The episode ends when the
agent falls on the floor, reaches the end of the environment, or after
1600 time-steps.

4.2 Algorithms
We compare Continuous BDPI to the currently state-of-the-art Soft
Actor-Critic [7], for which we use a high-quality implementation.2
This implementation performs the best on BipedalWalker, compared
to about a dozen other implementations of the Soft Actor-Critic
and other algorithms.
2https://github.com/Rafael1s/Deep-Reinforcement-Learning-Algorithms/blob/
master/Ant-PyBulletEnv-Soft-Actor-Critic/

https://github.com/Rafael1s/Deep-Reinforcement-Learning-Algorithms/blob/master/Ant-PyBulletEnv-Soft-Actor-Critic/
https://github.com/Rafael1s/Deep-Reinforcement-Learning-Algorithms/blob/master/Ant-PyBulletEnv-Soft-Actor-Critic/


The Soft Actor-Critic uses hyper-parameters as found in the
literature, with some of them tuned for BipedalWalker. Its neural
networks have 2 hidden layers of 256 neurons. The batch size is set
to 256. The replay buffer size contains 100K samples. We use the
Adam optimizer [9], with a learning rate of 0.0001. Larger learning
rates led to unstable learning.

Continuous BDPI has been configured taking inspiration from
the discrete-action BDPI paper, along with some tuning tomaximize
compute-efficiency, not sample-efficiency. We therefore compare a
sample-efficiency-optimized SAC with a Continuous BDPI agent
that, due to limited compute power available, does not reach its full
potential. Because Continuous BDPI trains many critics on large
batch sizes, for several gradient steps every environment time-
step, compute-efficiency becomes a critical concern in a simulated
environment. We therefore use 16 critics, all of them being trained
every time-step for a single training iteration (𝑁𝑡 = 1 in Algorithm
1) on a batch of 512 experiences sampled from an experience buffer
of at most 1M experiences. The actor and critics are neural networks
with one hidden layer of 256 neurons, instead of 2 hidden layers
for the Soft Actor-Critic. The VAE network has an encoder and
a decoder that each have one hidden layer of 256 neurons, and
a latent dimension of 8. When training the actor and critics, 10
gradient steps are performed per training iteration, with the Adam
optimizer as for the Soft Actor-Critic, and a learning rate of 0.0001.
The actor learning rate of Equation 5, and the critic learning rate
of Equation 4, are both set to 0.1. When sampling the actor for an
action, 4096 uniformly-sampled actions are drawn and submitted
to the discriminator for acceptance (or not). When computing the
greedy function, 200 actions are sampled uniformly and queried
for their Q-Values. When computing the maximum of Equation 4,
50 actions are sampled from the VAE’s generator and queried for
Q-Values. Finally, the maximum difference of Q-Values between
actions in a state, 𝜌 in Section 3.2.2, is set to 4.

In future work, we plan on finding better hyper-parameters for
Continuous BDPI. Our first experiments indicate that more critics,
larger networks, a larger batch size, and more gradient steps per
training epoch lead to improved sample-efficiency, at the cost of
compute-efficiency.

4.3 Results
Figure 1 compares Continuous BDPI to the Soft Actor-Critic. The
lines are averages of 8 runs for the Soft Actor-Critic, and 4 for Con-
tinuous BDPI, that has far less run-to-run variance. The main take-
away is that the approach we propose, with several off-policy critics
and a discriminator-based actor, leads to a significant improvement
in sample-efficiency compared to the Soft Actor-Critic, at no cost
to final policy quality (SAC stabilizes at returns around 300, Con-
tinuous BDPI, with its much smaller neural networks, stabilizes at
around 290). Continuous BDPI is almost twice as sample-efficient
as SAC overall, and several times more sample-efficient than SAC
in the early stages of learning. For real-world tasks, this means that
a Continuous BDPI agent quickly stops being very bad, which may
significantly decrease the risk and cost of training a Reinforcement
Learning agent with continuous actions.

The high sample-efficiency of Continuous BDPI also has much
theoretical significance, as the discrete-action BDPI paper [22] also
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Figure 1: Returns per episode for Continuous BDPI (CBDPI)
and the Soft Actor-Critic (SAC), on BipedalWalker. Contin-
uous BDPI is almost two times more sample-efficient than
the Soft Actor-Critic.

shows several-times gains in sample-efficiency compared to state-
of-the-art algorithms. To us, this demonstrates that the theoretical
foundations and properties of BDPI, as listed in Section 3, are the
main source of sample-efficiency, be it with discrete or continuous
actions.

For improved clarity, we omit from Figure 1 several ablations of
Continuous BDPI, that led to flat lines at about -110 (no learning
at all). Removing the dueling architecture, not ensuring that the
Q-Values of non-executed actions remain stable, or using a VAE
for the actor instead of our discriminator, all prevent learning. This
shows that all the components of Continuous BDPI are necessary
for learning, and rely on each other.

5 CONCLUSION
In this visionary paper, we presented a highly sample-efficient
model-free Reinforcement Learning algorithm for continuous ac-
tions. We observe that a highly sample-efficient algorithm for dis-
crete actions, BDPI, exhibits some key theoretical properties, such as
the use of several off-policy critics. We then propose a completely
original algorithm for continuous actions, Continuous BDPI, that
exhibits the same theoretical properties. Finally, we empirically
demonstrate that Continuous BDPI achieves a sample-efficiency
almost twice higher than the Soft Actor-Critic, even though Con-
tinuous BDPI uses much smaller neural networks, and has not
enjoyed hyper-parameter tuning. We stress the importance of this
result, as current research with continuous actions usually leads to
much smaller increases in sample-efficiency of about 10%. More-
over, this visionary paper proposes early results, with no tuning to
Continuous BDPI yet, and still largely outperforms SAC. Because
Continuous BDPI is built on so many original components, identify-
ing the importance of hyper-parameters will require investigation.

We also hope that the work we present in this paper will attract
interest on algorithms with off-policy critics, and an actor that does
not depend on the Policy Gradient loss, which Continuous BDPI
is an example of. We hope that future research will further push
sample-efficiency, to allow complex continuous control problems
to leverage Reinforcement Learning, and its ability to automatically
learn state representations and learn long-horizon policies.
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