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Effective Thinking. 
A concise survey of elements, 

 mechanisms and methods 
 
 

Francis Heylighen 
Center Leo Apostel 

Vrije Universiteit Brussel 
 

Abstract: This paper presents a general introduction to the elements and mechanisms 
underlying the processes of thinking in the brain, focusing on their limitations and how 
these can be overcome. An elementary thinking step, or inference, is conceived as the 
following of an associative connection from a concept, category or distinction to a re-
lated one. An idea is defined as a meaningful combination of concepts. Thinking, 
whether directed at solving a problem or free and unstructured, can be conceived as an 
exploration of the space of potential combinations in search of good ideas. The effec-
tiveness of this process is limited by the combinatorial explosion, the small capacity of 
working memory, the self-reinforcing character of associative pathways, and the exist-
ence of cognitive biases. These intrinsic obstacles can be circumvented through a wide 
variety of heuristics, methods and tools for lateral thinking, critical thinking, systems 
thinking, and externalized thinking. These include divide-and-conquer, analogy, incu-
bation, brainstorming, random input, checklists, notebooks, idea processing applica-
tions, embodied cognition, meditation and chunking. 

 
 

Introduction 

Thinking is probably the most versatile tool that we, humans, have at our disposal to tackle the 
challenges that confront us. It allows us to make sense of the challenge, analyze its components 
and the way they are related, and conceive of new ways to achieve what we desire. It seems 
that if we could just improve the quality of our thinking, a wide range of issues that now seem 
insurmountable could be dissolved. Better thinking not only would help us to find more effec-
tive, practical solutions, but to more deeply understand the world in which we live, thus per-
haps making us see that these problems bothering us were not actual problems, but mere arti-
facts of ill-formulated conceptions.  
 Yet, to improve the quality of our thinking, we first need to have a general sense of 
what thinking precisely is, in what ways it tends to fall short of the ideal, and what can be done 
to overcome these shortcomings. The following is a—by necessity brief—survey of some of 
the major components, processes and methods of thinking.  
 Doing justice to all these aspects would demand a book-length manuscript. Many books 
have already been written that examine, on the one hand, the cognitive mechanisms underlying 
thought processes (e.g. Hawkins & Blakeslee, 2005; Kahneman & Egan, 2011; Newell & 
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Simon, 1972; Thagard, 1996), on the other hand, various methods and tools that are supposed 
to help us to think more effectively (e.g. De Bono, 2010; Evans, 2017; Haber, 2020; Root-
Bernstein & Root-Bernstein, 2013). Yet, these books typically single out a specific aspect—
such as problem solving, creativity, critical thinking, mind mapping, or brain organization—
which seem to have little connection with each other. In this paper, I wish to provide a concise 
review that tries to integrate as many as possible of these insights, so that the reader sees how 
they fit together and gets a sense of which aspects are worth investigating further. The paper 
may not provide the level of detail necessary to make the story fully convincing to a critical 
scientist or philosopher. Yet, I hope that the references I cite may fill in enough of the missing 
information for the reader wishing to dig more deeply into the matter. 
 I will first sketch a broad framework that allows us to understand thinking processes. I 
will then point out both the major obstacles to productive thinking and some of the existing 
methods to overcome them. Further details about most of these methods may be found in the 
references and in the other chapters of the present book on the practice of thinking. 
 Let me start with a brief, intuitive characterization of thinking. Thinking is a mental 
process that produces new ideas, starting from existing knowledge as well as new observations. 
These ideas may provide novel insights, answer questions, solve problems or suggest actions. 
But the first thing we need to clarify is: what constitutes such a mental process? And what is 
the material it works with? In general, the best way to understand a complex phenomenon such 
as thinking is to go back to its origin and see how it evolved from something simple and rudi-
mentary into the sophisticated reasoning processes that characterize human intelligence. 
 
 

Evolutionary origins 

Humans are living systems that have evolved to survive, develop and reproduce. To survive, an 
organism must be able to cope with the challenges that confront it within its environment. For 
example, it should be able to find food when hungry, shelter when cold, or safety when chased 
by a predator. An organism that acts in order to achieve its goals may be called an agent 
(Heylighen, 2012). An agent will tackle a challenge by selecting and performing the actions 
appropriate for the situation, i.e. actions that evade the danger, solve the problem or exploit the 
opportunity.  
 This first of all requires a mechanism to make sense of the perceived situation (De 
Jaegher & Di Paolo, 2007; Heylighen, 2020). What we will call sense-making means under-
standing or adequately interpreting the situation: what precisely is going on? In what way does 
this constitute a challenge relative to the agent’s goals or desires? That requires deriving the 
right implications from the perceived state-of-affairs. The agent must then formulate a course 
of action to deal with the challenge. This requires knowledge about what is appropriate to do in 
the given condition.  
 The simplest form of such knowledge is called a condition-action rule (Heylighen, 
2020). It says basically: 
 
 in condition X, you should perform action Y.  
 
This can be expressed more succinctly as:  
 
 if X, then Y,  
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or even more briefly as:  
 
 X ®  Y 
 
For example, if your hand touches a hot plate (condition), then you should pull it away imme-
diately (action) in order not to get burned (goal). Such reflex reaction does not require any 
intervening thought process. Reflecting about the way heat may damage your tissues before 
you decide that the best course of action would be to pull away your hand would obviously be 
counterproductive. 
 In simple animals, condition-action rules are implemented by nerves that carry an 
electrical impulse from a sensory organ that registers the condition (e.g. a heat sensor in the 
skin) directly to an “effector” organ, such as a muscle, that performs the action. For example, a 
primitive animal such as a sea anemone has a network of nerves, so that when the anemone is 
touched (sensed condition) its muscles immediately contract (action).  
 In more complex animals, the nerves come together in a central crossroads that we 
know as the brain. This allows a processing of the information that comes in via the different 
sensory organs. The sensed conditions (perceptions) will now call up inferred conditions 
(conceptions), which provide a more abstract interpretation of the situation. This conception 
can in turn produce subsequent conceptions, which trigger further conceptions. Eventually this 
may lead to an action. But this need no be, since the conclusion may be that no action is neces-
sary at this stage. 
 Knowledge can here be represented in the form of condition-condition rules:  
 
 if condition X, then infer condition Y, or: X ®  Y.  
 
Here, X and Y can be perceptions or actions that link to the outside world, but they can also be 
internal conceptions. These can be complex, i.e. consisting of combinations of simpler condi-
tions. For example, X may correspond to “a and b, or c”. In cognitive science, such more 
general rules are called production rules, because X “produces” Y in the mind of the agent 
(Anderson, 2014). That means that perceiving or thinking about X tends to make you think 
about Y: you infer Y from X. 
 For example, consider the following more complex situation. You see a curvy, elongat-
ed shape in the grass close to you. Your first thought is that it may be a snake. But if it is a 
snake, then it may well be poisonous. And if it is poisonous, you may be in mortal danger. 
Therefore, you decide that the best course of action is to move away as quickly as possible. 
This reasoning can now be represented as a “train of thought”, or more precisely a sequence of 
productions: 
 

curvy, elongated shape in grass ®  snake ®  maybe poisonous ®  danger ®  run away 
 
Here is an example where the conclusion is not an action, but an insight that allows you to 
makes sense of the situation: 
 

curvy, elongated shape in grass ®  garden hose ®  used to water plants ®  probably left 
by gardener 

 
More generally, production rules can be chained to produce trains of thought, such as:  
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V ® W, W ®  X, X ®  Y, Y ®  Z 
 

Summarized, this gives: V ®  Z, or: given V, conclude Z 
This is the simplest form of what in cognitive science is called inference: mentally de-

riving Z from V. This includes traditional logical reasoning. A classic example is the deduction 
that given that Socrates is human, and that humans are mortal, then Socrates must be mortal: 
 
 Socrates ®  human, human ®  mortal, therefore: Socrates ®  mortal 
 
But inferences do not need to have this deductive, linear form. One thing may make you think 
of one or more other things, which may in turn remind you of further things, and so on, without 
logical necessity. This more free-flowing form of thinking is known as free association, rather 
than deduction. 
 
 

Elements of thinking 

To understand these thought processes more deeply, we need to analyze both the conditions 
that are being chained together, and the connections (®) that lead from the one to the other.  
 
Distinctions 

From an evolutionary perspective, it is clear that conditions need to be accurately distin-
guished. The reason is that different actions are needed in different circumstances: a snake in 
the grass requires a different reaction than a garden hose, and an apple requires a different 
action to consume it than a coconut. On the other hand, equivalent conditions require the same 
action: biting in a reddish apple is exactly the same as biting in a yellowish apple, and picking 
up a rubber garden hose requires an identical movement as picking up a plastic one. That 
means that your brain must group together phenomena that are in practice equivalent, while 
separating them from those that require different actions or conclusions. This taking together of 
similar things, while separating them from dissimilar things, is called making a distinction 
(Heylighen, 1988, 1992; Spencer-Brown, 1969). Doing this wrongly may cost you your life—
like when you pick up a snake, while running away from a garden hose.  
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Figure 1: the category of all rectangles (blue) is unambiguously separated from the category of all 
non-rectangles (white) by a sharp boundary or hard distinction.  
 

 Making a distinction is the most basic form of categorization. It subdivides the universe 
of phenomena into two, non-overlapping segments: what belongs to the category (say A), and 
what does not belong to that category (not A). The most concrete distinctions represent particu-
lar phenomena or instances (Heylighen, 2001a). For example, we distinguish a football lying 
on a lawn from the surrounding grass, and everything else in the world that is not that football. 
In perception, this is called the distinction between figure (football) and ground (grassy back-
ground). Other examples of instance distinctions are individual entities, such as Felix the cat, 
Albert Einstein, or the city of Brussels. 
 Particular distinctions are complemented by general ones. These correspond to classes 
of such individual entities, such as the category of all cats, physicists, or cities. Properties or 
attributes, such as being blue, being a vehicle, or being tall, can also be viewed as general 
distinctions, i.e. categories of concrete things that have the given property.  
 Distinctions can be hard and sharp, or soft and fuzzy. Hard distinctions have a clear 
border separating what is in the class from what is not. For example, the class of all rectangles 
is unambiguously defined as containing all four-sided polygons whose corners form straight 
angles. That means that a triangle or a parallelogram definitely do not belong to that class (see 
Fig. 1).  
 Soft distinctions do not have a marked boundary. That means that instances can belong 
to the class to a certain degree. For example, a person of 200 cm height is definitely tall, and 
one of 150 cm definitely is not. But what about people of 178, 182, or 186 cm? These are kind 
of “in between” tall and not tall. Such fuzziness also exists for properties that are not quantifia-
ble, such as belonging to the category of vehicles. A car and a truck are without doubt in that 
category, while a house and a cat clearly are not. But what about a tractor, a skateboard, a boat, 
or even a camel? These do resemble typical vehicles like cars in some respect but not in others 
(see Fig. 2). 
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Figure 2: the category of vehicles (blue) does not have a sharp border or hard distinction with the 
category of non-vehicles (white): some items, such as skateboards or tractors, are in between the 
two categories. The items in the middle of the category, where the color is most intense, are most 
typical of the concept of vehicle. 

 
Distinctions or categories are not objectively given. They do not exist in nature independently 
of us, observers. They are the result of a cognitive operation by the brain, which considers 
certain things as essentially equivalent and others as essentially different, even though each 
phenomenon is unique and therefore different in some way from every other phenomenon. For 
example, while we clearly distinguish the categories of rectangles and cats, we have no sepa-
rate categories for large and small rectangles, or for cats that have different patterns of black 
and white spots on their fur.  
 In principle, we could group pets not in dogs, cats and rabbits, but in white, black, and 
brown pets. The reason we do not distinguish them according to color is that black and white 
cats have essentially the same properties apart from their color, while being very different in 
other respects from dogs and rabbits. The underlying principle here is the difference that makes 
a difference (for the agent) (Bateson, 2000). We treat dogs, cats and rabbits in very different 
ways, because we know they will react differently to our actions. For example, you can walk a 
dog while keeping it on a leash, while you would rather let a cat walk independently. No such 
difference applies to black and white pets. 
 In principle, items can be classified in many different ways according to different 
dimensions or aspects. The distinctions we make are normally dependent on our expectation of 
how different categories of items will behave towards us, and in particular in what way they 
may either help or hinder us in achieving our desires. These distinctions are to some degree 
dependent on our individual experiences, but also on what is considered important by the social 
system in which we live. For example, most people distinguish merely between snow and ice. 
Yet, Eskimos and skiers will distinguish many different types of snow and ice, because they 
experience these phenomena very frequently and need to know exactly which actions to per-
form in order to move efficiently over which type of snow or ice. Thus, we need to remember 
that making the right distinctions is crucial for coping with challenges, and therefore for think-
ing. 
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 Many problems seem unsolvable because people use inadequate distinctions to formu-
late the issue. That means that the distinguished features do not clearly map onto correspond-
ingly distinct conceptions or actions. Scientific advances often happen when a new distinction 
is formulated. For example, up to the 19th century infectious diseases, such as cholera and 
typhus, were attributed to “miasma”, which is a kind of foul, smelly air as you could for exam-
ple find in swamps or sewers. This was not a silly assumption, given that people living near 
sewers or swamps were more prone to catch such diseases than people living in the clean air of 
the mountains. But the germ theory of Pasteur proposed that it was not the miasmatic air that 
caused the disease, but invisible germs (which we now know as bacteria and viruses) that may 
be carried by that air, but also e.g. by bodies, food and water. Avoiding such invisible “germs” 
(e.g. by washing the hands) turned out to be much more effective in preventing diseases than 
avoiding invisible “miasma”. In practice, the conceptual distinction between germ-carrying and 
germ-free conditions made a much greater difference than the conceived distinction between 
miasma and clean air, with the result that the latter distinction has been basically forgotten.  
 Many of the distinctions we use in everyday life are based on such traditional, conven-
tional assumptions about how the world is structured. Sometime these assumptions are based 
(at least in part) on genuine observations, such as the distinction between miasma and clean air. 
But others are purely culture dependent. Examples are the distinctions between the different 
astrological signs, which are completely different in Western astrology (where they are based 
on the month in which you are born) and in Chinese astrology (where they are based on the 
year). Therefore, effective thinking must be ready to question the distinctions from which it 
starts. The truly creative insights that change our understanding of the world typically go 
together with the formulation of new categories and distinctions. 
 
Concepts 

The distinctions our brain makes are mostly intuitive or subconscious. They are not logically or 
empirically defined, like the distinction between rectangles and triangles or between cats and 
dogs. For example, we distinguish between people that we feel comfortable with, and people 
we feel uneasy about. The difference between these people is impossible to put clearly into 
words, as it depends on a whole range of factors, from the way they look, their dressing style, 
their way of talking, their expressions, the way they move, and which other people they associ-
ate with. Yet, this is an important “difference that makes a difference”, because at a party we 
are likely to strike up a conversation with the first category of people, while ignoring or avoid-
ing the second category. There are many such intuitive distinctions that we cannot really ex-
plain, such as food we find tasty or not, dresses or scientific theories that we find elegant or 
not, situations we find confusing or clear.  
 Let us define a concept as a distinction or category that can be formulated and thought 
about explicitly. Examples are the concepts of rectangle and dog. Here we can immediately list 
a number of features that characterize dogs, such as being a pet, furry, able to bark, while 
having four legs, a tail, and a wet nose. On the other hand, we have no real concept of “uneasy 
people”. We cannot list their typical features, even though when we meet one the intuitive 
feeling can be very strong that this is the kind of person we don't want to get involved with.  
 Concepts are normally represented by a clear label, symbol or word, such as “dog”, 
“rectangle”, or “vehicle”. “Concept” derives from the Latin verb cum capere, which means “to 
take together”. This refers to the fact that many instances, aspects or features are grouped under 
this central label. They are thus assembled into a single whole or Gestalt that you can mentally 
“take” or grasp. That makes it easy to use them as elements or building blocks in complex 
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thoughts. The reason is that you only need to keep a single label in memory when reasoning, 
while this label carries with it a host of associated knowledge (Heylighen, 2020).  
  Still, unlike rectangles, most concepts have no clear definitions, or hard, logical 
boundaries. Concepts are commonly stored in the mind in the form of one or more prototypes 
(Hampton, 2006). A prototype is an abstract representation of a typical instance or exemplar of 
the category, which has all the properties that are most strongly associated with the category. 
For example, a prototypical vehicle is a car, which has features such as being able to carry 
people, having four wheels, being able to move and to be steered, and having an engine... But 
as we saw, the vehicle category has a fuzzy boundary. This allows atypical instances, such as a 
wheelbarrow, a scooter, or a motorboat, which share some but not all features with the proto-
type. The degree to which an instance is experienced as belonging to the category will normal-
ly correspond to its perceived similarity with the prototype, or the number of features it shares 
with the prototype. 
 
 
Connections 

Distinctions are meaningful only insofar that they connect to other distinctions, so that they can 
sustain a train of thought. This is again the principle of the difference (X) that makes a differ-
ence (Y). We denoted this succinctly as:  X ®  Y, where X and Y are categories, concepts, or 
more generally distinctions, and the ®  symbol represents the connection. But just as there are 
hard and soft distinctions, there are hard, “logical” connections, and soft, “associative” ones 
(Heylighen, 2001a). 
 A connection is hard if X is a sufficient condition to have Y. In this case the connection 
X ® Y is equivalent to a logical implication: if X is the case, then Y follows necessarily. To 
visualize the difference, we will depict such hard connections with a double arrow: X Þ Y. 
For example, if something is human, then it necessarily is also mortal: human Þ  mortal. If it 
is a dog, then it necessarily has a heart: dog Þ  heart. If you drop a heavy object, then it will 
fall: drop & heavy Þ fall.  
 A connection is soft if Y does not necessarily follow X, but Y is simply more likely 
given X. For example, birds like ostriches and penguins cannot fly, but in general we expect 
that if something is a bird, then it can fly: bird ®  fly. Here the probability of flying is still 
rather high, but the connection can be much weaker. For example, cradle ®  baby. This means 
that a cradle is more likely to contain a baby than some arbitrary thing. But most of the time 
cradles are just empty.  
 We will call such soft connections associations. This means that you associate X with 
Y in your mind: X is to some degree likely to make you think about Y. Other examples of 
associations are: tired ® sleep, baby ® crying, or baby ® cute.  
 We learn associations through co-occurrence (Heylighen, 2001b): X and Y occurring 
together, or Y shortly after X. Each time we become aware of X and then Y, X and Y become 
more strongly connected in our mind. This is the neural mechanism of Hebbian learning: 
concepts that are activated in close succession develop (stronger) connections. In the brain, the 
principle is expressed as: neurons that fire together, wire together. 
 Common associations can be measured by free association tests: which are the first 
words that come up in your mind when you hear “baby” or “bird”? There exist long lists of the 
most common associations based on the results of such tests (Postman & Keppel, 2014). A nice 
example visualizing the resulting network of associations is: 
http://www.smallworldofwords.com/visualize 
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 The strength of a connection X ® Y corresponds roughly to the conditional probability, 
P(Y|X): what is the probability of Y, given that X is the case? If Y necessarily follows X, then 
the probability is maximal:   
 
 P(Y|X) = 1 
 
In this case, the connection X ® Y is an implication. Associations have a lower probability, 
albeit one that is still higher than the probability of Y occurring independently of X: 
 
 P(Y) < P(Y|X) < 1 
 
For example, suppose that Y represents “having grey hair”, and X “being a pensioner”. The 
probability that a person would be grey given that that person is a pensioner is clearly much 
larger than the probability that a randomly chosen person would be grey. Thus, there is an 
association, but not an implication, that connects “pensioner” to “grey-haired”:  
 
 pensioner ® grey-haired    
 
 

  
 
Fig. 3: a network depicting “hard” connections between concepts. The arrows represent implica-
tions: if something is a cat, then it necessarily is a mammal; if parrot then necessarily bird. The 
large, yellow arrow depicts the deduction concluding that given that Felix is a cat therefore he must 
be furry. 
 

 
Inference 

The most basic operation during thinking is called inference. This means deriving a concept or 
combination of concepts from one or more other concepts by following a sequence of connec-
tions. If the connections are hard, the conclusion follows necessarily from the premises, and the 
derivation is called deduction. For example, we can deduce that Felix is furry from the hard, 
logical connections: Felix Þ cat, cat Þ mammal, mammal Þ furry (Fig. 3). This means that 
Felix is necessarily furry. 
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 But most derivations are associative: if X, then perhaps Y. For example, if baby, then 
perhaps crying; if crying then perhaps illness; if illness then perhaps allergy; if allergy then 
perhaps fish allergy (see Fig. 4). Such associations can actually be very loose, e.g. if baby, then 
possibly penguin. Yet normally some form of association must exist in the brain. For example, 
penguins are cute, penguins walk like toddlers, babies are cute, babies become toddlers. 
 Freely associating is a form of unstructured thinking: moving from concept to concept 
while selecting one of many possible associations, with a probability roughly proportional to 
the strength of the association. Such free association, often while imagining instances of the 
concepts with their features, is the basis of daydreaming. It is also typical of relaxed chatting: 
one topic brought up by your friend reminds you of another topic, which makes you think 
about something that happened last week, which you associate with the habits of another 
friend, and so on.  
 

 
 
Figure 4: a network depicting soft, associative connections between concepts: if baby, then perhaps 
crying; if food, then perhaps fish. The thickness of the arrow represents the strength of the associa-
tion. Associations and concepts that become activated during thinking are surrounded with yellow. 
The yellow cluster of concepts that are most activated at the conclusion of the thinking process rep-
resents an idea: a meaningful combination (baby has fish allergy) that here provides a plausible an-
swer to the question why the baby repeatedly cries after eating. 

 
 
Ideas 

Still, such wandering of the mind may result in some new insight or solution to a problem, by 
bringing concepts together that may have no immediate, “logical” connections, but that fit 
together in a meaningful whole. Such a novel combination of concepts is what we will call an 
idea. An idea is more than the sum of its parts (i.e. the concepts that are assembled): it forms a 
conceptual Gestalt (Heylighen, 2020), a coherent whole with emergent features. These features 
typically provide a novel understanding, perhaps answering a question or suggesting a course 
of action.  
 Let us go back to the example of the baby and the sequence of associations leading to 
the concept of fish allergy (Fig. 4). Let us assume that the baby has been crying unusually 
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frequently. This constitutes a challenge that invites a resolution. Free association may initially 
wander in different directions, as shown in the figure. But then, when the three concepts of 
baby, fish and allergy are simultaneously activated in your mind, it may dawn on you that 
perhaps the baby is crying because it just ate fish and is allergic to fish. If you then remember 
that the baby also cried on a previous occasion when it ate fish, this idea takes on a more solid 
form, starting to look like a plausible explanation, while suggesting a simple solution to the 
problem: avoid feeding the baby fish.  
 More generally, we can say that effective thinking generates good ideas. These are 
ideas that help us to understand phenomena, the world and ourselves, that solve problems, that 
answer questions, or that create new opportunities. Thinking then can be characterized as a 
process that generates potentially good ideas by following a trail of mental connections leading 
from concept to concept, while temporarily storing relevant concepts it encounters into work-
ing memory, until some of these concepts “fall into place”, fitting together to form a new 
Gestalt. 
 

Thinking as an activity 

Thinking can be controlled, i.e. directed at a specific goal, or free and spontaneous, without 
particular direction. Either mode can generate good ideas. The directed mode is useful when 
you need to tackle a particular issue. The undirected mode can lead to a flash of inspiration that 
is unexpected and creative, and perhaps sets you on the road to achieve something truly novel. 
But reasoning, imagination, daydreaming and other forms of thinking can be worthwhile even 
without a particular idea as outcome. That is because thinking creates or reinforces interesting 
connections. It thus helps the mind to get better organized, so that it becomes more effective at 
processing information and making sense of events, while storing the most important insights 
in memory.  
 Even if you did not find a solution for the problem you were thinking about, this pro-
cess of selectively strengthening certain associations makes your mind better prepared the next 
time you think about the same problem. Such reorganization of your network of associations 
even continues while you are no longer thinking about the problem, but relaxing, sleeping or 
dreaming. After a good night of sleep, the solution may become apparent in a flash of inspira-
tion, which seemingly comes out of the blue, but actually builds further on the associations 
made during your sleep. Such subconscious continuation of reflection is called incubation. 
 However, sometimes thinking can be counterproductive: if no solution is apparent, and 
your mind starts to run around in circles, it is better to stop and do something completely 
different, like talking a walk, listening to music, or doing some physical exercise, so as to make 
space for subconscious incubation. Thinking is even more problematic when thoughts become 
repetitive or obsessive, for example when worrying about particular things that may go wrong 
or daydreaming about ideal situations that can never become reality. Such coming back to 
always the same thoughts reinforces certain connections in your brain more than is healthy. As 
we will discuss further, that makes it increasingly difficult to deviate from these particular, 
unproductive pathways and come up with something new.  
 Moreover, never-ending thinking about (potential) difficulties makes people feel need-
lessly anxious and depressed. This negative style of thinking is called rumination. This in 
general calls for a wholly new perspective or interpretative frame: a “jumping out of the box”. 
A radical but effective and generally advisable remedy to rumination is meditation (Heylighen, 
2019, 2020; Wright, 2017). This means that while sitting in a relaxed position, you concentrate 
your attention on a simple stimulus, such as your breathing, a candle flame or a word that you 
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silently repeat. The most important thing is that you refrain from following any thoughts that 
distract you from the object of concentration. While such “non-thinking” mode is intrinsically 
difficult to sustain, with repeated exercise it increases your control over your thinking process-
es. This makes it easier to focus attention on a particular topic, or switch thinking on or off 
depending on your present needs rather than being the slave of obsessive thoughts (Wright, 
2017). It further helps you to recover the ability to be “mindful” of everything that goes on in 
your body, mind, and environment.  
 Free thinking can be defined as thinking that is not a priori constrained or limited. Such 
constraints can take the form of taboos, i.e. ideas that you are not allowed to think. For exam-
ple, in most religions you are not allowed to think that God may not exist. Another form of 
constraint is constituted by ideas that you have to accept as true, without questioning. These 
include dogmas, fundamentalist truths, or blind faith. A more subtle form of constraint is found 
in stereotypes, biases and prejudices that push thinking in specific directions while precluding 
others. All of these prevent thinking from discovering potentially better ideas. They can thus 
make certain problems a priori impossible to solve. For example, blind faith in the thesis that 
God created the world in one week would have prevented humanity from discovering the 
theory of evolution, which is the only theory we have that can explain how and why most 
features of living organisms have developed.  
 While the principle of free thinking is easy to formulate, it is difficult to practice. That 
is because all thinking is to some degree biased by pre-existing assumptions, and encapsulated 
within theories, disciplines, frameworks, categories, borders and “boxes”. The Center Leo 
Apostel and the Free University of Brussels, where I work, was founded precisely to promote 
such “thinking beyond boundaries”. This means that you should be ready to question any 
assumptions, even the most obvious, natural or universally accepted ones. Doing that is neces-
sary to achieve truly fundamental insights, and to tackle the inevitable paradoxes, confusions 
and inconsistencies that arise from apparent “common sense”. For example, the theory of 
relativity could not have been developed if Einstein did not question the commonsense as-
sumption that there is a fundamental difference between things at rest and things that move, or 
the assumption that things can always be made to move faster, without limit. And our under-
standing of plate tectonics could never have been reached if scientists would have stuck to the 
“obvious” assumption that continents cannot move. 
 

Problem solving: thinking as search 

One way to conceptualize goal-directed thinking is as a search for a “good idea” within an 
immense space of potential ideas. This perspective has been developed in detail in the theory 
of problem solving (Heylighen, 1988; Newell & Simon, 1972; Rubinstein, 1986). It will help 
us to understand some of the fundamental difficulties in coming up with good ideas, and sug-
gest methods to tackle these difficulties. Problem solving is thinking directed at finding a 
solution to an explicitly formulated question, challenge or problem. A problem in this sense 
does not need to be something negative. It can be just a desire to come up with something 
better than what is available, or a question, mystery or gap in your knowledge that stimulates 
curiosity and the desire to come up with an answer or explanation that fills the gap. 
 A problem is defined by the difference between an initial state and some goal state. The 
initial state is a symbolic description, in terms of concepts, of the present situation. It expresses 
what is given or known. The goal state describes a conceivable situation that would be more 
desirable than the present situation, i.e. a “solution” to the problem. It represents what you 
would like to have or to know. Both are situated in an abstract problem space or search space. 
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The points in that space correspond to conceivable combinations of concepts. The space as a 
whole is made up of all possible combinations, which as we shall see is an absolutely astro-
nomical number. Two points X and Y in that space are neighbors when you can move in one 
step from the one to the other. Problem solving then means that starting from the initial state 
you explore step-by-step, searching that space, until you find a path (i.e. a sequence of steps) 
that connects initial state to goal state. This goal represents your final destination: an idea that 
solves the problem. 
 

 
 
Figure 5: problem-solving as the search for a goal state (top left) starting from an initial state (cen-
ter). At each step of the search, a range of “operators” or “moves” can be chosen from, each leading 
to a different neighboring state in the search space. As the number of steps in the search path in-
creases, the number of possible paths and corresponding states to be explored increases exponential-
ly. This problem is known as the combinatorial explosion. 

 

The combinatorial explosion 

The difficulty is that in each state there will be a choice between several steps that could con-
ceivably lead to the solution. In thinking, steps are typically elementary inferences: adding 
concepts to your developing understanding that can be deduced from or associated with the 
concepts you already have in mind. In problem solving, a step is conceived as the application 
of some “operator”: an allowable operation or move that generates a next state. For example, in 
chess playing, the goal is to achieve a state of checkmate, and the operators or steps consist in 
moving one of your pieces on the board according to the rules that specify what is allowed for 
that type of piece. 
 The difficulty is that with each additional step, the number of possible paths is multi-
plied. For example, assume for simplicity that starting from a given state there are k possible 
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next steps, leading to k different subsequent states. In each of these states, there are again k 
possibilities for a next step. That means that for a two-step path, there are k ´ k possibilities, 
and for three there are k ´ k ´ k = k3. Suppose that the goal state is n steps removed from the 
initial state. To reach that state, there are kn (k to the power n) possible paths to be explored. 
For example, if there are k = 4 operators, and the path to the goal is n = 10 steps removed, then 
there are 410, or about one million paths that need to be explored to make sure you will find the 
goal state. But if there are k = 10 possible operators, the number is 1010, i.e. ten billion. Thus, 
the number of possibilities to be explored grows exponentially with the number of steps, quick-
ly making the problem absolutely unmanageable. This rapid multiplication of the number of 
possibilities is called the combinatorial explosion.  
 Let us consider an example more relevant to undirected thinking. We defined thinking 
as the generation of ideas by combining concepts in the hope of finding an as yet unknown, but 
“good” combination. Suppose that an idea consists of just 4 concepts, but that there are 10,000 
concepts in your mind to choose from. The initial state is zero concepts. One step consists in 
choosing and adding one concept to the combination. This is repeated until there are four. If 
the combination is not a good idea, the process starts again, making different choices so as to 
generate a different combination. The total number of combinations (i.e. the size of the search 
space) to be explored is 10,0004, which is one trillion.  
 We may conclude that most non-trivial problems cannot be solved by blindly trying out 
all possible combinations: there are just too many of them. Such problems require heuristics. 
These are “rules-of-thumb” or methods that reduce the amount of search, but without guarantee 
that they will lead to a good solution. Heuristics work by suggesting paths that are more likely 
to lead to a solution, or by excluding paths unlikely to lead to a solution.  
  
General heuristics 

A typical heuristic uses specific knowledge about the domain in which the problem is situated. 
Through experience, you have learned a number of condition-action rules that apply to these 
kinds of situation: under these conditions, these are good steps to take. The more knowledge 
you have, the less your uncertainty in deciding about the next step to take, and the easier it will 
be to find a solution. In practice, however, your knowledge may be either too little, so that 
there are still too many steps and therefore combinations to be tried out, or too restrictive, so 
that the steps do not lead to the right combination. That is when you may need to think out of 
the box, i.e. to ignore the rules or the standard way of framing the problem. But that again 
confronts you with the combinatorial explosion: where do you start when the number of possi-
bilities is absolutely staggering? Let us then consider some general heuristics, i.e. problem-
solving methods that do not depend on specialized knowledge applicable only in certain do-
mains. 
 Analogy is a heuristic we all apply intuitively. In fact, it has been proposed that all our 
thinking is based on analogies or metaphors (Hofstadter, 2001; Lakoff & Johnson, 1980, 2008). 
The principle is that from different concrete experiences our brain induces some implicit 
pattern or scheme that interrelates the different components of the experience. That allows us 
to fit at first sight very different phenomena into similar schemes, where the one can stand as a 
model for the other. The practical application is to consider a problem that you know how to 
solve, and that is in some way analogous to the present problem (i.e. that fits into a similar 
scheme). The scheme then suggests solution elements that may also apply to the problem at 
hand. For example, when the motorboat you rented does not move—a situation you never 
encountered before since you don’t have any experience with motorboats—you might think 
about what you would do in the analogous situation of a car that does not start. This may 
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suggest checking the fuel level, the starter, or the battery. The difficulty with this heuristic is 
that different situations are never identical, and thus only parts of the scheme may apply. 
Therefore, it is not obvious which solution steps can be adapted to the new situation and which 
cannot. Moreover, an analogy may be misleading or too vague to be helpful.  
 Hill-climbing is a method in which it is assumed that you can evaluate the different 
options for each next state according to some kind of fitness criterion that estimates how close 
this state is to a solution. Assume that the score on this criterion is depicted as height: the better 
the state, the higher it is elevated above the plane. This turns the search space into a “fitness 
landscape” with hills and valleys. You then simply choose the option with the largest fitness, 
i.e. the step that leads you most directly upwards. Thus, you climb the hill, always choosing the 
path of steepest ascent, up to the highest point, in the hope that this is a good solution. The 
difficulty with this method is that you are likely to end up in a mere local maximum: a hill too 
low to offer any acceptable solution. Once you have reached its top, all paths lead downwards, 
to even worse states. This is the equivalent of a dead end. Getting out typically requires back-
tracking, i.e. returning to an earlier state from where you then might choose the next best step, 
in the hope that this time it will lead to a higher hill. In general, you will have to do a lot of 
backtracking. Another difficulty with this method is that it is not at all obvious which criteria 
you can use to estimate the “goodness” of an as yet rudimentary idea. Perhaps you will recog-
nize a truly good idea only when all pieces have fallen into place… 
 Divide-and-conquer is a very general and powerful heuristic. The principle is that you 
subdivide a complex problem into a number of simpler, partial problems. You then solve the 
component problems one by one. Solutions to these subproblems act like intermediate stages or 
stepping-stones on the road to the final solution. This strongly reduces the number of paths you 
need to explore. The reason is that once you have found a partial solution, you can keep the 
elements of that solution in place. That means that you no longer need to explore paths that do 
not include these elements. This spectacularly reduces the combinatorial explosion. For exam-
ple, suppose that you can subdivide a 12-step problem into four 3-step problems. Instead of 
searching k12 possible states, you now need to explore at most four times k3 states. 
 For a more concrete example, assume your car has run out of petrol and you are unable 
to drive further. You are in the middle of nowhere, and have no idea what to do. The situation 
seems hopeless. However, with a bit of reflection you can divide that seemingly unbounded 
problem into a number of more concrete subproblems, each of which may be solved with just a 
few options to be explored: 

1. locate petrol station (look on map, ask passerby, check smartphone, remember sign-
post…) 

2. find container for fuel (e.g. empty a drinking bottle, find old bucket in a garbage heap, 
ask someone …) 

3. go to petrol station to fill container (walk, ask for a lift, call a taxi, take a bus…) 
4. return with container to car (walk, get a lift, call a taxi, take a bus…) 
5. fill tank from container (pour from bottle, use a siphon, find a funnel…) 

 
 More generally, all the different kinds of heuristics, thinking methods or thinking tools 
can be seen as means of generating such intermediate states, in between where you are now 
and some conceivable solution. These provide you with promising directions in which to go or 
useable elements of a solution, thus reducing the number of paths you need to explore. This 
effectively combats the combinatorial explosion. Moreover, it combats the danger that your 
existing knowledge would lead you to a dead end, so that your thinking remains stuck in a rut 
or confined within a box. Generating novel solution elements is all you may need to get off 
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your local maximum and start afresh in a more fruitful direction. We will further discuss 
different methods to achieve this. But first we need to understand better why our brain is prone 
to get stuck in a rut while thinking. 
 
 

Thinking in the brain 

Thinking is supported in the brain by neural networks (Baars & Gage, 2007; McLeod et al., 
1998). These consist of billions of nerve cells or neurons connected by trillions of synapses. 
Neurons communicate across synapses by transmitting activation, or more precisely, action 
potentials, to connected neurons. The pattern of activation across the different neurons in a 
sense constitutes your mental state. As this activation propagates from neuron to neuron, it 
changes location and shape: new assemblies of neurons become activated, while formerly 
activated neurons go back to rest. This ever-continuing transformation of the activation pattern 
underlies the processes of thinking, at both conscious and subconscious levels.  
 The simplest form of thinking, which implements what we called a condition-action 
rule, starts with a pattern of activation generated by the sensory organs. For example, when the 
photoreceptor cells at the back of the retina are stimulated by light, they pass on their activation 
to a first layer of neurons in the visual cortex. From there, the pattern of activation is propagat-
ed across subsequent layers of neurons while being processed into an increasingly abstract set 
of features that characterize the image being perceived. Thus, the neural networks in the brain 
process, interpret or makes sense of the sensory input, so as to extract the most important 
conditions. Recognized conditions may trigger specific actions. This means that the activation 
pattern is further propagated to peripheral nerves that stimulate the contraction of specific 
muscle fibers, e.g. in the arm and hand, thus directing movement and action (Heylighen, 2020). 
 In the more general form of thinking that we called inference, the perceived or remem-
bered activation patterns evoke related patterns, without necessarily involving sensory or motor 
layers. Here, activated concepts (corresponding to assemblies of neurons) pass on their activa-
tion to associated concepts (assemblies of neurons connected to the previous assembly by 
many synapses). This process never comes to a halt: activation cannot stand still. One reason is 
what may be called neuronal fatigue: a neuron that has built up an electric charge (action 
potential) cannot remain charged but must pass on that action potential to the neurons it is 
connected with. Once a potential has been passed on, it takes a while for the neuron to build up 
a new potential. Therefore, a neuron cannot remain activated. It needs some time to be re-
activated by its incoming connections.  
 That explains why it is so difficult to concentrate on a single sensation or conception—
as you are supposed to do during meditation. Constantly activating the same neurons makes 
these neurons “fatigued”, so that they stop responding to the incoming activation (Heylighen, 
2020). Thus, our perceptual system will stop noticing an unchanging stimulus, such as a con-
stant background hum, or a particular smell that hangs about the room. Activation has to move. 
The same applies to our thinking: it is an utterly dynamic process that cannot stay in the same 
place. 
 Most processes of propagating activation, such as the recognition of visual stimuli, 
happen quickly, automatically and efficiently. That is because the activation follows well-worn 
paths of connections that have been frequently used. These associations have been learned 
through the reinforcement of connections that were used effectively in the past, and the weak-
ening of connections that resulted in errors. This learning process is very efficient. Therefore, 
the brain makes few errors, and usually arrives quickly at the right conclusion about what a 
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perception means, or how it should be acted upon. For example, when you see some four-
legged animal with pointy ears crawl under a bush, your brain will immediately interpret this 
jumble of pixels moving across your retina as the concept “cat”. And when while walking you 
see some obstacle looming towards you on the right, you will immediately step to the left to 
avoid bumping into it.  

In spite of their apparent ease, such reflexive reactions actually require a complex pro-
cess of activation propagating across multiple neuronal layers. This happens initially in the 
bottom-up or “feedforward” direction, from concrete perceptions to increasingly more abstract 
and general conceptions. These interpretations are then fed back in the opposite, top-down 
direction, down the hierarchy of layers, from interpretations back to the perceptions that are 
expected to go along with these (Hawkins & Blakeslee, 2005). Thus, conceptions and the 
insights and expectations that go along with them are used to complement and fill in the parts 
of the percepts that remained incomplete or ambiguous. When the result is as expected, i.e. 
bottom-up perceptions and top-down interpretations match, the process draws to a conclusion. 
In that case, you have the intuitive sense that you understand what is going on, without need 
for further reflection. Because everything fits perfectly with your common-sense expectations, 
there is no reason for your brain to examine the process or its conclusion, or to keep any of the 
intermediate processing stages in memory.  
 Yet, in some cases the situation is too complex, unexpected or unpredictable to be 
processed in this automatic way (Heylighen, 2020). For example, the four-legged animal you 
saw under the bush turns out not to have the precise features you expect of a cat. Therefore, 
you need to reflect on what kind of creature this may be: perhaps a fox, or a badger? Or sup-
pose that you try to cross a busy intersection where cars may arrive from different directions, 
so that you cannot intuitively anticipate their movements. Then, the interpretations made 
automatically by the neural network specialized in processing perceptions will need to be 
checked by a variety of other brain circuits that draw on different stores of knowledge or 
experience, such as your knowledge of traffic rules. This requires conscious reflection. That 
means that the provisional interpretation needs to be maintained for a while in working 
memory—the active memory where conscious processing happens. There it can now be con-
fronted and combined with the input from these other circuits, and if necessary adjusted.  

Sustaining a working memory means that the activation pattern should somehow be 
kept “alive”, in spite of the fact that individual neurons cannot remain active. This probably 
happens by massive recirculation or “reverberation” of activation: neurons that lost their acti-
vation are repeatedly reactivated by neurons that were activated further down the process flow, 
while in turn reactivating the latter neurons when those have lost their activation. This recur-
rent process of circulating activation is distributed across the so-called global neuronal work-
space (Dehaene, 2014). This seems to be a central crossroads in the brain that interconnects 
many more local and specialized brain circuits. The process is highly energy intensive and has 
a strictly limited capacity in the number of concepts that can remain activated in this way. As 
confirmed by numerous observations, it is not possible to keep more than four or five items in 
working memory while you are reflecting about them (Baddeley, 1998).  
 This understanding of conscious reflection explains why cognitive scientists tend to 
distinguish two modes of thinking: intuition and reasoning. Intuition (which has been called 
“System 1” by Daniel Kahneman (Kahneman & Egan, 2011)) uses the well-learned associative 
connections to quickly and effortlessly come up with some interpretation of the situation. But 
that sense-making process has happened fully “under the hood”, outside the global workspace, 
and thus hidden from conscious investigation. Therefore, its conclusions cannot be justified 
with reasons or arguments, and the thinking process that produced it cannot be monitored or 
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controlled for mistakes or biases. Very often the conclusion is correct, but there is no way to 
make sure of that by retracing the inferences that led to it, because these steps have not been 
stored in memory. 
 Reasoning (which has been called “System 2” by Kahneman (Kahneman & Egan, 
2011)) is what we called conscious reflection. Here activated concepts are maintained long 
enough in working memory so that they can be examined for strengths and weaknesses, and 
processed in a controlled manner. This requires much more effort, but allows systematic inter-
vention to correct for errors. In principle, reasoning steps can be retraced, although this is 
limited by the capacity of working memory.  

 

Obstacles to effective thinking 

We can now summarize the major factors that limit or hinder productive thinking.  
 The first obstacle is the combinatorial explosion: no matter what the subject domain, 
once you start combining concepts in order to generate potentially good ideas, the number of 
such ideas will quickly turn out to be far too large to be systematically explored. To tackle this 
difficulty, you need to restrict the search space using knowledge, heuristics, intuition, formal 
selection criteria, or, more generally, constraints. These exclude the great majority of possible 
combinations from consideration, so that the remaining ones are few enough to be tractable. 
This is what we may call thinking within the box. The box here represents the borders that 
delimit and structure the part of the search space to be explored. Perhaps paradoxically, impos-
ing a constraint often facilitates creative thinking, because it focuses attention on some im-
portant aspects, and thus prevents the diffusion of thought into an infinite space of possibilities 
where it is more likely to be guided by habit than by focus on the unique features of the prob-
lem. 
 The second obstacle comes from the way the brain learns the knowledge that guides us 
in creating such boxes. Neural networks are very good at learning how distinctions or concepts 
are related to each other. They do this by reinforcing the connection whenever two such con-
cepts co-occur. Thus, thinking about one concept will immediately call up a number of associ-
ated concepts, pointing you in a number of plausible directions for further exploration. The 
problem is that the connection between two concepts will be reinforced not only when they 
objectively co-occur in your experience of the world, but also when you just think about the 
one and then the other. Associations are self-reinforcing: the stronger the association between 
X and Y, the more likely you will be reminded about Y whenever you think about X, and 
therefore the stronger the association will become. That may lead you to always think about Y 
when you think about X, even though it might be a much better idea to combine X with U, 
rather than Y.  
 In other words, associations tend to become stronger just by using them, even if the 
thinking is not productive. The more you think in a particular way, the more difficult it be-
comes to think in a different way. It is as if frequently used paths in the brain get eroded by 
such use, thus becoming ever deeper. The result is that it becomes ever more difficult to get out 
of that rut, and start moving in a different direction (De Bono, 2015). That is why it is some-
times necessary to think outside the box: you need to force your mind to explore new paths, by 
occasionally moving sideways or laterally rather than lazily following the well-worn path. 
 Another obstacle to thinking is that even without learning particular associations, our 
brain is to some degree “preprogrammed” with certain instinctive heuristics that simplify 
decision-making. These helped us to adapt to the natural environment in which humans 
evolved, by attracting the attention to the features that were most relevant to our survival. 
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However, these instinctive rules are often poorly fit to the kind of abstract and complex situa-
tions we encounter in contemporary society. Therefore, we tend to make systematic reasoning 
errors. This can happen by neglecting certain types of information that did not exist or were 
irrelevant in our ancestral environment (e.g. statistical data), paying exaggerated attention to 
types that were particularly important in that environment (e.g. signs of danger or emotionally 
loaded observations), or jumping to conclusions without sufficient evidence (e.g. conclusions 
that are salient or that confirm our presuppositions). Such systematic deviations from rationali-
ty have been extensively investigated under the label of cognitive heuristics and cognitive 
biases (Ariely, 2009; Kahneman & Egan, 2011). They remind us of the need to be critical and 
aware of the many ways in which our thinking is likely to be distorted by instinctive shortcuts. 
 A last fundamental obstacle is the limited capacity of working memory, which is where 
we temporarily hold the items we keep in mind while we are thinking. Since that capacity is 
only about 3-5 items (Baddeley, 1998; Cowan, 2001), this means that, as our mind follows a 
path associating concept with concept, most concepts encountered will be forgotten before they 
have been consolidated into a “good idea”. This makes it difficult to develop complex ideas 
that combine several, not immediately associated, concepts. On the other hand, the capacity of 
our long-term memory, where associations between concepts are stored, is nearly limitless. 
However, it takes time and repeated activation to consolidate new ideas in long-term memory.  
A classic remedy is to take notes, i.e. store ideas in an external memory that does not run the 
risk of dissipating as quickly as working memory does (Heylighen & Vidal, 2008). You can 
then regularly consult these notes so as to be reminded of previously developed ideas while 
helping them to enter long-term memory.  
 Another implication of the brittleness of working memory is that you must remain 
concentrated on the present train of thought, so as to keep the relevant ideas in mind. This 
means that it is crucial to avoid distractions that interrupt that process, such as a phone call or 
message coming in on your smartphone. These bring new elements into your working memory 
that are irrelevant to the problem at hand, while pushing out the previous content. Reconstruct-
ing that content after the interruption wastes much energy while being prone to failure 
(Compernolle, 2014).  

 

Phases of effective thinking 

To get a better grasp of the thinking process, we can conceptually subdivide it into consecutive 
phases. However, these different “phases” of thinking normally occur and re-occur at different 
times. Their order will therefore not be rigid and may even be simultaneous. Moreover, there is 
ideally always a feedback from “later” phases back to earlier ones. 
1) generating ideas: this is the phase of exploration of the idea space, of creative or divergent 

thinking, of coming up with a wide range of potential approaches without as yet separating 
better and worse ones. It corresponds to the mechanism of variation in evolution, or of “tri-
al” in the trial-and-error strategy 

2) evaluating and improving ideas: this is the phase of critical or convergent thinking, where 
the poor, unsupported or implausible ideas are eliminated, and the best ones retained for 
further improvement. It corresponds to selection in evolution, or the rejection of “error” in 
trial-and-error. 

3) integrating ideas: because of the limitations of working memory, the ideas we can gener-
ate in a single go will be relatively simple. To address more complex problems, several 
component ideas will need to be integrated into a whole that is more than the sum of its 
part. This is the phase of integrative thinking, systems thinking or complexity thinking 
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4) externalizing ideas: another way to overcome the limitations of memory is to store, ma-
nipulate, and organize ideas in a physical medium, such as a mind map, outline, or collec-
tion of notes. This reliance of thought on external media has been called distributed cogni-
tion (Dror & Harnad, 2008) or extended mind (Clark & Chalmers, 1998). 

5) implementing and testing ideas: here the ideas are applied in the real world, outside of the 
brain, so that you can check whether they work as expected. In general, the feedback you 
get will lead you to refine your ideas and further correct wrong assumptions. This is the 
phase of practical thinking, which is also part of design thinking, because the design should 
not just look good on paper but be effective in reality.  

We will now briefly survey some of the main techniques that can be helpful in each of these 
phases. 
 

Generating ideas 

This is the phase of variation without a priori selection or constraint, in which lots of potential-
ly relevant ideas are generated. The principle is to maximize the number and variety rather than 
the quality of ideas. Being too selective at this stage will reduce creativity and foreclose op-
tions that may turn out to be truly novel. When used in a group, this corresponds to what is 
traditionally called brainstorming (Rawlinson, 2017). However, in practice it turns out that a 
group meeting is not ideal for generating creative ideas, because the presence of others always 
to some degree limits what an individual would come up with on her own (Furnham, 2000).  
 The thrust at this stage is to ignore any borders or “boxes” that lead you in a particular 
direction or keep you in a delimited region of the search space. This is intended to combat the 
problem of connections being self-reinforcing and of thinking pathways being so deeply erod-
ed that you would never deviate from the “obvious” associations and inferences. Let us quickly 
survey some methods that support this phase. 
 Perhaps the most traditional way of opening up the mind is simply to collect a variety 
of ideas from outside sources. That can be achieved by consulting different people and asking 
for their suggestions. The more diverse their backgrounds, the wider the variety of starting 
ideas and perspectives you are likely to get. You can also check the literature for ideas, e.g. by 
doing an Internet search for keywords related to your problem. However, you need to ensure 
that you consult a wide variety of sources from different backgrounds (e.g. disciplines, per-
spectives, ideological positions, …) 
 The creative aspect of the analogy heuristic is that there are normally several things that 
are in some way analogous to the present situation, yet each analogy is different. Therefore, the 
different analogies you can come up with will each offer different ways of looking at your 
present problem, which may suggest different solution elements. For example, when the mo-
torboat you rented does not move, instead of comparing it with a car that does not start, you 
may think of a horse that is tethered to a pole so that it cannot run away. That may suggest 
checking whether the boat is not attached to an anchor or to a mooring.  
 Mindfulness is a non-focused mental state in which you are open to the myriads of 
impressions, thoughts, and feelings that stream into your mind (Bishop et al., 2004). The 
principle is to observe these impressions carefully without a priori judging or evaluating them 
in terms of what is good or bad, and without clinging to any one in particular. That also means 
being open to weak, fuzzy, intuitive associations and to a form of thinking without words. 
Achieving such a state can be helped by meditation. The concentration on a single concept or 
sensation (e.g. the air that enters your nose while breathing) during meditation tends to over-
load the strongest, most frequently used neural pathways. This can have the effect of “deau-
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tomatizing” your habitual mental processes (Deikman, 1966; Heylighen, 2020), so that think-
ing and feeling become more fluid again. This makes less commonly used pathways available 
for spreading activation, thus allowing your mind to make fresh, unusual associations, or to 
develop broader, more “holistic” insights. 
 Edward de Bono, perhaps the first author to develop systematic thinking courses, has 
proposed a number of methods for what he has called lateral thinking (De Bono, 2010; De 
Bono & Zimbalist, 1970). These methods are meant to force you to deviate from (move lateral-
ly) rather than follow well-worn paths.  Perhaps the simplest one is to inject a random word 
into the reflection, e.g. by opening a dictionary at an arbitrary page and reading the 13th word 
on that page. You then try to think of some way in which this word would relate to the issue 
you are considering. Since any concept can be connected to any other concept through a se-
quence of associations, this is likely to attract your attention to some associative pathway 
leading to your problem that you would otherwise not have thought of.  
 For example, suppose your problem is tackling the stress among hospital personnel. 
The well-worn path of associations is likely to suggest diminishing workload by hiring more 
people. But this may be not be possible. Suppose the random word you come up with is “cow”. 
This may evoke the image of a cow calmly regurgitating and chewing its cud. That would 
suggest a very different solution, in which hospital workers at the end of the day would take 
fifteen minutes of contemplation in which they “regurgitate” and “chew over” the problems 
they encountered during the day. They may thus get a better sense of how to tackle or avoid 
such problems in the future, making them feel more relaxed and in control of the situation. 
Note that the association between cows and problems implicitly uses the analogy heuristic: 
“chewing over” is a metaphor for “repeatedly considering”, and the cow’s rumination of the 
difficult to digest grass is an analogy for a process that makes hard problems easier to dissolve. 
 An even more radical method is what de Bono calls “po”, which stands for “provoca-
tive operation”. This means that you get out of a dead-end reasoning by stating something 
absurd or apparently impossible but related to the question at hand. If the issue is about 
transport, you might state that “Cars should have square wheels”, or “Planes should fly upside-
down”. This may get people thinking about unusual possibilities, such as a vehicle that could 
climb stairs. “Po” also stands for an alternative to “yes” or “no”, which is injected into the 
discussion when things get stuck between two options. Instead of asking you to choose be-
tween the two sides of a rigid distinction, “po” incites you to transcend that dichotomy and 
come up with a wholly new distinction. For example, instead of the options “yes, cars should 
be allowed in the city center” or “no, cars should not be allowed there”, you may come up with 
the new option “cars can enter the city center only on the condition of paying a congestion 
fee”. This shifts the distinction from “allowed-not allowed” to “fee-no fee”.  
 A somewhat more traditional method is to use a checklist of different aspects that incite 
you to look at the same problem from different perspectives. For example, one of de Bono’s 
(2010) checklists is called PMI. This stands for Plus (positive aspects of the idea), Minus 
(negative aspects) and Interesting (as yet unclear aspects). Applying PMI will produce a more 
balanced outlook by reminding you to consider aspects that you might otherwise have ignored 
because your first impression was already positive or negative. Probably de Bono’s most 
popular method asks you to consider the problem by subsequently wearing Six Thinking Hats 
(De Bono, 2017). These represent different perspectives from which you look at the issue. The 
six hats stand roughly for facts (what is given), feelings (your gut reactions to the points made), 
positive aspects, negative aspects, creative insights (wild ideas), and overview (combining and 
balancing all the aspects). A more conventional checklist method is the SWOT (Strengths, 
Weaknesses, Opportunities and Threats) analysis of an idea or situation. 
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 Many other—whether general or specific—checklists of relevant angles can be devised 
before you start considering a particular problem. This helps you to overcome the limitations of 
working memory (you cannot remember everything that is possibly relevant). It also avoids the 
problem that activation immediately tends to engage in a well-worn path, moving forward in 
the most obvious direction while ignoring a whole range of lateral connections that are likely to 
be relevant as well. Checklists also reduce cognitive biases, by not letting e.g. emotionally 
loaded or salient aspects attract all the attention. 
 A final method to generate a greater diversity of ideas is to just take a break or, even 
better, sleep over it. Looking at the same problem at another time, and preferably in another 
context, will tend to activate different parts of your brain. This is likely to make you consider 
aspects you had not thought of the first time. The effectiveness of this method was confirmed 
by an experiment with people who had to solve non-trivial problems: those who took a break 
were more likely to come up with a novel solution than those who continued working on the 
problem. However, this positive effect was not due, as you may think, to the rest provided by 
the break. In fact, the best results were achieved with groups that had to be busy with some-
thing completely different during the break, not with the ones that were free to relax during the 
break. The likely reason is that the additional task during the break produced a “reset” of the 
pattern of activation in the brain, engaging different associations. Those who had a leisurely 
break, on the other hand, probably remained preoccupied, consciously or subconsciously, with 
the previous train of thought, thus keeping the initial concepts and associations primed for 
further activity along the same lines. 
 More evidence for the fruitfulness of breaks comes from the following observation. 
When you ask people the same non-trivial question (e.g. how many people in Belgium speak 
English?) on multiple occasions (e.g. on three subsequent weeks), the average of their esti-
mates across the different occasions tends to be more accurate than their first estimate. That is 
because on each occasion they are biased by the aspects most salient (activated) in their mind 
at that moment. But the bias on one occasion tends to balance out the bias on another occasion, 
so that the average is closer to the mark. 

 

Evaluating and questioning ideas 

We now come to the phase of critical or convergent thinking in which you eliminate poor ideas 
and focus on the good ones. Moreover, you improve the remaining ideas by finding and ad-
dressing their weaknesses. This requires judgment, in which you evaluate ideas on their quali-
ty, and select the best ones. That means that you need evaluation criteria: what characterizes a 
good solution? You can then estimate how well each of the generated ideas scores on these 
criteria.  
 There exist sophisticated mathematical methods for such multicriteria decision-making 
(Triantaphyllou, 2000). However, these are rarely useful outside of strictly quantifiable engi-
neering or economic problems. In practice, it is almost never possible to find the best (optimal) 
solution for any real-world problem. So, do not waste time defining or evaluating criteria too 
precisely. Moreover, criteria tend to be inconsistent, and what is best on one criterion may 
score not so well on another one. Instead of optimizing, the more practical decision-making 
strategy is called satisficing. That means selecting a solution that is good enough (satisfactory), 
but not necessarily the best (Heylighen & Vidal, 2008). Once you have an acceptable solution, 
you can then think of ways to further improve it, a decision strategy known as “bettering”. 
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Selection criteria for ideas 

In my research on knowledge evolution and meme propagation, I have formulated general 
selection criteria for ideas (Heylighen, 1993; Heylighen & Chielens, 2009). These can be used 
as a checklist to look for weaknesses that need to be addressed. Ideas that satisfy most of these 
criteria are likely to make a great impact, to be widely disseminated and adopted, and well- 
remembered. An example of such a great idea, which scores high on all the criteria, is the 
invention of the wheel. The criteria can be subdivided in objective (independent of the person), 
subjective (depending on personal values, experience and feelings), and intersubjective (de-
pending on social interactions): 
 
Objective criteria: 

Ø supported by evidence: this confirms that the idea actually works in the real world, ra-
ther than just in the world of concepts 

Ø generality: the wider the range of situations in which an idea applies, the better 
Ø clear distinctions: you cannot go very far with an idea that remains too vague of fuzzy 
Ø consistency: ideas that are self-contradictory cannot be relied on 

  
Subjective criteria 

Ø simplicity: complex ideas are more difficult to understand, memorize and implement 
Ø coherence with existing beliefs: to accept, understand and remember an idea, it should 

be possible to fit it in with what you already know. If it contradicts your convictions, 
you are unlikely to accept it. 

Ø utility: a good idea should ideally be useful, i.e. help you to solve a problem or achieve 
something that you find valuable 

Ø novelty: an idea that is unexpected or surprising to you is more likely to attract your at-
tention and to be remembered 

Ø concreteness: an idea referring to specific things that you have experience with is much 
easier to understand, apply and remember than an abstract conception 

Ø emotion: the same applies to an idea that stirs up your feelings, whether positive or 
negative 

Ø stories: you can more easily understand, empathize with, and remember an idea that 
can be formulated in narrative form, as a good story. 

 
Intersubjective criteria 

Ø consensus: the larger the number of people that support an idea, the easier it will be to 
implement it, and the less likely some important aspect has been overlooked 

Ø authority: the higher in status or expertise the person who supports an idea, the more 
likely it is to be adopted 

Ø expressivity: an idea that can be expressed simply in language or another medium will 
be communicated and understood more widely 

Ø formality: an idea that can be expressed in an unambiguous, context-independent way 
(e.g. using mathematics or logic) is less likely to be understood incorrectly. 

  
A shorter checklist was proposed by (Heath & Heath, 2007) in their excellent book “Made to 
Stick: Why Some Ideas Survive and Others Die”. Their criteria for “sticky” ideas are easy to 
memorize as the SUCCES acronym: Simple, Unexpected, Concrete, Credible and Emotion-
al Stories. “Credibility” here can be seen as a shorthand for several of the more detailed crite-
ria above, including evidence, consistency, coherence, authority and consensus. However, note 
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that SUCCES describes ideas that are easy to grasp, remember and become enthusiastic about, 
not necessarily ideas that are correct or workable in practice. 
 
Critical Thinking 

To make sure that also the latter criteria are satisfied, you need to apply critical thinking 
(Haber, 2020). That means that however attractive some idea may seem to you, you must 
critically investigate it, asking questions such as: Does this make sense? Is it clear what this 
precisely means? Is there sufficient evidence for this? Why would this be the case? What 
arguments can I think of that support or contradict this? Will this work in the real world rather 
than on the drawing board? What could go wrong?  
 You should be especially suspicious of intrinsically appealing ideas, i.e. ideas that you 
or other people would like to be true or to work. For example, most people would like to 
believe that there is life after death, that some miracle cure for ageing can be found, that telepa-
thy exists, or that we will shortly be ready to colonize other planets. Therefore, whenever 
someone comes up with an argument or idea that seems to support these beliefs, that idea will 
be eagerly accepted and propagated, getting a lot of publicity. On the other hand, evidence 
against these beliefs, such as the thousands of experiments that failed to uncover any trace of 
telepathy, will tend to be ignored. And if someone points out such lack of evidence, it is likely 
to be dismissed with some ad hoc argument: “they did not as yet test any true telepaths” or “the 
artificial setting of the experiment may have disturbed the subtle powers of telepathy”.  
 Of course, the principle of free thinking reminds us that we should always remain open 
to potential new evidence and that we should never absolutely reject a certain idea. Even 
seemingly self-evident ideas, such as the assumption that something cannot be simultaneously 
present in two locations, sometimes turn out to be incorrect—as illustrated by the quantum 
phenomenon of non-locality. Yet in practice, thinking is strongly biased towards endorsing 
appealing ideas and dismissing unappealing ones.  
 The above criteria checklist is useful in countering this bias by making it easy to recog-
nize such appealing ideas. The ones you should be most suspicious about are ideas that are 
strong on the subjective and intersubjective criteria, but not on the objective criteria. These are 
the kind of ideas that propagate easily, even when the evidence is weak or negative. Therefore, 
you are likely to encounter these ideas again and again, and to hear them confirmed by many 
people. A good rule of thumb is that if two ideas are about equally common, but one is more 
appealing than the other, then it is the non-appealing one that is likely to have most evidence 
behind it—simply because otherwise it could not have survived the competition with the more 
appealing one. Therefore, it would be a safer bet to trust the less appealing one and be skeptical 
about the other one.  
 Unfalsifiable or self-confirming ideas, which produce their own evidence (Heylighen & 
Chielens, 2009), in particular should be scrutinized. An example is a conspiracy theory that 
reinterprets the apparent lack of evidence for the conspiracy as evidence for the fact that the 
conspirators are very powerful and motivated to suppress all evidence. The principle can be 
illustrated by conspiracy theories according to which the virus that produced the COVID-19 
pandemic was willfully engineered by some powerful agent (e.g. the CIA, the Chinese gov-
ernment, the pharmaceutical industry, ...) in order to advance some hidden agenda (e.g. sup-
press civil liberties, damage the Western nations, sell more vaccines, …). Note that such theo-
ries pretty well satisfy the SUCCES criteria: as an explanation of a very complex and confus-
ing situation they provide a Simple, Unexpected, Concrete and Emotional Story—albeit one 
that scores rather poorly on the Credibility criterion. But that is camouflaged by the self-
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confirming feature inherent in all conspiracy theories: of course, the CIA, Chinese govern-
ment… have destroyed all evidence of their criminal involvement! 
 We already referred to the many documented cognitive biases (Ariely, 2009; “List of 
Cognitive Biases,” 2020). These can further be used as a checklist of thinking steps that you 
need to be particularly critical about. For example, the confirmation bias notes that people tend 
to pay special attention to arguments that confirm their own ideas, while neglecting any coun-
terevidence. The optimism bias is that people tend to have a too rosy view of their own abilities 
to successfully achieve some goal. The paranoia bias notes that they tend to overestimate the 
risk of spectacular but rare dangers, such as murders, plane crashes or terrorist attacks 
(Haselton & Nettle, 2006). (Note that the paranoia bias is another reason for the success of 
conspiracy theories.)  
 The critical stance means that you should actively seek counterevidence and question 
your assumptions if you want to make sure that your idea is a really good one. Perhaps the 
simplest and most general method to deal with various biases is to play devil's advocate: try to 
think of as many arguments as possible for why your idea would be wrong, would not work in 
practice, or would have more negative than positive consequences. Imagine that you are your 
own opponent, and make it a sport to find holes in your reasoning up to now.  
 But of course, the point is not to be just critical, cynical, or negative, but to recognize, 
examine and understand the weak spots. That allows you to concretely address them, rethink-
ing your idea, and thus making it even stronger. But do not worry if you cannot resolve all 
problems: no solution is ever perfect or beyond criticism. The aim is that your idea should be at 
least as good as its rivals, or plausibly addresses an issue that its rivals as yet cannot deal with. 

 

Integrating ideas 

Integration is the phase of combining several more local or limited ideas into a larger whole, 
such as a theory, plan, or design. Such a broad conceptual scheme has wider applications, takes 
more aspects of the situation into account, and explains a wider range of phenomena. It is 
therefore intrinsically more valuable. 
 One method of integration is abstraction: noting similarities between at first sight 
different ideas, extracting the pattern they have in common, and thus clustering these items into 
an encompassing category. This reduces apparently disconnected ideas to special cases of a 
more general scheme, while suggesting further ideas that fit in that same category. For exam-
ple, Newton’s great insight was that the apple that falls from a tree and the planet that orbits the 
sun are subject to the same kind of attractive force, which he called “gravity”. That concept of 
gravity could now also be used to explain the trajectory of a cannon ball, a comet, or a satellite.  
 Another integration strategy is to make connections between at first sight independent 
ideas, resolving any apparent gaps or inconsistencies, and thus increasing the coherence be-
tween your different thoughts. Ideally, this allows you to find synergies, in which one idea 
supports, complements, extends or amplifies another one, thus making the whole more compel-
ling than the sum of its parts. For example, when thinking about how to get people efficiently 
from one destination to another in the city, you can start by listing different elements or aspects 
of the issue, such as cars, buses, trains, roads, and sidewalks. But when reflecting deeper, you 
notice the connections: people who take a train need to get to the tracks by walking, and to the 
station by car or bus. But that requires a parking place near the station, and a safe walkway 
from the parking into the station. Thus, you may start to develop a more encompassing scheme 
listing the interconnections between these distinct elements. 
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 Chunking is a general method to reduce cognitive complexity (Gobet et al., 2001), and 
thus make ideas more manageable for thought processes. It works by designating an assembly 
of connected ideas with a single label. That turns it into a single item or “chunk” of infor-
mation. This is much easier to keep in working memory than the list of all separate items. For 
example, you could chunk the assembly {cars, trucks, buses, bicycles, trains, …} by recogniz-
ing all these items as instances of the overarching category of artifacts that are used to transport 
people, and then label that category with the word “vehicles”. You can further integrate the 
concept of vehicles with different, but connected concepts, such as roads, parking places and 
traffic regulations, into the overarching concept of “transport system”.  
 Such labels reduce clusters of similar items or complexes of distinct but interconnected 
items to single chunks. These can now be combined with other chunks to produce clusters of 
clusters or complexes of complexes, which are again chunked into single items. For example, 
the chunked concept of “vehicle” can be combined with the concepts of “driver” and “energy 
source” to explore what is needed for vehicles to keep moving. Or the concept of “transport 
system” can be combined with the concepts of “economic system” and “communication sys-
tem” to understand the network of material and informational flows within a country.  
 This is the base of what is called systems thinking (Weinberg, 2001). The underlying 
philosophy is that you should not investigate some phenomenon, such as a vehicle, as if it were 
an independent “thing”. Instead, you should see it as a system consisting of interconnected 
parts, such as engine, wheels, frame, steering wheel, etc. These parts are systems themselves 
and are therefore called “subsystems”. The system “vehicle” on the other hand is connected to 
other systems, such as roads and drivers, thus being encompassed in a larger whole, which is 
called the “supersystem”. Thus, each system can be situated at a particular level of a hierarchy 
of complexity, which extends downwards to the subsystems at the level below and upwards, to 
the supersystems at the level above.  
 Systems thinking further focuses on the connections or couplings between components. 
Each system has an input of incoming matter, energy or information that affect it, and an 
output of outgoing influences or resources by which it affects the rest of the world. Two sys-
tems are coupled when output from the one functions as input for the other, or if both systems 
share some of their input and/or output. For example, buses and trains are coupled because 
some of the passengers getting out of the buses will head to enter a train, while both will re-
ceive passengers that arrived on foot. 

Coupled systems are mutually dependent: affecting the one tends to affect the other, 
depending on the type of coupling. These couplings can be positive (increasing the output of 
the one will increase the output of the other one), or negative (increasing the output of the one 
will decrease the output of other). For example, more passengers on the bus route that goes to 
the station will lead to more passengers that take the train. On the other hand, more passengers 
taking the bus that follows the same route as the train will normally lead to fewer passengers 
on the train. If you draw the network of positive and negative dependencies between subsys-
tems, you get a large-scale overview of the dynamics of the overall system. This allows you to 
quickly pinpoint potential bottlenecks or problems. This modeling method is called systems 
dynamics (Sterman, 2000).  
 To truly understand the emergence and evolution of systems we moreover need com-
plexity thinking (Gershenson & Heylighen, 2005; Sterman, 2000). Complex systems are typi-
cally non-linear: minute causes can have huge consequences (the “butterfly” effect). That 
makes them intrinsically unpredictable. Vice versa, large causes can have little or no effects, 
because the system suppresses any deviations from its equilibrium state. Moreover, systems 
tend to be directly or indirectly coupled to themselves via positive (amplifying) or negative 
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(damping) feedback loops. The different couplings form complicated networks in which some 
regions or nodes are more densely connected, and others more sparsely. Out of the interaction 
between all these systems, higher order configurations with emergent properties tend to self-
organize.  
 
 

Externalizing ideas 

The simplest way to overcome the limitations of memory and deal with increasingly complex 
schemes is to register ideas in external memories, such as documents, models or maps. This 
implements the principle of the extended mind (Clark & Chalmers, 1998; Dror & Harnad, 
2008): you can support thinking inside the brain by storing and processing ideas in some 
physical medium outside the brain. That makes it less likely that you would forget potentially 
important aspects. Moreover, such external representation makes it easier for you to carefully 
examine, organize and recombine the different components or aspects of an idea, thus making 
structures and connections apparent that you had not yet thought of. 
 The most traditional method of externalization is taking notes: simply writing down 
every interesting idea you have, no matter where or when. For example, Darwin kept extensive 
notebooks all during his life, thus keeping track of several different lines of investigation in 
parallel. When he then wanted to elaborate his emerging theories in a book, he had all the 
relevant ideas and observations at hand. A disadvantage of keeping notes on paper is that it 
may be difficult to retrieve specific ideas if they are buried among a lot of material. The benefit 
of keeping notes on a smartphone or computer is that they can be searched. But even then, a 
particular search term can appear in lots of places, none of which contains the particular idea 
you were looking for. It is important to reread old notes from time to time. This not only re-
minds you of good ideas, but may trigger new ones, e.g. when you revisit an old idea in a new 
context, or after you have learned relevant material that may help you to elaborate it.  
 
Concept maps, mind maps and outlines 

Another classic thinking tool can be found in different types of drawings, sketches, or dia-
grams. These allow you to visualize the connections between ideas. A commonly used format 
is a concept map (Davies, 2011). This is a graphical representation of the network of associa-
tions between concepts, similar to the ones depicted in earlier sections (Figs. 3-4). It uses a 
combination of words and spatial arrangement (nodes and links). However, in practice this is 
not as useful as it may seem. That is because as concept maps become more detailed, they start 
to resemble a spaghetti of entangled links, so that it becomes difficult to keep an overview. The 
method will work better by using concept-mapping applications on computer that keep track of 
everything, that can automatically reposition nodes and links across the space to reduce clutter 
and that allow you to zoom in on parts of the network. Such applications also make it easy to 
rearrange the network or to find specific terms. 
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Figure 6: two structurally equivalent external representations of some of the ideas in this paper, re-
spectively an outline with subsequent, indented lines to indicate order and hierarchical level, and a 
mind map with nodes representing concepts and links representing hierarchical dependencies. The 
mind map may appear more intuitive and aesthetic, but the outline is easier for adding as yet un-
structured ideas (just start typing a new line) and arranging them (just drag and drop the line wher-
ever it seems to fit best). 

 
 In my personal experience, the most practical format to jot down ideas is an outline. 
This arranges ideas in a tree structure that is both hierarchical (whole to part) and sequential 
(first to last). The structure is similar to the table of contents of a book, with chapters, sections 
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and subsections as hierarchical levels, and the order of the chapters as the sequential arrange-
ment. It is also similar to the one of a system with its subsystems and sub-subsystems. At first 
sight, this seems less flexible than a non-hierarchical concept map. But in practice, it can deal 
much better with complex arrangements, especially if you use dedicated “outliner” software 
(Hershey, 1991).  
 A mind map is a graphical depiction of such a hierarchical structure, resembling a 
concept map, but now centered on one concept to which the other concepts are subordinated 
(Davies, 2011).  This reduces clutter and keeps the mind focused on the central issue. Some 
applications can represent the same material either in the form of a mind map or in the form of 
an outline, with the central node of the mind map equivalent to the top node or parent node in 
the outline, and the “child” nodes as branching out from the parent node (see Fig. 6). Though 
the structures are equivalent, such different visualizations may trigger different associations.  
 Such computer applications were formerly called idea processors, and the original one 
that inspired the later ones was aptly named “ThinkTank” (Hershey, 1991). That term actually 
provides a clearer image of how to use outliner applications than the image most people have 
of an outline, as merely a table of contents for some longer text to be written. In contrast to a 
typically rigid table of contents, the ideas you initially jot down in your outliner can be as yet 
wholly free and unstructured. You just write one word or line of text in telegram style for each 
idea or element of an idea that you have about the subject. You then start “processing” the list 
of notes by grouping related or similar ideas together under higher order topics (parent nodes), 
and by rearranging them according to the most logical or intuitive order. Thus, the initially 
messy output of your “brainstorm” starts to reveal non-obvious categories, analogies and 
relationships.  
 The advantage of an outliner is that it makes it easy to continue adding, ordering and 
reordering ideas without messing up the structure that is already there: you can just drag and 
drop lines with ideas moving them from one section to another, perhaps more appropriate one. 
You can also promote them to a higher hierarchical level if they turn out to be more general or 
more encompassing or demote them to a lower one if they turn out to be merely a special case 
or a minor aspect. Another useful feature is that the less important components at the lower 
levels normally can be “collapsed” out of view, so that you keep an overview of how the most 
important ideas are related without getting drowned in detail. Thus, you avoid the “spaghetti” 
problem of a concept map with too many nodes and connections. 
 A more structured form of externalized thought is what scientists and engineers call a 
model. This is a typically more complex representation that expresses the mutual dependencies 
between the elements of your conceptual scheme, using a form isomorphic to the system under 
consideration. Examples of models for the representation of concretely realizable ideas are 
blueprints, maps, maquettes, clay models, or prototypes. More abstract conceptual schemes can 
be represented by computer simulations or mathematical models. The latter typically contain 
equations that express the precise relationships between the variables that represent the distinc-
tions in your scheme. The method of systems dynamics (Sterman, 2000) allows you to elabo-
rate a concept-map-like network of positive and negative relationship between concepts into a 
full mathematical model of how a complex system may evolve, which can then be explored by 
computer simulation. 
 
Interactions between internal and external  

A very useful concept to help us understand the creative use of externalization is stigmergy. 
This as yet little-known term is derived from the Greek words “stigma” (mark) and “ergon” 
(work) (Heylighen, 2016; Parunak, 2006). It expresses the notion that the work that has been 
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done leaves an observable mark in some external medium (e.g. a notebook or computer file), 
but in such a way that observing this mark incites further work. In other words, the mark or 
trace left by your work challenges you to improve on what is already there. For example, 
studying your notes, concept maps or outlines makes you think of further ideas, which you then 
again add to the notes, map or outline. Similarly, looking at a drawing may inspire you to 
refine, correct or extend the design. Thus, a stigmergic medium stimulates you (and others) to 
continue building further on what is already there. Thus, it provides a very effective method to 
bypass the limitations on (internal) memory that make it difficult to sustain a complex train of 
thought (Heylighen & Vidal, 2008). Moreover, the additions and edits that become observable 
in the mark provide concrete feedback to the creator, who now perceives better what works and 
what does not work out well. 
 Another form of interaction between abstract ideas and physical activity can be found 
in situated and embodied thinking (Heylighen & Vidal, 2008). This goes back to the origin of 
thinking as the process of sense-making that connects perception with action. You can only be 
sure that you have truly grasped a situation if by acting in that situation you are able to produce 
the outcomes you desire. To do that, you need a body with its sensory organs to perceive and 
muscles, joints and tendons to act, and thus physically execute your idea. Because our brain 
has evolved to coordinate such physical activities, we have an extremely refined sensory-motor 
understanding of objects, spatial arrangements, physical processes and movements. This intui-
tive grasp relies on both instincts and the myriad experiences we have had since infancy. 
“Embodied” activities, such as manipulating, modeling, drawing, walking, acting or dancing, 
harness these deep intuitions about how objects and people behave in space, while providing 
very fine-grained feedback. Therefore, they stimulate, inspire and clarify our abstract thinking 
(Root-Bernstein & Root-Bernstein, 2013; Lakoff & Johnson, 2008). 
 An additional benefit of stigmergy and embodiment is that the combination of perceiv-
able challenges and continuous feedback facilitates the achievement of flow. Flow is a mental 
state in which you are so completely focused on the task that you forget all other worries or 
distractions, while advancing quickly and efficiently towards your goal (Csikszentmihalyi, 
1997; Heylighen & Vidal, 2008). Flow is commonly experienced by artists, designers and 
scientists who are completely immersed in their work. It was studied by the psychologist 
Csikszentmihalyi as one of the drivers of creativity.  
 

Implementing and testing ideas 

The last phase of thinking is to gather feedback from the real world, not just from its 
stigmergic representation. That allows you to check to what degree the idea works in practice. 
For a scientist, it is essential to compare the model's predictions with the actual situation by 
doing experiments. Testing is also an essential part of design thinking, where it is important to 
experiment with a provisional design, thus getting feedback on whether an idea works as 
expected. A classic method is rapid prototyping: build some rudimentary implementation to 
get a feel of how it works before you finalize the plans. If it does not work as desired, you need 
to get “back to the drawing board”, and rethink essential aspects. But that is much easier if all 
the details have not been elaborated yet, and the design is still simple and adaptable. Thus, 
prototyping profits from stigmergy (Dejonghe et al., 2011). 
 The last stage is to turn an idea or prototype into an innovation, i.e. a concrete applica-
tion that is effectively used by a wide range of people. The many complications that accompa-
ny that process fall outside the scope of this paper. Still, we may conclude our journey by 
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sketching a perhaps idealized sequence of the different phases that would lead from initial 
thought to practical realization:  

Ø Intuition: having an as yet vague feeling or sense about how something could work 
Ø Conceptualization: formulating the idea more explicitly by subdividing it into concepts 

connected in particular ways  
Ø Formalization: defining the concepts and their connections more precisely and unam-

biguously, so that you can critically examine the overall idea, and communicate it to 
others 

Ø Planning: exteriorizing this formal idea in a project, scheme or procedure which lists 
the necessary steps for realizing it 

Ø Design: writing down the scheme in a more precise program or blueprint including the 
concrete details necessary to get it to work 

Ø Implementation: realizing the design as a concrete system, such as a computer applica-
tion, book, artwork, technology, enterprise, policy, social movement... 

Ø Application: having the system be used by different people in a variety of situations, so 
you can see how it functions in the real world 

Ø Feedback: carefully observing the effects you did not foresee, and going back to the 
previous stages to further improve the idea/design by correcting for undesired effects 
and enhancing desired ones 

 

Conclusion 

This paper has proposed an introduction to a wide variety of theories and practices that cover 
both the process of thinking as it happens in the brain, and the diverse methods and tools 
intended to make such thinking more effective. That literature is not only very extensive, but 
often fragmented and incoherent, proposing a panoply of at first sight very different under-
standings of what (effective) thinking is.  
 Therefore, I started from the elements that appear most fundamental to the functioning 
of our nervous system: distinctions, i.e. the categories (A, B, C…) that we perceive or con-
ceive, and connections, i.e. the associations (A ® B) we make between categories. The sim-
plest thinking step, or “inference”, consists in the following of such an associative link: consid-
ering A makes you think of B. More complex thinking processes consist of long, branching 
chains of such associative inferences. They evoke a broad range of both sharp and fuzzy dis-
tinctions. The ones that are sufficiently explicit to be consciously examined, expressed and 
recalled are what we called concepts. An idea can be defined as a meaningful combination of 
concepts. Thinking can then be seen as an exploration of the space of possible combinations so 
as to hopefully come up with a “good” idea, i.e. an idea that deepens your understanding, 
answers some question, or suggests a practical application.  It can be either directed at solving 
a particular problem, or freely following any association that seems interesting. 
 This perspective immediately points to some major impediments to effective thinking. 
First, because of the combinatorial explosion in search paths, the number of potential combina-
tions is much too large to be systematically explored. That means that we need heuristics, or 
more generally constraints, that minimize the need for search by pointing in the directions most 
likely to lead to interesting results. The associations our brain has learned from experience are 
such directions. These associations are created and reinforced by the co-activation of the 
concepts they connect. The more often we make a particular association, the more often they 
get co-activated, and the stronger the association becomes. Therefore, the associations that our 
thinking follows tend to be self-reinforcing, getting eroded so deeply that it becomes very hard 
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to deviate from that path and think differently. Moreover, these learned preconceptions are 
complemented by instinctive heuristics known as cognitive biases, which similarly tend to 
preclude potentially important reflections, while focusing too strongly on salient or emotional-
ly charged ideas. Finally, our thinking is limited by the very small number of concepts we can 
simultaneously hold in our working memory, making it difficult to reflect about complex 
issues with many components.  
 A variety of thinking tools and methods has been proposed to overcome these limita-
tions. The memory limits can be addressed by externalizing thinking, i.e. storing and pro-
cessing ideas outside the brain. Useful tools here are notebooks, mind mapping software, 
outliners, models and prototypes. Another fundamental method is to chunk complexes of 
related concepts into a single more encompassing category or system. Several of these can in 
turn be chunked into even higher-order concepts, thus producing a hierarchy of interconnected 
conceptual systems and subsystems. This approach is known as systems thinking. The tendency 
to get stuck in a rut can be combated by methods that stimulate lateral thinking, i.e. moving 
sideways, away from worn-out paths of associations. These include consulting a variety of 
sources, brainstorming, random words, checklists, mindfulness, analogies, and breaks. Biases 
that lead us to quickly adopt intuitively appealing ideas without sufficient evidence must be 
balanced by critical thinking, making us question every aspect of such apparently good ideas. 
This is important especially for ideas that score well on the subjective and intersubjective 
criteria, such as simplicity, emotional impact, tradition, or popularity, but not on the objective 
criteria, such as agreement with evidence or logical consistency.  
 Both cognitive theory and practical experience suggest that a judicious application of 
these methods will effectively improve the quality of our thinking and the resulting ideas. I 
hope that the reader will be inspired to further investigate and apply some of these methods and 
tools, and thus become better armed to tackle the complex challenges of contemporary society.  
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