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Abstract

Title - Analysis of Phase-Locked Loops using the Best Linear Approximation

Author - Dries Peumans

Master’s degree - Electronics and Information Technology Engineering

Academic year - 2014-2015

Abstract - The phase-locked loop is the beating heart of every modern wireless communication

system by providing the local oscillator function in transceivers. Although, the phase-locked

loop is omnipresent in the current information age, the design and realisation of such a loop

remain challenging tasks. Therefore, the presented work concentrates on one specific aspect: the

creation of an identification framework which analyses the nonlinear behaviour of the phase-

locked loop. For this purpose, the best linear approximation is used to pinpoint the dominant

sources of nonlinear distortion. By incorporating the knowledge of the sources of nonlinearity

in the design stage, the overall nonlinear behaviour of the system can be reduced, resulting in

high-performance phase-locked loops. In this dissertation, the succeeding advancements have

been realised:

• Decomposition of the proposed phase-locked loop architecture in its basic building blocks,

which allows to describe its behaviour in the phase domain by a linear model.

• Creation and validation of a simulation setup using Matlab and Simulink.

• Development and implementation of a closed loop identification scheme, by introducing

the best linear approximation in the phase domain. Also, a study is conducted to verify

whether the proposed methods function as expected.

• Application of the developed identification framework on the complete phase-locked loop.

Index terms - Best linear approximation, frequency domain identification, nonlinear distortions,

phase-locked loop, phase noise.





Samenvatting

Titel - Analyse van Phase-Locked Loops met behulp van de Beste Lineaire Benadering

Auteur - Dries Peumans

Academische graad - Ingenieurswetenschappen: Elektronica en Informatietechnologie

Academiejaar - 2014-2015

Abstract - De phase-locked loop is het kloppend hart van alle hedendaagse draadloze communi-

catiesystemen gezien het de lokale oscillator functionaliteit voorziet. Alhoewel de phase-locked

loop alomtegenwoordig is in het huidige informatietijdperk, zijn het ontwerp en de realisatie

ervan nog steeds een uitdaging. Daarom zal dit werk zich op één specifiek aspect richten: de

ontwikkeling van een identificatie framewerk dat toelaat om het niet-lineaire gedrag van de phase-

locked loop te analyseren. De beste lineaire benadering zal gebruikt worden om de oorsprong van

de niet-lineaire distortie te lokaliseren. Door de opgedane kennis te integreren in de ontwikkel-

ingsfase, kan het niet-lineaire gedrag van het systeem verkleind worden zodat hoogperformante

phase-locked loops kunnen ontstaan. In deze thesis werden de volgende stappen verwezenlijkt:

• De ontbinding van de vooropgestelde phase-locked loop architectuur in zijn fundamentele

bouwstenen laat toe het gedrag in het fasedomein te beschrijven aan de hand van een

lineair model.

• Realisatie en validatie van een simulatie setup in Matlab en Simulink.

• Ontwikkeling en implementatie van een identificatieschema dat gebaseerd is op de invoer-

ing van de beste lineaire benadering in het fasedomein. Er werd bovendien nagegaan of de

voorgestelde methodes functioneerden als verwacht.

• Toepassing van het ontwikkelde identificatie framewerk op de volledige phase-locked loop.

Indextermen - Beste lineaire benadering, identificatie in het frequentiedomein, niet-lineaire

distortie, phase-locked loop, faseruis.





Résumé

Titre - Analyse des Boucles à Phase Asservie en utilisant la Meilleure Approximation Linéaire

Auteur - Dries Peumans

Grade universitaire - Ingénieur Civil en Électronique et Technologies de l’Information

Année académique - 2014-2015

Résumé - La boucle à phase asservie, ou encore boucle à verrouillage de phase, est au cœur

de tous les systèmes de communication sans fil modernes en assurant la fonction d’oscillateur

local dans les émetteurs-récepteurs. Bien que la boucle à phase asservie soit omniprésente

dans l’ère de l’information actuelle, la conception et la réalisation d’un tel montage représentent

encore un véritable défi. Par conséquent, le présent travail porte sur un aspect en particulier: la

création d’un cadre d’identification qui analyse le comportement non-linéaire d’une boucle à

phase asservie. Dans ce but, la meilleure approximation linéaire est utilisée de façon à ce que

les sources dominantes de distorsion non-linéaire puissent être identifiées. En incorporant la

connaissance de ces sources dans la phase de conception, le comportement non-linéaire global

du système peut être réduit. Des boucles à phase asservie de haute performance peuvent ainsi

être créées. Dans ce mémoire, les avancements suivants ont été réalisés:

• La décomposition de l’architecture proposée d’une boucle à phase asservie en ses com-

posantes de base, permettant de décrire son comportement dans le domaine fréquentiel

au moyen d’un modèle linéaire.

• La création et la validation d’une simulation utilisant Matlab et Simulink.

• Le développement et l’implémentation d’un schéma d’identification en boucle fermée,

introduisant la meilleure approximation linéaire dans le domaine fréquentiel. Une étude est

également réalisée pour vérifier si les méthodes proposées fonctionnaient comme attendu.

• L’application du cadre d’identification sur une boucle à phase asservie complète.

Mots-clés - Meilleure approximation linéaire, identification dans le domaine fréquentiel, distor-

sions non-linéaires, boucle à phase asservie, boucle à verrouillage de phase, bruit de phase.





Contents

Nomenclature iii

1 Introduction 1

2 Phase-Locked Loops 3

2.1 Working Principle . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3

2.2 Introducing Phase of Signals . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

2.3 Behavioural Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

2.4 Phase Detector . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

2.5 Loop Filter . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

3 Matlab & Simulink Simulation Setup 13

3.1 Loop Parameters . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

3.2 Simulation Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14

3.3 Validation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

4 Development of an Identification Framework 19

4.1 Multisines and Phase Noise . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19

4.1.1 Implementation using Simulink . . . . . . . . . . . . . . . . . . . . . . . . . . 21

4.1.2 Generation using Matlab . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24

4.2 Best Linear Approximation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26

4.3 General Principle . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27

4.4 Open Loop Study . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

4.4.1 Phase-Frequency Detector . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31

4.4.2 VCO . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35

5 Closing the Loop 41

5.1 Simulation Parameters . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

5.2 Analysis of the Simulation Outcome . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43

5.3 Extraction of the BLA and Distortions . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

5.4 Introducing Non-Idealities in the CP . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

6 Conclusions 51

Bibliography 53

i





Nomenclature

BLA Best Linear Approximation

BW Bandwidth

CP Charge Pump

DFT Discrete Fourier Transform

DIV Frequency Divider

IFFT Inverse Fast Fourier Transform

LF Loop Filter

LTI Linear Time-Invariant

MISO Multiple Input, Single Output

ODE Ordinary Differential Equation

PD Phase Detector

PFD Phase-Frequency Detector

PISPO Period In, Same Period Out

PLL Phase-Locked Loop

PSD Power Spectral Density

PWM Pulse-Width Modulation

RMS Root Mean Square

RPM Random Phase Multisine

TF Transfer Function

VCO Voltage-Controlled Oscillator

ZOH Zero-Order Hold

iii





1. Introduction

The design and realisation of a Phase-Locked Loop (PLL) has become increasingly more complex

due to the neverending demand for higher integration levels of wireless communication systems.

A direct consequence of this evolution is that it becomes more and more difficult to meet the

stringent constraints imposed on the spectral purity of the PLL. In order to fulfill these demanding

specifications, a method should be devised which is able to locate the components which restrict

the performance of the system.

For this purpose, the Best Linear Approximation (BLA) was introduced in the field of system

identification. Not only does it provide, like the name suggests, a linear approximation of the

system, but it also gives an indication about its nonlinear behaviour.

The main purpose of this work is to use the BLA in order to pinpoint the dominant sources of

nonlinear distortion inside the PLL.

To gain insight in the functioning of the PLL, the second chapter discusses the basic principle,

theory and mathematical description of the PLL. The basic building blocks of the architecture

proposed in [3] are also handled. This chapter further shows that one of the most essential

differences between the PLL and traditional systems is, that its behaviour can be linearised, under

certain conditions, i.e. if the phase of its input and output signal are used as loop variables.

This observation allows to describe the PLL with a closed loop, behavioural model in the phase

domain.

In the third chapter, a simulation framework is constructed which serves as the foundation for the

remaining of the dissertation. The loop filter is designed so that sufficiently high gain and phase

margin could be obtained. Finally, the proposed simulation setup was thoroughly validated, such

that errors due to simulation pitfalls could be avoided.

The fourth chapter is entirely dedicated to the development and implementation of the iden-

tification framework. In order to retrieve an idea about the nonlinear behaviour of the PLL, a

distortion analysis, which makes use of the BLA, is exploited. So-called random phase multisines

are used as excitation signal. A whole section is devoted to the introduction and implementation

of these multisines in the phase domain. Afterwards, the closed loop identification scheme and

the method to retrieve the BLA is explained. Finally, the phase-frequency detector and the voltage

controlled oscillator are studied in open loop to verify the proposed identification scheme.

To conclude this work, the loop is closed and the analysis of the whole architecture is performed.

Additionally, non-idealities are introduced in the charge pump and the resulting nonlinear be-

haviour is analysed.

In a final chapter, some general conclusions drawn from this work and remaining challenges are

presented.
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2. Phase-Locked Loops

In literature, an abundance of good books and papers are available on phase-locked loop theory. It

is not the intention of this chapter to compete with them in this field. However, an introduction on

phase-locked loops is required to highlight certain aspects which will be exploited in succeeding

chapters.

A vast amount of different architectures and implementations, which all have their individual

peculiarities, were introduced and developed throughout the PLL’s history. Luckily, system-level

models exist which enable to, independent of the realisation, describe the behaviour of the PLL.

This chapter proposes such a behavioural model and their introduced assumptions. The notion of

phase noise in non-ideal oscillators plays an important role in the establishment of these models.

Also, from all the available PLL implementations one is selected which will serve as the foundation

for the remainder of the dissertation.

2.1 Working Principle

The prime purpose of a phase-locked loop is to synthesize a periodic signal whose frequency can

be accurately controlled. A PLL achieves this behaviour by matching the phase and frequency

of its internal oscillator to the reference input signal (see Figure 2.1). Essentially, its operation

is based on a feedback system which is sensitive to the phase difference between the input and

feedback signal.

REF OUT

FEEDBACK

Figure 2.1 High-level principle schematic of the PLL.
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Most contemporary PLL architectures consist of four different basic building blocks, all combined

in a feedback configuration (see Figure 2.2):

• Voltage-controlled oscillator (VCO)

The tracking behaviour of the PLL is achieved by using an internal (high-frequency), sinu-

soidal oscillator, which adapts its instantaneous angular frequency ωvco depending on the

applied input voltage v vco
i n (K H z

vco represents the VCO gain in Hz/V):

fvco = K H z
vco v vco

i n (2.1)

• Phase detector (PFD + CP)

This component compares the phase/frequency of the digital reference signal with the

digital feedback signal at certain time instances (rising or falling edge of the input signals).

The Phase-Frequency Detector (PFD) will, depending on the phase error’s sign, instruct

the VCO with its up/down digital outputs to accordingly change its oscillating frequency.

Pulse-width modulation (PWM) techniques are used to encode the magnitude op the phase

error (see Section 2.4 for a more detailed explanation). Afterwards, the Charge Pump (CP)

converts the information, contained in the pulse widths of the input signals, to current

pulses, which will be pumped into or out of the loop filter.

While the PFD is able to properly handle phase and frequency differences, numerous other

implementations of the phase detector exist (e.g. mixers and XOR). Unfortunately, these

phase detectors mostly require additional hardware for the frequency tracking.

• Digital frequency divider (DIV)

Generally, an integer-N frequency divider can be integrated into the feedback loop. The

divider produces a low-frequency, digital replica of the high-frequency VCO signal such

that the following frequency relation holds true: fvco = N fdi v . The loop operation ensures

that the VCO adapts its oscillation frequency until fr e f and fdi v become equal in phase and

frequency. If the aforementioned condition is satisfied, the PLL is in the so-called locked

state.

• Loop filter (LF)

A low-pass, analog loop filter is required to convert the current pulses of the CP into a

control voltage for the VCO, to guarantee closed-loop stability, and to shape the transient

response of the PLL.

The actual implementation of the above described high-level components depends on the type of

application in mind and the associated requirements. This dissertation will focus on a particular

implementation of the so-called mixed-signal PLL [3], which exploits the benefits of both the

analog and digital world. In contrast to a fully digital PLL, which are mostly used to generate

clock signals inside digital circuitry, the mixed-signal PLL enables to produce high frequency

(GHz) analog signals with a high accuracy and precision while exploiting the benefits of a digital

baseband signal processing core. Before defining the linear phase domain model of the PLL, the

notion of instantaneous phase and phase noise of an oscillator is introduced.
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CPPFD LF

VCO

DIV

up

dnref

div

cp lf
vco

Figure 2.2 Schematic overview of the considered PLL architecture. In this dissertation, the italic
scripted text will be used as naming convention for representing the various signals.

2.2 Introducing Phase of Signals

Instantaneous phase and amplitude are important concepts in signal processing applications

which require any kind of modulation. In order to introduce these two concepts, consider the real

signal x(t ):

x(t ) = a(t )cos(ψ(t )) (2.2)

where a(t) and ψ(t) represent, respectively, the instantaneous amplitude and instantaneous

phase of the signal x(t). Retrieving an unambiguous definition of these two properties which

relates the signal x(t ) with its uniquely defined instantaneous amplitude a(t ) and instantaneous

phase ψ(t ) using the relationship in Eq. 2.2 is complicated [8].

However, if purely phase-modulated signals are considered (constant instantaneous amplitude),

it can be theoretically proven that, under certain constraints, the instantaneous phase contains

all the phase information [8]. For this purpose, consider the sinusoidal signal generated by a

non-ideal oscillator which is subjected to random phase fluctuations caused by noise and intrinsic

nonlinear behaviour:

y(t ) = Ac cos(ωc t +ϕ(t )) (2.3)

where y(t ) is the output of the oscillator, Ac is the constant peak amplitude, ωc is the carrier its

angular frequency and ϕ(t ) represents the phase noise, i.e. the random phase fluctuations.

It has been theoretically deduced in [8] that ωc t +ϕ(t) cannot be generally taken equal to the

instantaneous phase of the signal y(t ). Nevertheless, if ωc is sufficiently large, ϕ(t ) is bandlimited

and |ϕ(t )| << 1 then ωc t +ϕ(t ) becomes the instantaneous phase of cos(ωc t +ϕ(t )) [10].
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Although phase noise was introduced in the time domain, it is more common to use a frequency

domain representation. For this purpose, the one-sided power spectral density (PSD), normalised

to the carrier, Sϕ(∆ f ) of the random phase fluctuations ϕ(t ) is considered.

Observe that in the frequency domain definition, the frequency offset ∆ f relative to the carrier

frequency fc is used instead of the absolute frequency f (see Figure 2.3).

Many engineering applications however prefer to use the quantity L (∆ f ) defined as:

L (∆ f ) = 1

2
Sϕ(∆ f ) (2.4)

Phase noise is usually expressed in dBc/Hz and it represents the one-sideband noise power

relative to the carrier in a 1 Hz bandwidth (BW) centered around a particular frequency offset ∆ f

from the carrier fc . This quantity can be easily deduced from L (∆ f ) using:

10log10(L (∆ f )) (2.5)

f0 f

Δf

Δf

ℒ(Δf)

0

Figure 2.3 Frequency domain representation of a non-ideal oscillator (left) and derived phase
noise L characteristic in function of the frequency offset ∆ f (right).

Although the instantaneous phase of a signal is extensively used when developing the behavioural

model, the knowledge of how to derive the instantaneous frequency is imperative in the under-

standing of the VCO. The instantaneous frequency of the signal x(t) in Eq. 2.2 is defined as the

scaled derivative of the instantaneous phase:

f (t ) = 1

2π

dψ(t )

dt
(2.6)

In order to avoid confusion in the remainder of the text, a signal naming convention for the

different descriptions of the same signal x has been introduced in Figure 2.4.
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Figure 2.4 Illustration of the relations between the different representations of the same signal x.
The Laplace transform is represented by the operator L{•} with the Laplace variable s.

2.3 Behavioural Model

Fundamentally, the operation of the PLL can be considered strongly nonlinear, especially during

the lock-in process. Although nonlinear behaviour is inherently present in the system, the

question is whether it is possible to come up with a linear, behavioural model which is adequate

to represent the entire functionality of the PLL?

Common sense dictates that it is unthinkable to demand such flexibility from a linear model.

This is true if the simulation would be performed in the conventional voltage or current domain.

However, if the phase of the signals is considered, it is reasonable to linearise the PLL’s operation

in order to use classical control theory concepts in the design of the PLL. The phase domain

model will be deduced under the following conditions:

• The PLL operates under steady-state

The acquisition, which locks the VCO on the proper frequency, is a strongly nonlinear

process. Hence, it would be impossible to incorporate that behaviour in a linear model.

Therefore, only the steady-state response, after locking of the PLL, is considered.

• Phase differences at the PD are small

The phase difference between reference signal and divider output is theoretically zero

when the PLL has reached its steady-state. In practice, external disturbances, noise and

imperfections in the basic building blocks can result in unwanted phase deviations. Like

any linearisation, the linear model can only handle small phase excursions in order to

retrieve a reliable approximation.

By considering the phase of the reference, divider and VCO time domain signal, the linear model

in Figure 2.5 can be exploited. The behavioural phase domain model presented in Figure 2.5

yields the same structure as the PLL architecture in Figure 2.2, with the difference that all the

components are substituted with their equivalent linearised model. The remainder of this section

will focus on discussing how the linearisation was performed for the various components.
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F(s) Kvco
1
s

Kpd+
-

1/N

VCO
LF

PD

DIV

Figure 2.5 Linear, behavioural model of the PLL in the Laplace domain with the Laplace variable
s. Kpd and Kvco represent, respectively, the PD gain (A/rad) and the VCO gain (rad/(Vs)). F(s) is
the loop filter impedance and has the units ofΩ.

The phase detector operates, independently of the implementation, on the phase difference

between its two input signals. Mathematically, its behaviour can be described with the following

input-output relationship:

iout ,PD (t ) = Kpd (ϕr e f (t )−ϕdi v (t )) (2.7)

where Kpd is the phase detector gain expressed in A/rad.

Afterwards, the LF impedance will convert the current output of the CP to a voltage input vi n

for the VCO. This loop filter impedance F(s) can be straightforwardly included since it is already

described by means of a linear transfer function. The VCO generates a sinusoidal signal which its

instantaneous angular frequency ω is proportional to the applied input input voltage vi n :

x(t ) = sin(ω(vi n)t +φ0) (2.8)

where φ0 represents the initial, constant phase of the oscillator. In general, the relationship

between ω and vi n is nonlinear. Nevertheless, a linearisation with a Taylor series expansion can

be performed around the free-running angular frequency ωc (vi n = 0):

ω(vi n) =ω(0)+ dω

dvi n

∣∣∣∣
vi n=0

vi n +O(v2
i n) ≃ω(0)+Kvco vi n (2.9)

where Kvco is the VCO gain, expressed in rad/(Vs). When modelling the VCO, an integrator has

to be included due to the relation between the instantaneous frequency and phase depicted in

Eq. 2.6. The linearisation and extraction of the accompanying gain for the PD and VCO has been

showcased in Figure 2.6.

The divider provides a frequency division of the VCO output by N. Since the instantaneous angular

frequency is the derivative of the phase, an identical division operation can be applied. Hence,

the divider can be modelled by a gain which is equal to 1/N .
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(a) Input-output characteristic of PFD and CP. (b) Input-output characteristic of VCO.

Figure 2.6 Linearisation of the input-output relationship of the PD and VCO around its steady-
state operating point yields the coefficients Kpd and Kvco . The overlined quantity iout ,PD is used
to indicate that only the average value of the signal is considered.

D Q

CLK

RST

ref

1

D Q

CLK

RST

div

1

up

dn

VDD

cpDELAY

CPPFD

Figure 2.7 Proposed implementation of the phase detector, which is composed of the PFD (left)
and CP (right).
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2.4 Phase Detector

Measuring precisely the phase difference between two input signals can become involved, depend-

ing on the phase and frequency behaviour that is demanded from the specifications. However, in

this dissertation, the choice has been made to perform the phase detection in the digital domain

using a sampling phase detector, which is only updated once (or twice) per reference period. The

PFD, mentioned in Sec. 2.1 is a popular implementation of the sampling phase detector and is

extensively used since it distinguishes both phase and frequency differences between the input

signals.

Figure 2.7 shows the actual realisation of the PFD by means of an asynchronous sequential circuit.

The functioning of the PFD when the PLL is in lock ( fr e f = fdi v ) has been displayed in Figure 2.8a.

Depending on which input signal arrives first, the associated up or down output will generate a

pulse width which is equal to the time difference between the two inputs.

If the PLL is no longer in the locked state, e.g. fr e f > fdi v , much more positive edge transitions

of the reference signal will occur relative to the divider signal. This behaviour causes the PFD to

exclusively generate up pulses until fdi v becomes equal to fr e f as is illustrated in Figure 2.8b.

ref

div

up

dn

(a) fr e f = fdi v

ref

div

up

dn

(b) fr e f > fdi v

Figure 2.8 Comparison between the operation of the PFD when the frequency of the inputs is
changed. If a delay is inserted in the PFD, the red pulses have to be added to the output.

The PWM output information conveyed in the up and down pulses of the PFD are well-suited to

be converted into a continuous signal by the CP. The most elemental realisation of this component

causes, by accordingly enabling or disabling switches, a positive or negative current flow towards

the LF (see Figure 2.7).



2.5 Loop Filter 11

Figure 2.9 Illustration of the so-called deadzone around the origin if no delay would be inserted
in Figure 2.7.

As a final remark, the presence of the delay line in the return path of the PFD is justified. If the

delay element is absent in the PFD, simultaneous arrival of the inputs (zero phase error) would

not generate any output and the CP would be in a high-impedance state. This high-impedance

state results in a deadzone (see Figure 2.9) since for small phase deviations the PFD would not

respond immediately. Linearisation around the origin produces a PD gain which is equal to zero

and results in the opening of the closed-loop system, which causes temporal drift of the PLL. The

added delay element generates equal up and down pulses when the PLL is in lock and thus avoids

the crossover distortion.

2.5 Loop Filter

The design of the loop filter is essential for the operation of the whole PLL. The filter topology

and accompanying circuit values have to be meticulously selected such that the, occasionally

conflicting, requirements can be satisfied. These requirements involve mostly the wanted settling

time and the unwanted phase noise which is induced by the resistors and amplifier present in the

filter.

For this purpose, plenty filter topologies exist, both passive and active, which all have their own

benefits and drawbacks. In this dissertation, the filter topology shown in Figure 2.10 will be

used [3].

The introduction of the zero in the filter is necessary to guarantee stability whenever the feedback

loop would be closed. The loop filter impedance adds an additional integrator, on top of the one

introduced by the VCO, such that the CP current can be converted to a voltage. The addition of a

low frequent zero will ensure that the open-loop gain has a high enough phase at its crossover

frequency ( fco). Furthermore, one pole is included to provide acceptable attenuation of the

frequency components greater than fco .
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Cp1

CzRz

Iin
Rp2

Cp2

Vout

Figure 2.10 Active low-pass filter topology proposed in [3]. The filter introduces one zero (Rz , Cz )
and two poles (Cp1, Cp2, Rp2).



3. Matlab & Simulink Simulation Setup

Throughout the years, a myriad number of different simulation techniques were developed in

order to theoretically mimic the PLL’s behaviour. As may be expected, every approach has its

advantages and disadvantages and is specifically made to highlight certain aspects of the PLL.

System-level simulation techniques using Simulink will be exploited, since the purpose is to

develop an identification scheme which extracts information about the PLL, regardless of the

underlying implementation of the various components.

First, the behavioural model introduced in the preceding chapter is used to determine the optimal

values for the filter’s components. Once these parameters are obtained, the simulation architec-

ture in Simulink can be established. Of course, no simulation setup should be blindly trusted.

Therefore, the obtained framework is validated in the end to ensure proper operation.

3.1 Loop Parameters

Prior to defining the simulation setup, the value of certain loop parameters (see Figure 2.5) should

be specified. These parameters will be used throughout the entire dissertation and are listed in

Table 3.1.

Property Value Units Description

fr e f 100 MHz Reference frequency

Icp 1 µA CP current

Kpd
Icp

2π A/rad PD gain

Kvco 2π 400 Mrad/(Vs) VCO gain

N 18 - Division ratio

Table 3.1 Specified loop parameters.

Not only the above-mentioned parameters had to be determined, also the components in the

considered loop filter topology (see Figure 2.10) should be carefully chosen. The LF has been

designed such that the crossover frequency of the open-loop transfer function (TF) is located at 1

MHz. In this way, sufficient attenuation of the reference frequency at the input of the VCO can be

provided. Also, the zero and pole locations should be meticulously chosen such that satisfactory

gain and phase margins can be obtained. The resulting open-loop transfer function is shown in

Figure 3.1.

13
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(a) Amplitude response.
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(b) Phase response.

Figure 3.1 Amplitude and phase response of the open-loop TF. The crossover frequency is ap-
proximately located at 1 MHz. The gain and phase margin are, respectively, equal to -21.4 dB and
57.6°.

3.2 Simulation Setup

The objective of this section is to introduce how the PLL can be simulated using Simulink and

Matlab. Simulink enables to perform system-level simulations in a block diagram oriented

environment. The graphical interface permits to conveniently construct the desired simulation

framework which has more or less the same architecture as in Figure 2.2.

In a first stage, all the components of which the PLL consists of (see Section 2.1) had to be replaced

by their equivalent Simulink model. Afterwards, all these block diagrams had to be correctly

combined such that the whole PLL functionality could be appropriately simulated.

The outcome of the above-mentioned design stages is depicted in Figure 3.2.

UP

DN

CP

CP

Continuous-Time
VCO

VCO

VCO

N

DIV

DIV

den(s)

num(s)

LF

REF

DIV

UP

DN

PFD

18

N

REF

Figure 3.2 Simulink block diagram of the PLL.
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Not all of the components had to be personally implemented, since Simulink has an extensive

library which realises most of the basic functionalities. For instance, the LF and VCO could be

straightforwardly included in the model.

The LF is realised by means of a continuous-time transfer function which only requires the

knowledge of the TF’s numerator and denominator coefficients. These coefficients are obtained

from the filter design in Section 3.1.

Internally, the continuous-time VCO block is described by the following mathematical input-

output relationship:

y(t ) = Ac cos(2π fc t +Kvco

∫ t

0
vi n(t )d t +ϕ0) (3.1)

where vi n(t) and y(t) represent, respectively, the input and output time domain signal, Ac the

output amplitude, fc the free-running frequency and ϕ0 the initial phase.

The remaining components (PFD, CP and DIV) are realised by constructing subsystems for which

the Simulink diagrams are shown in Figure 3.3.

Nearly an exact replica of the PFD diagram shown in Figure 2.7 is obtained in the simulation

software. The difference lies in the addition of boolean-to-double typecasting blocks which are

required to eliminate data type mismatches between succeeding blocks.

The conversion of the PWM data to current pulses, in the CP, is performed by multiplying the

PFD outputs with the wanted output current Icp (see 2.7). Additionally, current mismatch gains

and an asymmetric delay between the up/down output were included to incorporate non-ideal

behaviour.

A generic frequency divider was constructed such that the subsystem did not have to be altered if

the division number N was modified. For this purpose, a counter and J-K flip-flop were used. The

counter is triggered on both the rising and falling edges of the digitised VCO signal and generates

a pulse whenever N/2 flanks have occurred. If a pulse is generated, the J-K flip-flop consequently

toggles its output such that in total a frequency division by N is obtained.

3.3 Validation

Before an identification scheme can be developed, the simulation framework should be validated.

In this way, the simulation framework can be excluded as the origin of trouble if possible future

shortcomings would occur during the identification stage.

In order to examine the validity of the simulation software, a time domain (transient) analysis is

performed. Both the step response of the PLL, after applying a phase step to the reference signal,

and the frequency content of the steady-state VCO signal are inspected (see Figure 3.4).

From Figure 3.4 it can be deduced that if the PLL is locked, a spectrally pure frequency response

is obtained (other frequency components well below -200 dB due to the simulation accuracy).

Moreover, the step response of the LF output indicates that the locked state has been reached

after approximately 2 µs.
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(a) Phase-frequency detector.

(b) Charge pump.

(c) Frequency divider.

Figure 3.3 Simulink block diagrams of the PFD, CP and DIV occurring in Figure 3.2.
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Remark also that, during the transition period, the retrieved step response deviates from the one

predicted by the linear model. Not only is compression visible, but also a small-scale fluctuating

behaviour around the nominal value is present due to feedthrough of the reference clock (100

MHz). These observations clearly indicate that inherently nonlinear behaviour is present in the

PLL which cannot be described by the linear model. Fortunately, the dynamic behaviour, i.e. the

settling time, predicted by the linear model is not affected by the nonlinear distortions. Hence,

usage of the behavioural model still makes sense.

(a) Transient response LF output. (b) Frequency spectrum VCO output (steady-state).

Figure 3.4 Validation of the simulation framework. Figure (a) is the result of applying a phase
step of π/2 to the reference signal. The blue solid line represents the response retrieved from the
simulation setup and the black dotted line is the response predicted by the linear model.

Finally, the importance of choosing the correct numerical method to solve the set of ordinary

differential equations (ODE) is illustrated.

Simulink provides the possibility to choose among different types of ODE solvers which are all

developed to function properly in certain circumstances. Since the identification procedure

will be performed in the frequency domain, it is mandatory to have a fixed time step between

consecutive samples. Variable-step solvers have the advantage of reducing the simulation time

when digital circuitry has to be simulated, but make conversion to the frequency domain difficult.

The remainder of the dissertation therefore considers only fixed-step time solvers for the identifi-

cation requirements. The simulations in Figure 3.4 were performed using the Bogacki-Shampine

method and a sampling frequency of 1011 Hz was used. This sampling frequency had to be chosen

large enough such that aliasing of the VCO output could be avoided and no distortions due to the

limited precision of the ODE solver were introduced .

Nevertheless, even if the proper sampling frequency was selected, the influence of the ODE solver

on the simulation outcome should always be checked. Figure 3.5 shows what could happen to the

steady-state VCO output if an erroneous solver (Dormand-Prince RK8) would be selected. Clearly

the VCO does not oscillate at one single frequency but contains a lot of distortion in its frequency

spectrum.
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This deviating behaviour is caused by the solver which becomes unstable due to the s-plane to

z-plane mapping of the used integration method [12]. Increasing the sampling frequency by

a factor five did not resolve the unstable behaviour which indicates that this solver becomes

unstable when an oscillator is present in the system.
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Figure 3.5 Frequency content of the steady-state VCO output signal if an erroneous ODE solver
has been chosen.



4. Development of an Identification
Framework

Engineers like models. Models provide the tools that are needed, in an attempt to capture the

world around them. Linear models are used everywhere in engineering applications, but they

have one main drawback: almost all systems are nonlinear. Fortunately, the error that is made in

most applications by using a linear approximation of the nonlinear system is negligible.

But what if the system, like the PLL, is inherently nonlinear? Does it then still make sense to use a

linear, behavioural model to describe the system?

The BLA was introduced to formulate an answer on these two essential questions. Not only does

it provide an estimate, in least square sense, of the dynamics, it also gives an indication about the

nonlinear distortions present in the system. In this way, the validity of the linear model can be

assessed.

The BLA is a signal-dependent estimate. In order to retrieve an approximation which can be used

in real-life applications, real-life signals should be used during the estimation. This chapter will

start with an introduction to the so-called multisine excitation signals. Additionally, a lot of effort

was put into bringing together the earlier discussed concept of phase noise, the multisine signal

and the Simulink/Matlab simulation software.

Afterwards, the underlying theoretical framework of the BLA is discussed by using a frequency

domain formalism. These concepts are then further on exploited to discover an equivalence be-

tween the general closed loop identification scheme and the earlier introduced PLL architecture.

Also the method to extract the BLA from the simulated data will be elaborated on.

Finally, an open loop case study of the PFD and VCO is performed. The reason for this analysis is

two-fold. The first being that the proposed method for the BLA extraction could be verified on

these open loop structures before examining the more difficult closed loop problem. Secondly,

some important conclusions concerning the nonlinear behaviour of these components could be

made.

4.1 Multisines and Phase Noise

The selection of a proper excitation signal is an important aspect in the identification procedure.

Especially, considering that the BLA is dependent on the propability density function of the

excitation (see Section 4.2). In this dissertation, the choice has been made to work with Gaussian-

like excitations.

19
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More specifically, random phase multisines (RPM) with a user-defined amplitude spectrum are

considered:

u(t ) =
F∑

k=1

Akp
F

cos(2πk f0t +ϕk ) (4.1)

where F represents the number of frequency harmonics which are incorporated in the multisine

and f0 is the frequency resolution. The random phases ϕk are uniformly distributed over the

interval [0,2π) and independent of the frequency. The amplitude coefficients Ak can be freely

chosen.

Introducing the notion of random phase multisines in the voltage and current domain is a

common and straightforward practice in the field of frequency identification [9]. However, when

the phase of the signal is considered, the conventional methods have to be extended such that

the RPM and the previously introduced concept of oscillator phase noise can be combined.

For this purpose, consider an example of the discretised phase noise L (∆ f ) profile in Figure

4.1a. A discrete-time signal with the same phase noise profile will be generated. Assume that N

samples at a sampling frequency fs are considered. The frequency spacing between consecutive

excited frequencies then equals fs/N. In order to convert the one-sided PSD spectrum L to the

time domain, several scaling operations should be performed to obtain the amplitude for each

excited frequency.

Denormalisation of the power spectral density from unit bandwidth (dBc/Hz) to resolution

bandwidth (dBc) can be performed by multiplying the wanted phase noise profile with fs/N.

Furthermore, the IFFT operation introduces an additional scaling of 1/N which should be coun-

teracted.

(a) Phase noise profile L(∆ f ) (b) Digital clock with jitter

Figure 4.1 Illustration of multisines in the phase domain. The phase noise profile in (a) can be
converted to the equivalent time domain jitter δ(t ) in (b).
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After applying all the proper scaling factors, converting the power to amplitude and performing

the IFFT, the phase noise ϕ(t), expressed in radians, is obtained. The knowledge of ϕ(t) would

suffice if only sinusoidal signals would be treated. As already stated in Section 2.1, a square wave

signal is expected at the input of the PFD.

In digital communication systems, jitter describes the phase noise present in the digital signal [5].

Jitter represents the relative time deviation from the true presumed periodic signal (see Figure

4.1b).

This relative deviation can be extracted from ϕ(t ) using the following transformation:

δ(t ) = ϕ(t )

ω0
= ϕ(t )

2π
T0 (4.2)

where T0 represents the period of the reference periodic signal.

4.1.1 Implementation using Simulink

The knowledge of how to incorporate multisines in the phase domain can now be used to in-

troduce a Simulink block which realises a digital clock with the corresponding jitter. The block

diagram in Figure 4.2 is a popular Simulink implementation proposed by Matlab Central [4].

However, it will later on be demonstrated that the proposed Simulink block is not able to achieve

the wanted behaviour.

The suggested schematic generates a pulse train with a predefined amplitude A, period T and

pulse width P. The time instance on which the rising and falling edge occurs can be specified

relative to the internal simulation time (clock). Its working principle is based on the generation of

a triangular wave with period T from the free running simulation clock by the modulo operation.

Afterwards, by comparing this triangular wave with the extracted on-period, a pulse train with

correct pulse width and period can be obtained. The jitter is included by subtracting the wanted

time deviation from the simulation time. If the result of the latter operation is larger than zero,

the constructed pulse train gets transferred to the output.

To confirm whether the block functioned as expected, two kind of experiments were performed.

First, the behaviour for constant jitter values was empirically inspected by looking at the time

offset between the rising edges of the considered pulse train and the reference clock (no jitter

applied). This initial analysis had a positive outcome. In a next step, the response of the pulse

generator to a multisine constructed jitter signal had to be checked. To that end an open loop

simulation comprising only of the PFD was established (see Figure 4.3). The aim of the simulation

is to investigate whether the response of the PFD is symmetric towards the applied input phase

difference.

Therefore, an ideal and jitter modulated clock are used as, respectively, the reference and divider

input of the PFD. The jitter input is a low-frequency signal which presumes that at each time step

a period Tr e f of the pulse generator has occurred.
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Figure 4.2 Proposed Simulink block diagram of a pulse generator with the possibility to apply
jitter.

Figure 4.3 Simulation setup used to analyse the functioning of the pulse generator.
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In order to provide a transition from this low-frequency signal to the actual used simulation time

step the ZOH with a sample interval of Tr e f had to be included.

Furthermore, due to the asynchronous behaviour of the PFD, the initial conditions of the consid-

ered inputs have to be taken into account such that no additional, unwanted simulation glitches

are introduced. A drawback of the previously suggested pulse generator is that it starts with the

rising edge of the pulse train. Hence, the possibility exists that the initial rising edge is not en-

countered which results in an erroneous simulation output. In order to counteract this behaviour,

an enable input was added which assures that a zero input is applied before enabling the inputs.
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(a) Pulse generator simulation result
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(b) Self-implemented simulation result

Figure 4.4 Comparison between the applied phase difference (−) and the difference between
PFD its up and down output (green pulses). The staircase curve (−) is the result of quantising the
wanted phase difference (−) with respect to the used sampling time.

A sampling frequency fs equal to 1011 Hz and a 100 MHz pulse train (50 % pulse-width) were used

to perform the simulation. The time domain jitter signal is an odd RPM (only odd multiples of the

base frequency are excited) which consists of five equally spaced frequencies belonging to the

range [100 kHz, 1 MHz]. The phase noise for all excited frequencies was taken equal to -85 dBc/Hz.

The outcome of the discussed simulation setup can be found in Figure 4.4a. Closer inspection of

the zero-crossings in Figure 4.4a shows that there exists an asymmetry in the PFD output towards

the applied jitter input (−). For positive modulation inputs, the pulses (−) follow the input signal

precisely. Nevertheless, for small negative jitter deviations, it seems that a certain dead time exists

in which the PFD output fails to follow the jitter input.

This asymmetry cannot be caused by the functioning of the PFD since its architecture intrinsically

exhibits symmetry. It can be concluded that the pulse generator is not able to appropriately han-

dle small, negative jitter excursions. A possible explanation could be that the transient analysis

does not permit to define the rising edge in the past.
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4.1.2 Generation using Matlab

An attempt was made in the previous section to add time domain jitter to a digital clock using

Simulink. However, the proposed block diagram did not manage to produce satisfactory results,

which is why it was decided to substitute the Simulink block with a Matlab preprocessing stage.

The jitter addition is implemented in Matlab by quantising the wanted jitter signal. This quantisa-

tion with respect to the sampling time is unavoidable, since the rising edge cannot be manually

shifted with a non-integer multiple of the time step if transient-like simulation techniques are

used. Alternative simulation techniques (VHDL/Verilog, variable-step solver) exist which make it

possible to circumvent this quantisation by timing the moment on which the transition of the

square wave occurs. However, these techniques have difficulties to properly handle analog signals

and make identification in the frequency domain more difficult.

The drawback of the proposed technique is that not exactly the requested jitter signal is applied,

but a discretised approximated version of it, as is showcased in Figure 4.4b. Fortunately, the

undesirable asymmetry which was present in Figure 4.4a has been remedied.

The effect of the quantisation on the quality of the generated digital clock had to be analysed,

since the quantisation introduces distortions into the obtained phase noise. In order to verify

the severity of these distortions, the spectrum of a RPM modulated square-wave is theoretically

deduced such that a comparison between this spectrum and the one obtained with the quantised

RPM can be made. For this purpose, consider the Fourier series expansion of the square wave

carrier:

xc (t ) = 4

π

∞∑
k=1

sin(2π(2k −1) fc t +ϕ(t ))

(2k −1)
(4.3)

where fc represents the fundamental frequency of the carrier signal.

The carrier’s phase ϕ(t ) in (4.3) will be modulated with a multisine excitation:

ϕ(t ) =ϕ0 +RP M =ϕ0 +
F∑

p=1
ϕp sin(ωp t +φp ) (4.4)

where ϕ0 is the initial phase of the square wave, ϕp and φp represent, respectively, the maximal

phase deviation and random phase of the frequency component ωp belonging to the multisine

excitation. Without loss of generality, the remaining of the derivation assumes that the phase ϕ0

is equal to zero.

Combining (4.3) and (4.4) results in the complete expression for the jitter modulated square wave:

xP M (t ) = 4

π

∞∑
k=1

sin((2k −1)[ωc t +∑F
p=1ϕp sin(ωp t +φp )])

(2k −1)
(4.5)
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Eq. (4.5) can be simplified for the purpose of gaining intuitive insight in the mathematical

derivations. Therefore, the Jacobi-Anger identity can be exploited to decompose xP M in sinusoidal

functions [1]:

exp{ jϕp si n(ωp t +φp )} =
∞∑

n=−∞
Jn(ϕp )exp{ j n(ωp t +φp )} (4.6)

In the equation above Jn(ϕp ) represents the Bessel function of the first kind which takes the

maximal phase deviation of the modulating function as argument. Multiplication of both sides

in Eq. 4.6 with the complex carrier exp{ jωc t } and by only considering the imaginary part, the

succeeding relationship is obtained:

sin(ωc t +ϕp sin(ωp t +φp )) =
∞∑

n=−∞
Jn(ϕp )sin(ωc t +nωp t +nφp ) (4.7)

If a multisine excitation is used as modulating signal, the Jacobi-Anger identity in Eq. 4.6 can be

used to come up with a complete expression for the complex signal:

exp{ j (ωc t +
F∑

p=1
ϕp sin(ωp t +φp ))} = exp{ jωc t }

F∏
p=1

exp{ jϕp sin(ωp t +φp )}

= exp{ jωc t }
F∏

p=1

∞∑
np=−∞

Jnp (ϕp )exp{ j np (ωp t +ϕp )}

(4.8)

Finally, equations (4.5) and (4.8) can be combined such that the phase modulated square wave

can be fully decomposed into an infinite sum of sinusoidal functions:

xP M (t ) = 4

π

∞∑
k=1

1

(2k −1)

∞∑
n1

...
∞∑
nF

Jn1 ((2k −1)ϕ1) ... JnF ((2k −1)ϕF )

.
[
sin(ωc t +n1(ω1t +φ1)+ ...+nF (ωF t +φF ))

] (4.9)

This mathematical description can be used to verify the accuracy of the self-constructed ap-

proximation (see Figure 4.5). At the excited frequencies of the RPM, the error between the two

approaches is determined for two different sampling frequencies (1010 Hz and 1011 Hz). Compari-

son of these error levels shows that the error introduced, by using the quantised approximation,

diminishes when the sampling frequency is increased. Remarkably, energy is present at the

non-excited frequencies, even though the odd RPM, defined in the phase domain, did not have

these contributions. Also, a substantial difference between the theoretical prediction and the

implemented approximation can be detected at these non-excited frequencies. The rationale

behind this variation is that due to the finite approximation of the infinite sums in Eq. 4.8, not all

of the possible contributions could be accounted for.
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Figure 4.5 Spectral comparison between the self-generated digital signal (×) and the theoretical
result (◦) relative to the pulse frequency of 100 MHz. The error between both approaches at the
excited frequencies is shown for a sampling frequency of 1010 Hz (+) and 1011 Hz (�).

4.2 Best Linear Approximation

The classical linear time-invariant (LTI) system theory and its accompanying identification

schemes are well-established concepts inside the engineering community [9]. In most real-

life applications, these linear behavioural models provide satisfactory results. However, in some

cases the nonlinear distortion that is present in a system is significantly large such that it has to

be taken into account when modelling the system. The best linear approximation was introduced

for exactly this purpose. It provides a linear approximation GBL A in least square sense of the non-

linear system, which can be described in the frequency domain with the succeeding input-output

relationship (also see Figure 4.6):

Y (k) =GBL A( jωk )U (k)+Ys(k)+V (k) (4.10)

where U (k), Y (k) and V (k) are the discrete Fourier transform (DFT) of, respectively, the input,

output and random noise signal. The index k represents the k th multiple of the frequency res-

olution f0, used when performing the DFT. Obviously, due to the lack in flexibility of the linear

model, there are contributions (Ys) present in the output spectrum which cannot be described by

either the linear model GBL A or the noise V . These so-called stochastic nonlinear contributions

are dependent of the type of nonlinearity (even or odd) and are uncorrelated with, but not inde-

pendent of, the excitation signal.

Equally important as the principle of the BLA are the underlying, imposed assumptions for the

nonlinear system. It would be absurd to presume that the approximation would apply to an

arbitrary nonlinear system.
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NL
SYSTEM

Figure 4.6 An equivalence between a nonlinear system and its linear approximation can be
established using the BLA.

The system class has to be restricted to systems which obey the PISPO (Period In, Same Period

Out) principle. In practice, this constraint excludes chaotic systems or systems which generate

subharmonics or exhibit hysteresis.

Techniques to obtain a separation between the different contributions in the measured output

spectrum are extensively described in literature [9]. Basically, in order to extract GBL A and the

corresponding Ys , different phase realisations of the multisine, with constant amplitude spectrum,

are used to excite the system. Since the nonlinear behaviour differs from one phase realisation to

the other, this variation can be utilised to characterise Ys .

4.3 General Principle

Estimation of the BLA and the accompanying nonlinear distortions which are introduced by the

various basic building blocks of the PLL is not as unambiguous as in traditional identification

problems due to the different signal domains which are considered. The aim of this section is to

illustrate the similarities between the closed loop identification scheme used in [9] and the PLL

architecture depicted in Figure 2.2. Also, the technique to extract the BLA and Ys is explained

since it differs slightly from the conventional robust and fast method [9].

Identification of a system operating in closed loop can be proven to be as straightforward as in

the open loop case if the indirect method is used (see Figure 4.7):

GBL A( jωk ) = Syr ( jωk )

Sur ( jωk )
(4.11)

where Syr and Sur are, respectively, the cross-power spectra of the output and input towards the

applied reference (the expected value in S is taken with respect to the random phase realisation of

the reference).

An equivalence between the general identification scheme in Figure 4.7 and the PLL architecture

discussed in Section 2.1 can be established. The addition of an actuator block, which represents

the inserted distortion due to the earlier discussed quantisation of the jitter signal in Section 4.1,

permits to create a similar identification model for the PLL (see Figure 4.8).
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Actuator

Feedback

Figure 4.7 General schematic of a nonlinear plant operating within a feedback loop proposed
in [9]. R(k), U (k), Y (k) and Ys(k) represent, respectively, the DFT spectrum of the applied
reference, the observed input, the observed output and the stochastic nonlinear contributions.

The blue coloured components represent the transformations which are performed in Matlab

as a preprocessing stage for the Simulink model in Section 3.2. Furthermore, this figure shows

which quantities (voltage, current, phase) are considered as the input and output signals for the

identification stage afterwards.

As input signal, the wanted phase noise profile L in function of the frequency offset ∆ f is

considered. Afterwards the deduced time domain jitter will be quantised (ΦQ
r e f (∆ f )) and ap-

plied to a reference digital clock such that the high frequency reference oscillator is constructed

(Φr e f ( fr e f +∆ f )). For the study of the PFD, an additional signal diff has been defined which is the

result of taking the difference of the up and down output of the PFD.

PFD CP LF VCO

DIV

Figure 4.8 Schematic diagram of the PLL with the insertion of which frequency domain represen-
tation is used for the relevant signals following the naming convention in Figure 2.4. Blue and
black components are, respectively, implemented using Matlab and Simulink.
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Regarding the actual method used for estimating GBL A and Ys , notions introduced in both the

robust and fast method will be combined.

The robust method combines steady state measurements of multiple random phase realisations

to estimate GBL A and Ys at the excited frequencies only (see Figure 4.9). Correctly averaging of the

BLA over the periods and realisations results in, respectively, an estimate of the noise and total

(noise + nonlinear distortions) variance.

However, the goal of the identification procedure is not only to determine GBL A but also to retrieve

a distinction between odd and even distortions in the output spectrum. Therefore, concepts

introduced in the fast method are exploited to expand the robust method with the capability to

make this distinction.

Unlike the robust method, the fast method starts only from one phase realisation (M = 1) to

extract information about the nonlinear behaviour of the system. For this purpose, detection

lines (non-excited harmonics) in the excitation spectra are used. Additionally, the fast method

implements a correction in the output spectrum to account for the linear contribution of (small)

spectral input components at these detection lines. In this way, the distortions inherent to the

system itself can be extracted.

In this dissertation, the techniques introduced by the robust and fast method are combined.

As excitation signal, an odd random phase multisine is used (only odd harmonics of the base

frequency are excited). At the excited frequencies, the robust method is used to retrieve an

estimate of the BLA and the odd nonlinear distortions. No averaging over different periods is

required (P = 1) since no random noise is inserted by the simulation software. Energy present in

the output spectrum at the even detection lines provide a measure for the even nonlinearities.

Finally, a correction for the spectral impurities in the input spectrum is performed at both excited

and non-excited frequencies. A first step in the extraction of this corrected output spectrum

is to perform a linear interpolation of GBL A from the excited frequencies to the in-band, non-

excited frequencies. Afterwards, the following correction can be carried out for all the in-band

frequencies:

Yc (k) = Y (k)−GBL A( jωk )U (k) (4.12)

where Yc (k) represents the corrected output spectrum. The proposed method allows to fully

characterise the nonlinear behaviour of a system operating in both open and closed loop.

4.4 Open Loop Study

Prior to tackling the full-blown closed loop system, the response of several PLL components

was first studied independently in open loop. Especially the behaviour of the PFD and VCO was

investigated since the CP and LPF are, in the ideal case, entirely implemented as linearly behaving

blocks (see Chapter 3).
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Figure 4.9 Robust method for BLA estimation: P consecutive steady state periods to M inde-
pendent random phase realisations of the RPM are measured. Additional measurement time
at the start of each realisation has to be inserted to assure that no transients are present in the
measurement data.

PFD

0

Figure 4.10 Simulation diagram for the PFD in the open loop case. Before applying L (∆ f ) to the
PFD (black), the wanted profile is first quantised and then applied to a high frequency digital
clock (blue components).
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4.4.1 Phase-Frequency Detector

An exhaustive analysis of the PFD would require, due to the two inputs and outputs, to extend the

Single Input, Single Output (SISO) BLA introduced in Section 4.2 to the Multiple Input, Multiple

Output (MIMO) case. This MIMO extension can be avoided if the PFD is assumed to be symmet-

rical and the phase difference between the reference and divider signal is used as input for the

BLA estimation. Also, the two outputs can be converted into a single one by only considering the

difference between the two outputs. The rationale behind this latter reasoning is that the valuable

information coming from the PFD is contained in this derived quantity.

If symmetry is broken, the PFD would have different contributions from its inputs towards the

output. Measuring the output only would make it impossible to differentiate between the source

of these contributions.

The identification of the PFD is performed using the simulation schematic shown in Figure 4.10.

Again, the blue components represent the operations carried out with the help of Matlab and

the black components are realised by means of the Simulink model in Figure 3.3. The reference

and divider input of the PFD are both excited with a digital clock where only the reference input

is shaped by a time deviation jitter RPM. This RPM is constructed by taking into account the

properties listed in Table 4.1.

Component Property Value Units Description

PFD

fr e f 100 MHz Reference frequency

fdi v 100 MHz Divider frequency

∆T 1 ns Delay time

RPM

fr es 24.4 kHz Frequency resolution

fmi n 24.4 kHz Minimal frequency

fmax 1 MHz Maximal frequency

L (∆ f ) -85 dBc/Hz Uniform profile

T 1/ fr es s Period time

Simulink
fs 100 GHz Sampling frequency

M 10 - Number of phase realisations

P 1 - Number of periods

Table 4.1 Properties used for the open loop simulation of the PFD.
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With regard to the frequency resolution, it is preferred not to choose it too low such that the

simulation time can be retained to reasonable values. Concerning the robust method, 10 random

phase realisations are used to estimate the BLA and associated nonlinear distortions. It was also

necessary to include transient time such that the steady state response could be extracted. In this

specific case one period proved to be sufficient.

Figure 4.11 Input-output relationship of the quantisation block.

The resulting input spectrum Φ
Q
r e f (∆ f )−ΦQ

di v , output spectrum DIFF(∆ f ), corrected output

spectrum and the BLA are shown in Figure 4.12.

Observe that the input spectrum indeed contains the predicted nonlinear distortions due to

the quantisation of the RPM. This quantisation exhibits a purely odd nonlinear behaviour. The

even nonlinear distortions are not shown in the input spectrum since they were located -300

dB below the excited frequencies. The precision of Matlab is approximately equal to this -300

dB and thus it can be safely presumed that no even nonlinear distortions are introduced due

to the quantisation process. Intuitively, this behaviour can be explained by taking a look at the

quantisation input-output relationship, which is an entirely odd function (see Figure 4.11).

Closer inspection of the output spectrum in Figure 4.12b would suggest that the distortions

present in the PFD is dominantly odd. However, due to the parasitic odd nonlinear distortions

present in the input spectrum, wrong conclusions could be made about the intrinsic nonlinear

behaviour of the system. Linear compensation of the output spectrum generates the corrected

output spectrum in Figure 4.12c. This figure shows that the additional distortion created by the

PFD is dominantly even.

In a final stage, the BLA between the input and output was estimated (see Figure 4.12d). It can be

observed that the BLA does not exhibit any dynamic behaviour and that the standard deviation

on the estimate is fairly small (-150 dB at its maximum). As expected from the linear behavioural

model and confirmed by the BLA, a static gain is sufficient to model the PFD. The linear model

envisions that this gain is equal to 1/2π or -15.96 dB, which is precisely the value obtained with

the BLA.
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(a) Input spectrum
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(b) Output spectrum
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(c) Corrected output spectrum
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(d) BLA

Figure 4.12 The identification procedure yields the input spectrumΦ
Q
r e f (∆ f )−ΦQ

di v , the output
spectrum DIFF(∆ f ), the corrected output spectrum and the BLA of the PFD. An odd RPM was
used as the excitation signal. × : excited odd harmonics, ◦ : RMS of distortions at non-excited
even harmonics, ◦ : RMS of distortions at excited harmonics, ◦ : standard deviation at excited
harmonics, −− : prediction by linear model.
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Figure 4.13 Corrected output spectrum of the PFD for different RPM profiles. ∗, ◦ and � represent,
respectively, the nonlinear distortions induced by an excitation level of -88, -85 and -82 dBc/Hz.
×: excited odd harmonics for an input level of -85 dBc/Hz, blue: RMS of distortions at non-excited
even harmonics, red: RMS of distortions at excited harmonics.

An endeavour was undertaken in order to solve one meaningful question: why does the PFD

generate dominantly even distortions? The first reply which comes to mind is: could it be that the

delay element, which is present in the PFD, is responsible for this behaviour? Sadly, simulations

and logic reasoning point out that the delay cannot be found at fault.

Another simulation was set up in which ∆T from Table 4.1 was reduced with a factor 10. The

outcome of this simulation gave rise to the same levels of distortions present in Figure 4.12c. From

reasoning it can be deduced that there is no influence of the delay element on the used output

signal since this delay is equally present in the up and down pulses (see Figure 2.8a).

Unfortunately it was not possible to come up with a profound explanation for the distortion

present in the PFD.

A final analysis was performed in order to investigate how the PFD would react to differing RPM

phase noise amplitudes. For this purpose, the nominal phase noise value of -85 dBc/Hz was

increased and decreased by 3 dB. The effect of this variation on the distortions is shown in Figure

4.13. From this figure it can be concluded that the distortions behave in a way which is expected

for a 3th order polynomial nonlinearity. If the amplitude of the excitation is increased with 3 dB,

the even (2th order) and odd (3th order) distortions, respectively, increase with 6 dB and 9 dB.
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4.4.2 VCO

The open loop study of the VCO will show that its behaviour is not entirely linear, although it is im-

plemented using an ideal mathematical relationship (see Eq. 3.1). Theoretically, this statement is

supported by analysing the mathematical derivation of Section 4.1.2. The aforementioned section

introduced the Jacobi-Anger expression in order to convert the phase modulated sinusoidal signal

to a more intuitive description. Since the instantaneous frequency of the VCO is proportional to

the applied input voltage, the same derivation can be recycled to retrieve a frequency domain

description of the VCO. The only difference lies in the extra integration which has to be inserted

to convert the applied voltage to a phase modulated signal (see Eq. 3.1):

ϕ(t ) = ϕ0 +Kvco

∫ t

0
vi n(t )d t

= ϕ0 +Kvco

F∑
p=1

Ap

ωp
sin(ωp t +ϕp )

(4.13)

Eq. 4.13 shows that the additional integration results in the substitution ofϕp with the modulation

index Ap /ωp as the argument for the Bessel functions of the first kind in Eq. 4.6.

The theoretical derivation above was verified by a Simulink simulation which consisted exclusively

of the VCO. To perform this simulation, the properties in Table 4.2 were used. Comparing the

properties listed in Table 4.1 and 4.2, it can be observed that only the sampling frequency and the

amplitude spectrum of the RPM was adjusted. The sampling frequency had to be modified such

that an integer number of samples exactly made up one period of the VCO.

Component Property Value Units Description

VCO
f0 1.8 GHz Free-running frequency

Kvco 2π 400 Mrad/(Vs) Gain

RPM

fr es 24.4 kHz Frequency resolution

fmi n 24.4 kHz Minimum frequency

fmax 1 MHz Maximum frequency

RMS 10 µVrms Root mean square

T 1/ fr es s Period time

Simulink
fs 108 GHz Sampling frequency

M 10 - Number of phase realisations

P 1 - Number of periods

Table 4.2 Properties used for the open loop simulation of the VCO.
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(a) 10 µV RMS
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(b) 1 mV RMS

Figure 4.14 Spectral comparison between the theoretical and simulated VCO spectrum. ◦: theo-
retical, ×: simulated, ∗: error.
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The comparison between the theoretical and simulated spectrum of the VCO, in the voltage

domain, has been depicted in Figure 4.14a. This figure shows that a strong equivalence exists

between the two approaches, both at the excited and non-excited frequencies. Although no energy

is present in the RPM at the even frequencies, the VCO has contributions at these frequencies due

to its intrinsic nonlinear behaviour.

Attention has to be paid to the applied RMS value due to the relatively high gain of the VCO. If

excessively high RMS values would be selected, the distortions created by the VCO would become

dominant as is shown in Figure 4.14b. This figure shows that, due to the excessive distortions, it is

not even possible to distinct a dominant carrier frequency.
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Figure 4.15 Spline interpolated approximation of the transfer characteristic of the 1.8 GHz planar-
LC VCO proposed in [3].

The preceding paragraph demonstrated the nonlinear behaviour of the VCO. Introduction of the

previously established notions of the BLA should unquestionably show the presence of these

distortions. During the simulation set up, it was opted to consider the Simulink continuous-time

VCO, including a static nonlinearity which mimics the behaviour of a more realistic VCO. A gen-

uine transfer characteristic of a planar-LC VCO from Figure 5.13 in [3] has been used as reference.

The used static nonlinearity is a spline interpolated approximation of the reference curve and is

showcased in Figure 4.15. A spline interpolation, instead of a piecewise linear approximation, was

used such that continuity of the first and second derivative could be ensured. Implementation

of this additional nonlinear block in Simulink can be achieved by inserting a Matlab function in

front of the VCO which properly scales the input voltage as demonstrated in Figure 4.16.

Using the block diagram in this figure, a simulation was carried out with an odd RPM at the input

of the nonlinear block. The identification procedure uses IN, INNL and VCO as, respectively, the

reference, the input and the output signal. The derived input, output, corrected output spectrum

and the BLA are shown in Figure 4.17.
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VCO

RMS STATIC
NL

Figure 4.16 Schematic diagram of the open loop VCO simulation setup.

As anticipated, the input spectrum contains distortions due to the insertion of the aforementioned

static nonlinearity. From Figure 4.17a it can be concluded that this nonlinearity has a dominantly

even behaviour. Also, the level of these distortions is relatively small compared to the distortions

present in the output spectrum. This statement is confirmed by the observation that the output

spectrum is invariant to the applied correction for the input distortions.

Thus, it can be concluded that most of the nonlinearities present in the output spectrum are

originating from the VCO. Both even and odd distortions are equally present in the corrected

output spectrum and are due to the modulation with Bessel functions from Eq. 4.6.

Furthermore, a comparison between the BLA and the foreseen behaviour predicted by the linear

model has been produced (see Figure 4.17d). The behavioural model proposes as phase domain

VCO model an ideal integrator with a gain equal to Kvco . However, the identification was per-

formed using the frequency domain representation of the signals in question which results in the

addition of a factor 2 in the linear model as seen in Eq. 2.4.

From this figure it can be concluded that the linear model and the BLA of the VCO correspond.
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(a) Input spectrum
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(b) Output spectrum
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(c) Corrected output spectrum
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(d) BLA

Figure 4.17 Input spectrum INNL(∆ f ), output spectrum VCO( fvco +∆ f ), corrected output spec-
trum and BLA of the VCO resulting from the identification procedure. × : excited odd harmonics,
◦ : RMS of distortions at non-excited even harmonics, ◦ : RMS of distortions at excited harmonics,
◦ : standard deviation at excited harmonics, −− : prediction by linear model.





5. Closing the Loop

The identification framework introduced in the previous chapter was developed with the aim to

provide the desired tools to fully characterise the PLL. The objective of this chapter is to verify the

validity of the proposed closed loop identification scheme. Not only the BLA of the various PLL

components is analysed, but also a study of the nonlinear distortions, generated by each compo-

nent, is performed. Normally, this closed loop analysis should, by using the indirect method for

estimating the BLA, yield similar results as in the open loop case.

Before starting up the identification machinery, all the simulation parameters, introduced in

the earlier constructed PLL simulation framework from Chapter 3, are defined. Afterwards, an

extensive analysis of the obtained simulation outcome is carried out. This study extracts the

BLA and discusses the nonlinear behaviour of all the components occurring in the loop. Special

attention is paid to the curious interaction between the VCO and the frequency divider.

Finally, the effect of introducing non-idealities, like mismatch of the current sources and asym-

metric arrival of the PFD outputs in the CP, is examined.

5.1 Simulation Parameters

During the simulations, an abundance of properties had to be defined for the different com-

ponents incorporated in the PLL. Although most of them have already been described when

performing the open loop study in Section 4.4, some properties had to be inserted or adjusted

due to the increased complexity of the full-scale PLL (see Table 5.1).

For composing the PLL, three additional components (CP, LPF and DIV) had to be included. Only

the CP has two properties which were not yet actively used in the simulation setup: the current

mismatch and the asymmetric delay (see Figure 3.3). The current mismatch is introduced by,

respectively, increasing Iup and decreasing Idn with D/2. Also, an asymmetric delay equal to 1/ fs

has been included such that a delay of approximately 10 ps could be achieved.

Concerning the Simulink settings, the number of random phase realisations M has been decreased

to 5 and two periods for each phase realisation are calculated. The rationale behind the addition

of multiple periods per realisation is not to determine the noise variance, since no noise is added

in the simulation setup, but to acquire a measure for the simulation accuracy of the ODE solver.

41
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Component Property Value Units Description

PFD

fr e f 100 MHz Reference frequency

fdi v 100 MHz Divider frequency

∆T 1 ns Delay time

CP

Icp 1 µA Current gain

D 1 % Current mismatch

∆τ 9.26 ps Asymmetric delay

LPF

fco 1 MHz Crossover frequency

Mg ai n -21.4 dB Gain margin

Mphase 57.6 ° Phase margin

VCO
fc 1.8 GHz Free-running frequency

Kvco 2π 400 Mrad/(Vs) Gain

DIV N 18 - Division ratio

RPM

fr es 24.4 kHz Frequency resolution

fmi n 24.4 kHz Minimal frequency

fmax 1 MHz Maximal frequency

L (∆ f ) -85 dBc/Hz Uniform phase noise profile

Simulink

fs 108 GHz Sampling frequency

M 5 - Number of phase realisations

P 2 - Number of periods

T 20 fco s Transient time

Table 5.1 Properties used for the closed loop simulation of the PLL.
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5.2 Analysis of the Simulation Outcome

The aim of the closed loop simulations is to verify whether the earlier introduced concepts in the

preceding chapter are well suited for the identification of the whole PLL. Therefore, the simulation

schematic shown in Figure 4.7 will be used. Again, the system is excited with an odd RPM from

which the properties are listed in Table 5.1. In a first stage, the PLL was examined without taking

into account the non-idealities (mismatch and asymmetry) of the CP.

The primary thing that should always be done after performing a simulation for the first time

is to confirm if the obtained simulation outcome corresponds with what is anticipated. In the

case of the PLL, it was verified whether the time domain output of the LF coincided with the one

predicted by the linear model introduced in Section 2.3. Classical control theory concepts can be

used to deduce the transfer function from the reference input in the phase domain to the LF its

output in the time domain. Using the behavioural model schematic in Figure 2.5, the following

transfer function is obtained:

Φr e f

LF
= Kpd F (s)

1+ Kpd Kvco F (s)
N s

(5.1)

The comparison between the simulated LF output and the one retrieved by applying the transfer

function in Eq. 5.1 to the same phase domain reference signal can be found in Figure 5.1. This

figure shows a strong equivalence between both signals. Although both approaches show the

same general trend, it can be observed that the simulation outcome exhibits a fair amount of

distortion. These distortions are especially visible in the minima and maxima of the LF output.
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Figure 5.1 Emperical validation of the PLL simulation outcome, by analysing the correspondence
between the simulated (−) and the predicted (−−) LF output.
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In addition to the apparent distortions, attention should be paid to the order of magnitude of the

studied signal. From the simulated data, it has been deduced that the RMS value of the LF output

is approximately equal to 1.6 mV. Applying such a relatively large RMS value to the VCO induces a

substantial amount of distortion in the latter. This behaviour has already been observed in the

open loop study of the VCO in Section 4.4.2.

One would expect that, considering the extensive amount of distortions present in the VCO, that

the PLL simulation would not be able to generate appropriate results. However, due to the correct

correspondence between the linear model and the simulation outcome it has been concluded that

the PLL nevertheless allows to cope with these distortions. The logic behind these contradictory

observations can be explained by the signal domain which is considered for the study of the

VCO. If the voltage domain representation of the VCO is used, the relationship is indeed highly

nonlinear as was demonstrated in Section 4.4.2. By using the phase domain description of the

VCO, this excessive nonlinear behaviour should be remedied. Before elaborating on the behaviour

of the VCO and the frequency divider, the BLA and added distortions of the PFD, CP and LPF are

first discussed.

5.3 Extraction of the BLA and Distortions

The phase-frequency detector has already been extensively studied in section 4.4.1. Although

the identification of this component is now performed in closed loop, similar results should be

obtained concerning the nature of the nonlinearity. The earlier introduced identification scheme

in Figure 4.8 is verified by considering the input spectrumΦ
Q
r e f (∆ f )−ΦQ

di v (∆ f ), output spectrum

DIFF(∆ f ), corrected output spectrum and the BLA of the PFD, operating in closed loop (see

respectively Figures 5.2a to 5.2d).

The main difference between the simulation outcomes for the PFD in the open and closed loop

case, is that the closed loop input spectrum is shaped by the feedback operation at the excited

frequencies. This behaviour can be justified by taking a look at the general identification scheme

in Figure 4.7. By using the aforementioned identification scheme, it is possible to come up with

an expression for U (k) in function of R(k) and Y (k):

U (k) =Gact ( jωk )R(k)−G f b( jωk )Y (k) (5.2)

where Gact ( jωk ) and G f b( jωk ) represent respectively the actuator and feedback dynamics.

Analysing Eq. 5.2 shows that the input spectrum is not only a function of the actuator dynamics

Gact ( jωk ) but also of the other components which are part of the feedback loop.

Inspection of the input spectrum shows that a decent amount of, dominantly odd, distortions are

present. These distortions probably originate from the VCO and are fed back via the divider.
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(a) Input spectrum PFD
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(b) Output spectrum PFD

0 0.25 0.5 0.75 1

−200

−160

−120

−80

−40

∆ f [MHz]

A
m

p
li

tu
d

e
[d

B
]

(c) Corrected output spectrum PFD
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(d) BLA PFD
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(e) BLA CP
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(f ) BLA PFD

Figure 5.2 Meaningful spectra and BLAs used for the identification of the PFD, CP and LF in closed
loop. × : excited odd harmonics, ◦ : RMS of distortions at non-excited even harmonics, ◦ : RMS of
distortions at excited harmonics, ◦ : standard deviation at excited harmonics, −− : prediction by
linear model.
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The corrected output spectrum of the PFD (see Figure 5.2c) shows the distortions which are intrin-

sically generated by the system itself. In spite of the output spectrum indicating a dominantly odd

behaviour, the nature of the nonlinearity is however dominantly even as was already illustrated in

Section 4.4.1. Furthermore, the BLA of the PFD was determined to validate if the identification in

closed loop also yields the same result as the linear model. Figure 5.2d shows that the anticipated

static gain of 1/2π was indeed retrieved.

Additionally, the BLAs of the CP and LPF were extracted from the simulation data (see Figures

5.2e and 5.2f). In general, the CP should be identified with a Multiple Input, Single Output (MISO)

BLA since it has two inputs and only one output. The same reasoning as with the PFD in Section

4.4.1 can be used to replace the two inputs by their difference signal. When the SISO BLA of

the CP is considered, the linear model envisions a static gain equal to the charge pump current

Icp . Similarly, Figure 5.2f shows that the BLA estimate of the loop filter coincides with the one

predicted by the linear model. Since both components are implemented as linear Simulink blocks,

no nonlinear distortion is added to the output spectrum of the PFD.

The linear behaviour of the CP and LPF makes it possible to get a measure for the so-called

simulation noise. By averaging over consecutive periods, the influence of errors induced by the

simulation software can be quantified [6].

The result of this analysis is shown in Figures 5.2e and 5.2f by means of ◦. No simulation noise is

detected in the case of the CP, since the obtained variation is mainly due to the Matlab precision (-

300 dB). At some excited frequencies, where ◦ is missing, it is not even possible to find a difference

between consecutive periods. The LF on the other hand does exhibit simulation noise due to the

limited accuracy of the ODE solver. However, due to the high sampling frequency used during

the simulations, the influence of the simulation noise, which is -200 dB relative to the obtained

values, can be considered negligible.

As mentioned earlier in this section, the identification of the VCO will be challenging due to the

enormous amount of added distortion when the voltage domain representation is used. The only

way to diminish this distortion is by lowering the applied input amplitude. To do so, the reference

phase noise profile should also be decreased. Unfortunately, in order not to introduce too much

distortions during the quantisation step, the sampling frequency fs has to be increased as well.

By doing so, huge simulation times have to be taken into account and thus it was decided not to

touch the earlier defined simulation properties from Table 5.1.

Introducing the BLA for modelling the VCO does not make any sense since the nonlinear distor-

tions are too dominantly present. However, Figure 5.1 showed that, due to the difference between

the voltage and phase domain representation of the VCO, the nonlinear behaviour is constricted.

In order to examine this remarkable behaviour, it was then decided to produce a model which

combines both the VCO and the divider. Therefore, the corrected output spectrum and the BLA

between the VCO input (LF(∆ f )) and the divider output (ΦQ
r e f (∆ f )) has been extracted from the

simulation data (see Figures 5.3a and 5.3b).
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(a) Corrected output spectrum VCO + DIV
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(b) BLA VCO + DIV

Figure 5.3 Corrected output spectrum and the BLA when combining the VCO and divider.
× : excited odd harmonics, ◦ : RMS of distortions at non-excited even harmonics, ◦ : RMS of
distortions at excited harmonics, ◦ : standard deviation at excited harmonics, −− : prediction by
linear model.

These figures show that determining the BLA of the combined system does give sensible results.

From the corrected output spectrum it can be deduced that the odd and even nonlinearities

are equally present. Also, the estimated BLA coincides with the anticipated behavioural model

Kvco/(N s).

5.4 Introducing Non-Idealities in the CP

In the preceding section, an extensive analysis of the PLL was conducted. Although this study al-

ready provided a lot of insight in the nonlinear behaviour of the different components, it does not

take into account the influence of process variations in semiconductors. During the fabrication

process of integrated circuits, stochastic variations in the characteristics of the transistors (length,

width, threshold voltage ...) will occur [13]. These variations cause a deviation from the expected

nominal value and can result in severe performance degradations.

In order to study the effect of these variations on the performance of the PLL, two types of non-

idealities are introduced in the CP. First, a mismatch of 1 % of the nominal current Icp is applied

between the up and down current source of the CP. The second non-ideality analyses the effect of

inserting an asymmetric delay of 9.26 ps between the up and down output coming from the PFD

(see Figure 3.3).

In a first stage, the time-domain output of the CP was examined. Figures 5.4a and 5.4b show that

the asymmetry and mismatch have a completely different behaviour on the generated output.

The mismatch generates small current pulses, equal to the mismatch current, for the complete

length of the PFD delay time.
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Figure 5.4 Time-domain output of the CP when a mismatch and asymmetric delay are introduced.
−: ideal output, −: output added by the non-ideal behaviour.

While the asymmetric delay on the other hand produces current pulses with a time length equal

to the inserted delay. These observations intuitively show that the nonlinear behaviour should

differ between both non-idealities.

This statement was confirmed by extracting the output spectrum, the corrected output spectrum

and the BLA of the CP, operating in closed loop (see Figures 5.5a to 5.5f). Examination of the

output spectra (Figures 5.5a and 5.5b) and the corrected output spectra (Figures 5.5c and 5.5d)

reveals a dominant even nonlinear behaviour in both cases. Comparison of the two non-idealities,

shows that the mismatch introduces considerably more nonlinear distortions than the asymmetry.

Intuitively, this behaviour can be explained by recalling that the mismatch is active for a longer

period in time.

Finally, the BLA is extracted for both cases (see Figures 5.5e and 5.5f) and compared to the linear

model. Although, the uncertainty on the estimate, especially for lower frequencies, is increased,

the BLA and the linear model still coincide.
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(a) Output spectrum CP - Mismatch
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(b) Output spectrum CP - Asymmetry
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(c) Corrected output spectrum CP - Mismatch
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(d) Corrected output spectrum CP - Asymmetry
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(e) BLA CP - Mismatch
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(f ) BLA CP - Asymmetry

Figure 5.5 Output spectrum, corrected output spectrum and BLA of the CP when a current
mismatch of 1 % and an input asymmetry of 9.26 ps is introduced. × : excited odd harmonics, ◦ :
RMS of distortions at non-excited even harmonics, ◦ : RMS of distortions at excited harmonics, ◦ :
standard deviation at excited harmonics, −− : prediction by linear model.





6. Conclusions

In this dissertation, an identification framework for the nonlinear analysis of phase-locked loops

has been developed. The theoretical concepts, needed for a better understanding of the PLL, and

the considered architecture have been introduced in the second chapter. It has been demon-

strated that, by considering the phase of the signals, a more intuitive description of the behaviour

of the PLL can be obtained.

The third chapter devises a simulation framework in Simulink and Matlab which allows to perform

a transient analysis on the complete architecture.

A closed loop identification method was developed in chapter 4, which allows for the extraction

of the nonlinear distortions using multisine excitation signals. It has been demonstrated that the

implementation of these multisines in the phase domain is not as straightforward as it seems.

Also open loop case studies of the phase-frequency detector and the voltage controlled oscillator

have been performed. This analysis gave insight in the intrinsic nonlinear behaviour of these two

components. Especially, the VCO has shown to behave strongly nonlinear if too high RMS values

were applied.

In the last chapter, the proposed analysis was applied to the complete PLL architecture. During

this study, the voltage controlled oscillator proved to be the dominant source of nonlinear distor-

tions in the system. Luckily, due to the interaction between the VCO and the frequency divider,

the BLA of the two components combined could nevertheless be extracted. Also, non-idealities

were introduced in the CP such that the effect on the resulting nonlinear behaviour could be

studied.

A great deal of observations where made during the development of the identification framework

for the PLL. The most important messages to remember are:

• The identification of the PLL is most intuitively performed in the phase domain.

• A transient analysis is not the optimal method to describe phase domain signals, due to the

introduced quantisation with respect to the time step.

• The VCO, when considered in the voltage domain, is the prime source of nonlinear distor-

tions.

This work showed that the developed identification framework provides a promising design tool

for the nonlinear analysis of the phase-locked loop. Nevertheless, some aspects still require some

further research:

• A BLA-based Distortion Contribution Analysis can be performed to determine the contribu-

tions of the different sub-circuits to the total distortion of the PLL [2].
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• The excessive nonlinear distortions generated by the VCO could be avoided if the input

RMS value would be lowered. To accomplish this objective, the current simulation software

should be adapted such that the input phase RPM profile can be arbitrarily lowered without

a tremendous increase of the simulation time.

• The proposed method should also be validated by applying it to a realistic, transistor-level

design of a complete PLL. In Simulink, all the components are implemented as ideal blocks

such that the effect of non-ideal behaviour cannot be studied. However, a first step towards

characterisation of these non-idealities has been made in chapter 5.
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