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Abstract 

In today’s business environment, the trend towards more product variety and customization is unbroken. Due to this development, the need of 
agile and reconfigurable production systems emerged to cope with various products and product families. To design and optimize production
systems as well as to choose the optimal product matches, product analysis methods are needed. Indeed, most of the known methods aim to 
analyze a product or one product family on the physical level. Different product families, however, may differ largely in terms of the number and 
nature of components. This fact impedes an efficient comparison and choice of appropriate product family combinations for the production
system. A new methodology is proposed to analyze existing products in view of their functional and physical architecture. The aim is to cluster
these products in new assembly oriented product families for the optimization of existing assembly lines and the creation of future reconfigurable 
assembly systems. Based on Datum Flow Chain, the physical structure of the products is analyzed. Functional subassemblies are identified, and 
a functional analysis is performed. Moreover, a hybrid functional and physical architecture graph (HyFPAG) is the output which depicts the 
similarity between product families by providing design support to both, production system planners and product designers. An illustrative
example of a nail-clipper is used to explain the proposed methodology. An industrial case study on two product families of steering columns of 
thyssenkrupp Presta France is then carried out to give a first industrial evaluation of the proposed approach. 
© 2017 The Authors. Published by Elsevier B.V. 
Peer-review under responsibility of the scientific committee of the 28th CIRP Design Conference 2018. 
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1. Introduction 

Due to the fast development in the domain of 
communication and an ongoing trend of digitization and
digitalization, manufacturing enterprises are facing important
challenges in today’s market environments: a continuing
tendency towards reduction of product development times and
shortened product lifecycles. In addition, there is an increasing
demand of customization, being at the same time in a global 
competition with competitors all over the world. This trend, 
which is inducing the development from macro to micro 
markets, results in diminished lot sizes due to augmenting
product varieties (high-volume to low-volume production) [1]. 
To cope with this augmenting variety as well as to be able to
identify possible optimization potentials in the existing
production system, it is important to have a precise knowledge

of the product range and characteristics manufactured and/or 
assembled in this system. In this context, the main challenge in
modelling and analysis is now not only to cope with single 
products, a limited product range or existing product families,
but also to be able to analyze and to compare products to define
new product families. It can be observed that classical existing
product families are regrouped in function of clients or features.
However, assembly oriented product families are hardly to find. 

On the product family level, products differ mainly in two
main characteristics: (i) the number of components and (ii) the
type of components (e.g. mechanical, electrical, electronical). 

Classical methodologies considering mainly single products 
or solitary, already existing product families analyze the
product structure on a physical level (components level) which 
causes difficulties regarding an efficient definition and
comparison of different product families. Addressing this 
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Abstract 

In this work we propose a Reinforcement Learning approach for a real-world flexible job shop scheduling scenario, where a two-armed robot 
and a human operator share two workstations in order to assemble light switches. The approach returns a schedule of predefined assembly actions, 
taking into account given constraints specific to the scenario, such as which actions should precede others, which actions should occur together, 
or which actions should occur separately. In order to avoid collisions, the work area is divided into zones and all these constraints are taken into 
account by the algorithm in order to propose a schedule that optimizes the time it takes to prepare the customer orders. The approach that is taken 
is a reinforcement learning approach. There both arms and the operator are considered to be agents, and they learn from experience who should 
do which job best, taking into account the above mentioned constraints, as well as the estimated timings to execute the tasks. These estimated 
timings can be online updated, as well as their uncertainty. The experiments show that the proposed algorithm outperforms the currently used 
algorithm, which is a constraint solver, in terms of computation time and it is more user friendly with respect to expressing constraints. It also 
allows to take into account the uncertainty on the execution times of the tasks, and to add slack at critical timeslots, without unnecessarily 
increasing the makespan. Moreover, the algorithm allows to recompute an updated solution dynamically and efficiently when it turns out an 
action cannot be performed within the proposed time due to unexpected events. While we show the benefits in a scenario with a two-armed robot 
collaborating with a human for assembling light switches, the approach is relevant for many assembly tasks in the manufacturing industry where 
machines and human operators work together. 
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1. Introduction 

Scheduling problems can be found in every situation 
where a set of tasks has to be performed and these tasks 
require the allocation of resources to time slots. This is a 
common procedure that we often perform in our daily life, 
but when the constraints that have to be met are increased and 
the number of tasks and resources is growing, we realize that 

constructing a schedule that satisfies all the requirements is 
not so straightforward [1]. The classical approach to solve 
scheduling problems consists of setting up a mathematical 
formulation (model), often based on a Mixed Integer Linear 
Programming formulation, and then applying a search 
algorithm like Branch and Bound to calculate the 
(guaranteed) optimal solution [2]. However, as the problem 
grows in the number of available resources, operations to be 

 

Available online at www.sciencedirect.com 

ScienceDirect 
Procedia CIRP 00 (2022) 000–000 

  
     www.elsevier.com/locate/procedia 

   

 

 

 

2212-8271 © 2022 The Authors. Published by Elsevier Ltd. 
This is an open access article under the CC BY-NC-ND license (https://creativecommons.org/licenses/by-nc-nd/4.0) 
Selection and peer-review under responsibility of the scientific committee of the 9th CIRP Conference on Assembly Technology and Systems 

9th CIRP Conference on Assembly Technology and Systems 

A Q-Learning algorithm for flexible job shop scheduling in a real-world 
manufacturing scenario 

Jessica Coto Palacioa,b, Yailen Martínez Jiménezb,c*, Leander Schietgatc, Bart Van Doninckd,  Ann 
Nowéc 

a UEB Hotel Los Caneyes, Santa Clara, Villa Clara, Cuba 
b Department of Computer Science, Universidad Central “Marta Abreu” de Las Villas, Cuba 

 c Artificial Intelligence Lab, Vrije Universiteit Brussel, Belgium 
d Flanders Make, Belgium  

* Corresponding author. Tel.: +32 495906611; E-mail address: yailenm@uclv.edu.cu; yailenm@gmail.com 

Abstract 

In this work we propose a Reinforcement Learning approach for a real-world flexible job shop scheduling scenario, where a two-armed robot 
and a human operator share two workstations in order to assemble light switches. The approach returns a schedule of predefined assembly actions, 
taking into account given constraints specific to the scenario, such as which actions should precede others, which actions should occur together, 
or which actions should occur separately. In order to avoid collisions, the work area is divided into zones and all these constraints are taken into 
account by the algorithm in order to propose a schedule that optimizes the time it takes to prepare the customer orders. The approach that is taken 
is a reinforcement learning approach. There both arms and the operator are considered to be agents, and they learn from experience who should 
do which job best, taking into account the above mentioned constraints, as well as the estimated timings to execute the tasks. These estimated 
timings can be online updated, as well as their uncertainty. The experiments show that the proposed algorithm outperforms the currently used 
algorithm, which is a constraint solver, in terms of computation time and it is more user friendly with respect to expressing constraints. It also 
allows to take into account the uncertainty on the execution times of the tasks, and to add slack at critical timeslots, without unnecessarily 
increasing the makespan. Moreover, the algorithm allows to recompute an updated solution dynamically and efficiently when it turns out an 
action cannot be performed within the proposed time due to unexpected events. While we show the benefits in a scenario with a two-armed robot 
collaborating with a human for assembling light switches, the approach is relevant for many assembly tasks in the manufacturing industry where 
machines and human operators work together. 
 
© 2022 The Authors. Published by Elsevier Ltd. 
This is an open access article under the CC BY-NC-ND license (https://creativecommons.org/licenses/by-nc-nd/4.0) 
Selection and peer-review under responsibility of the scientific committee of the 9th CIRP Conference on Assembly Technology 
and Systems 

 Keywords: Flexible Job Shop Scheduling; Two-armed robot; Assembly tasks; Agents; Reinforcement Learning; Q-Learning 

 
1. Introduction 

Scheduling problems can be found in every situation 
where a set of tasks has to be performed and these tasks 
require the allocation of resources to time slots. This is a 
common procedure that we often perform in our daily life, 
but when the constraints that have to be met are increased and 
the number of tasks and resources is growing, we realize that 

constructing a schedule that satisfies all the requirements is 
not so straightforward [1]. The classical approach to solve 
scheduling problems consists of setting up a mathematical 
formulation (model), often based on a Mixed Integer Linear 
Programming formulation, and then applying a search 
algorithm like Branch and Bound to calculate the 
(guaranteed) optimal solution [2]. However, as the problem 
grows in the number of available resources, operations to be 



228 Jessica Coto Palacio  et al. / Procedia CIRP 106 (2022) 227–232
2 Jessica Coto Palacio et al. / Procedia CIRP 00 (2022) 000–000 

scheduled, and the constraints to be taken into account, a 
classical approach is no longer feasible. Despite the fact that 
constraint solvers have become more efficient over the years, 
often by including search principles from AI, their 
computation times might still be long. Also, adding an 
additional constraint becomes a very intensive labour, as it 
cannot be done in a transparent way, in other words it is not 
user friendly. In this situation, constraints are often relaxed 
and this makes the problem solvable, but it might no longer 
be of practical use. As a consequence, only a fraction of 
published scheduling research deals with actual real-world 
problems [3]. 

Also, Operations Research (OR) based techniques have 
demonstrated the ability to obtain optimal solutions for well-
defined problems, but OR solutions are restricted to static 
models, or rely on brute-force rescheduling. AI approaches, 
on the other hand, provide more flexible representations of 
real-world problems, allowing human expertise to be present 
in the loop [4]. 

Artificial Intelligence became an important tool to solve 
real world scheduling problems in the early 80s [5]. Many 
heuristic algorithms have been proposed for FJSP such as 
Genetic Algorithms [6], Bee Colony algorithms [7], an 
improved artificial immune system algorithm (AIS) [8],  a 
Pareto based discrete Jaya algorithm [9] and a TLBO 
algorithm [10].  

Learning methods have also played a role, one of the 
existing works on the application of reinforcement learning 
to solve the job shop scheduling problem was presented in 
1995 [5] and then extended one year later [11]. This work 
focused on the application domain of space shuttle payload 
processing for NASA.  

Some years after, in [12,13], the authors suggested and 
analysed the application of reinforcement learning 
techniques to solve job shop scheduling problems. They 
demonstrated that interpreting and solving this kind of 
scenarios as a multi-agent learning problem is beneficial for 
obtaining near-optimal solutions and can very well compete 
with alternative solution approaches. More recently, in [14, 
15], more complex scheduling scenarios have been 
addressed, including the use of deep reinforcement learning 
agents in order to learn how to efficiently guide products 
through the plant and achieve near-optimal timing regarding 
resource allocation. In [16] the authors provide a recent 
overview of job shop scheduling research in the context of 
Industry 4.0, in  [17] a first version of a Multi-Agent 
Reinforcement Learning tool for FJS scenarios is introduced 
and then extended in BNAIC [18]. 

Some task allocation algorithms have also been proposed 
involving human-robot collaboration [19–21], mainly in 
assembly environments [22,23] . 

In this paper we propose a RL approach to solve a real life 
scheduling problem from a company where light switches 
have to be collaboratively assembled by a two-armed robot 
and a human operator. The set of assembly actions is defined, 
the time it takes to execute each of the tasks is estimated (for 
both the robot and the operator depending on his experience), 
there are two workstations that allow for parallel assembly 
and there are precedence constraints to be taken into account. 

The objective is to optimize the assembly time for different 
product orders. 

This is an ongoing work that besides providing a good-
quality solution in terms of completion time, also seeks to 
increase the robustness of the schedules provided by dealing 
with unexpected events. The remainder of the paper is 
organized as follows. Section 2 introduces the problem 
formulation and a literature review on the subject is also 
given. Section 3 describes the proposed approach detailing 
what is done in each step. In Section 4 we highlight the 
unexpected events and how the approach deals with them. In 
Section 5 we present some experimental results and some 
final conclusions and ideas for future work are given in 
Section 6. 

2. Problem Description  

The scheduling scenario involves two workstations 
placed in one assembly cell, where an operator and a two-
armed robot have to share working zones in order to 
assemble light switches (black and white). The output has to 
provide a schedule showing who is doing what at each 
assembly step, and where. Each assembly step (skill) has its 
own timing, in function of the speed of the robot, the number 
of workstations and the experience of the operator, therefore, 
the optimal assembly process can vary (not trivial). 

Figure 1 shows an overview of the components in the 
trays in front of the robot. Some components can only be 
reached by one robot arm (e.g. the base plate, the single or 
double cover), others are duplicated left and right (e.g. the 
springs) and the remaining parts can be accessed by both the 
left and the right robot arm (e.g. the black and white button 
plates). Both workstations can be reached by both robot 
arms, therefore allowing more collaboration possibilities. 

    Fig. 1. Overview of the components in the trays in front of the robot. 

The operator can pick the components from the containers 
mounted in front of the trays. Since not all the components 
are available for the human operator, collaboration is needed. 
In this particular experiment, two sorts of components were 
not available for the operator: the buttons and the springs.  

The set of assembly tasks (or actions) is defined 
beforehand, in this case there are 15 actions and each order 
can be built using a combination of them. For example, a 
customer orders 2 white switches and 2 black switches. This 
information is converted to a set of assembly steps, which 
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need to be scheduled in the right order. The order of these 
assembly steps (per product, e.g. Product 1) is fixed, but can 
be interrupted by an assembly step on the parallel 
workstation (e.g. Product 2). In other words, the task 
scheduling algorithm has to respect the assembly order 
within each product, but needs to determine the order of 
assembly steps for multiple products on the parallel 
workstations and the resource that will perform that 
assembly step. 

In order to avoid collisions, the work area is divided in 
four zones so, every time we want to start the execution of a 
task, a constraint related to the product, the task and the 
resource has to be checked in order to determine if the zone 
is occupied or not. Apart from these collision constraints, 
there are also precedence constraints for some of the tasks, 
and there is a constraint named “back-to-back” for 
inseparable assembly tasks. The operations defined here 
have to be executed immediately one after the other (e.g. a 
picking operation always need to be followed by a placing 
operation). 

Scheduling problems are commonly classified according 
to the machine environment, the job characteristics and the 
objective function [24,25]. This classification is commonly 
referred to as the triplet α|β|γ, proposed in [26], where: 
• α describes the machine environment (single machine, 

multiple machines). 
• β denotes the constraints that have to be met. 
• γ refers to the objective function, for example, the 

makespan, which is the more commonly used in 
literature. 

When each job has a fixed number of operations requiring 
different machines we are dealing with a shop problem, and 
depending on the constraints it can be included in one of the 
following categories: 
• Open Shop: There are m machines and each job has to be 

processed on each of them. There are no ordering 
constraints between the operations of each job, which 
means that jobs can follow different routes. 

• Job Shop: In a job shop with m machines, jobs have to 
visit each machine once, but in this case the operations of 
a job are totally ordered. This order is not the same for all 
the jobs. 

• Flow Shop: In a Flow Shop with m machines, all jobs go 
through all the machines in the same order. 

• Flexible Job Shop: A generalization of the job shop and 
the unrelated parallel machines environment. Each 
operation can be processed by any among a set of 
possible machines, and these machines differ in speed. 
 
The problem being solved in this work can be classified 

as a Flexible Job Shop Scheduling (FJSS) scenario with the 
following adjustments. The assembly of the different parts of 
the light switches can be seen as the operations to execute 
and the robot arms together with the operator are the 
machines that can process them, and they differ in speed. The 
use of zones, the precedence relationship and the “back-to-
back” definition are extra constraints that can be easily taken 
into account. 

3. The proposed approach 

Taking into account that the problem can be classified as 
a FJSSP problem with adjustments, then we can apply an 
adaptation of the algorithm proposed in [1,27]. There are two 
possible ways to address the FJSSP, using hierarchical or 
integrated approaches. The former divides the problem in 
routing (assign a machine to each operation) and sequencing, 
while the latter considers both steps at the same time. Our 
algorithm follows the ideas of the hierarchical approaches 
and combines learning and optimization in order to achieve 
better results. First, a two-stage learning method is applied to 
obtain feasible schedules, which can then be used as initial 
data for an optimization procedure [28] during the second 
step. 

As it was mentioned before, we are proposing a 
Reinforcement Learning (RL) approach. RL is learning what 
to do (how to map situations to actions) in order to maximize 
a numerical reward signal. In this case the learner is not told 
which actions to take, as in most forms of machine learning, 
but instead must discover which actions yield the most 
reward by trial-and-error. In the most interesting and 
challenging cases, actions may affect not only the immediate 
reward but also the next situation and, through that, all 
subsequent rewards. These two characteristics, trial-and-
error search and delayed reward, are the two most important 
distinguishing features of RL [29]. 

A well-known RL algorithm is Q-Learning, which works 
by learning an action-value function that expresses the 
expected utility (i.e. cumulative reward) of taking a given 
action in a given state [30]. The core of the algorithm is a 
simple value iteration update, each state-action pair (s, a) has 
a Q-value associated. When action a is selected by the agent 
located in state s, the Q-value for that state-action pair is 
updated based on the reward received when selecting that 
action and the best Q-value for the subsequent state s’. The 
update rule for the state action pair (s, a) is the following: 

         (1) 

The steps of this technique can be summarized in the 
following way: 
 
Initialize Q-Values arbitrarily 
For each episode do 
  Initialize s 
  For each episode step do 
    Choose action a from s 
    Take action a, observe state s’, r 
    Update Q-value according to eq (1) 
    s = s’ 
  end for 
end for  

 
The implemented learning method decomposes the 

problem following the assign-then-sequence approach. 
Therefore, we have two learning phases. During the first 
phase operations learn what is the most suitable machine and 
during the second phase machines learn in which order to 
execute the operations in order to minimize the makespan or 
completion time. For this, each phase has an associated Q-
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task, a constraint related to the product, the task and the 
resource has to be checked in order to determine if the zone 
is occupied or not. Apart from these collision constraints, 
there are also precedence constraints for some of the tasks, 
and there is a constraint named “back-to-back” for 
inseparable assembly tasks. The operations defined here 
have to be executed immediately one after the other (e.g. a 
picking operation always need to be followed by a placing 
operation). 

Scheduling problems are commonly classified according 
to the machine environment, the job characteristics and the 
objective function [24,25]. This classification is commonly 
referred to as the triplet α|β|γ, proposed in [26], where: 
• α describes the machine environment (single machine, 

multiple machines). 
• β denotes the constraints that have to be met. 
• γ refers to the objective function, for example, the 

makespan, which is the more commonly used in 
literature. 

When each job has a fixed number of operations requiring 
different machines we are dealing with a shop problem, and 
depending on the constraints it can be included in one of the 
following categories: 
• Open Shop: There are m machines and each job has to be 

processed on each of them. There are no ordering 
constraints between the operations of each job, which 
means that jobs can follow different routes. 

• Job Shop: In a job shop with m machines, jobs have to 
visit each machine once, but in this case the operations of 
a job are totally ordered. This order is not the same for all 
the jobs. 

• Flow Shop: In a Flow Shop with m machines, all jobs go 
through all the machines in the same order. 

• Flexible Job Shop: A generalization of the job shop and 
the unrelated parallel machines environment. Each 
operation can be processed by any among a set of 
possible machines, and these machines differ in speed. 
 
The problem being solved in this work can be classified 

as a Flexible Job Shop Scheduling (FJSS) scenario with the 
following adjustments. The assembly of the different parts of 
the light switches can be seen as the operations to execute 
and the robot arms together with the operator are the 
machines that can process them, and they differ in speed. The 
use of zones, the precedence relationship and the “back-to-
back” definition are extra constraints that can be easily taken 
into account. 

3. The proposed approach 

Taking into account that the problem can be classified as 
a FJSSP problem with adjustments, then we can apply an 
adaptation of the algorithm proposed in [1,27]. There are two 
possible ways to address the FJSSP, using hierarchical or 
integrated approaches. The former divides the problem in 
routing (assign a machine to each operation) and sequencing, 
while the latter considers both steps at the same time. Our 
algorithm follows the ideas of the hierarchical approaches 
and combines learning and optimization in order to achieve 
better results. First, a two-stage learning method is applied to 
obtain feasible schedules, which can then be used as initial 
data for an optimization procedure [28] during the second 
step. 

As it was mentioned before, we are proposing a 
Reinforcement Learning (RL) approach. RL is learning what 
to do (how to map situations to actions) in order to maximize 
a numerical reward signal. In this case the learner is not told 
which actions to take, as in most forms of machine learning, 
but instead must discover which actions yield the most 
reward by trial-and-error. In the most interesting and 
challenging cases, actions may affect not only the immediate 
reward but also the next situation and, through that, all 
subsequent rewards. These two characteristics, trial-and-
error search and delayed reward, are the two most important 
distinguishing features of RL [29]. 

A well-known RL algorithm is Q-Learning, which works 
by learning an action-value function that expresses the 
expected utility (i.e. cumulative reward) of taking a given 
action in a given state [30]. The core of the algorithm is a 
simple value iteration update, each state-action pair (s, a) has 
a Q-value associated. When action a is selected by the agent 
located in state s, the Q-value for that state-action pair is 
updated based on the reward received when selecting that 
action and the best Q-value for the subsequent state s’. The 
update rule for the state action pair (s, a) is the following: 

         (1) 

The steps of this technique can be summarized in the 
following way: 
 
Initialize Q-Values arbitrarily 
For each episode do 
  Initialize s 
  For each episode step do 
    Choose action a from s 
    Take action a, observe state s’, r 
    Update Q-value according to eq (1) 
    s = s’ 
  end for 
end for  

 
The implemented learning method decomposes the 

problem following the assign-then-sequence approach. 
Therefore, we have two learning phases. During the first 
phase operations learn what is the most suitable machine and 
during the second phase machines learn in which order to 
execute the operations in order to minimize the makespan or 
completion time. For this, each phase has an associated Q-
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Learning algorithm. As the process is being divided in two 
phases, we take into account the goal of each phase in order 
to define the states and the possible actions, and the reward. 

In the first phase, where the learning takes care of the 
routing, we have an agent per operation being responsible for 
choosing a proper resource to execute its corresponding 
operation. This machine has to be selected from the given set 
of available ones, that is, the set of resources that can execute 
it. In the second phase the learning algorithm takes care of 
the sequencing and each operation already knows where it 
has to be executed, the goal is then to decide the order in 
which they will be processed on the machines. This means 
that in the second phase we will have an agent per resource, 
selecting operations based on the quality of the solution.   

In both cases the states are defined by the queues of the 
machines, that is, the set of operations that can be performed 
by the corresponding resource and the reward is given by the 
processing time of the chosen operation. The steps of the 
algorithm can be summarized as follows: 
Step 1 - Learning 
  Phase 1 – Routing (QL) 
    For each oper - choose a resource 
  Phase 2 – Sequencing (QL) 
    While there are oper to execute 
     For each Mach with oper in queue 
       Choose operation to execute 
       Update Queues of the System 
Step 2 (optional) - Execute the Optimization 
Procedure 

 
More details about the original algorithm, the parameters that 
were used and also an example, can be found in  [15]. Here 
we will explain in detail what needed to be adapted in order 
to solve the scenario described in Section 2, which is mainly 
the action selection process executed by the machines during 
the second phase, as there are some extra constraints to 
incorporate.  

When solving a classical flexible job shop scenario, the 
agents located on the machines learn in which order they 
have to execute the operations assigned to the corresponding 
resource in order to minimize the makespan, only taking into 
account the ordering constraints. In this case, we are dealing 
with a problem where the agents still need to respect an order 
for the assembly tasks, but also have to take into account the 
work in zones. Besides, as it was mentioned before, the back-
to-back constraint defines pairs of operations that have to be 
consecutively executed, therefore, each operation with this 
restriction has an attribute defined that indicates after whom 
it should be immediately sequenced.  

These constraints made the scheduling scenario more 
challenging and in consequence, we had to work with 
changing action sets, that is, every time an agent is ready to 
select an action, we check which are the operations or tasks 
that are ready to be executed (those that fulfill all the 
requirements mentioned before), and from the ones that 
remain in the eligible set, we select one using the epsilon 
greedy policy. The rest of the process remains the same from 
the original algorithm. The algorithm does not allow the 
agent to be in a waiting status, however, it is a work in 
progress as it has been demonstrated that constructing non-
delay schedules does not guarantee to find the optimal 
solution. 

Currently in the company, the scheduling scenario 
described here is formulated using the Constraint 
Programming (CP) approach and it is solved using the 
Chuffed solver within Minizinc. The objective of the 
optimization problem is to minimize the total assembly time 
for two assemblies, taking into account the constraints of the 
resources (robot and operator capabilities), the assembly 
order and the workstation (locations of components ~ zones). 
The approach presented in this work is able to minimize the 
makespan for more than two assemblies. 

4. Unexpected events 

The approach described above takes into account all 
known information at the moment it generated the schedule, 
but by default it does not account for unexpected events 
which may occur during the real-world production. These 
events will make the generated schedule invalid and 
therefore useless. Within this section we describe different 
events which may occur, and how the algorithm is able to 
adjust the schedule and keep it up-to-date corresponding to 
the actual status of the workstation. 

First, due to having an operator in the loop, the execution 
times of the tasks cannot be predicted accurately. Small 
deviations in the execution time, might violate some of the 
constraints (e.g. collision constraints, if two resources are 
reaching for the same area). The proposed algorithm 
introduces some slack at strategic places to make the 
schedule more robust for those variations, without 
necessarily increasing the makespan. In case deviations 
become too large or constraints get violated, the remaining 
tasks can be shifted in time or a new schedule can be 
generated. After each execution, the processing, the time of 
an operation and the variance on it is updated, such that the 
algorithm can take this into account when generating the next 
schedule. 

Second, in a multi-agent system one of the resources 
might break down or might be unavailable for a certain 
period (e.g. machine maintenance, human operator working 
on other tasks, illness, etc.). In order to avoid complete 
standstill of the workstation, the remaining scheduled 
operations are instantaneously redistributed over the 
remaining resources if they have the required capabilities. 
This introduces more robustness on the shop floor and 
guarantees continued production (at slightly reduced 
productivity).  

A third scenario, could be the introduction of rush order, 
meaning an order with a high priority. When multiple orders 
have been planned on the workstations and the assembly 
process is already going on, a rush order might disrupt the 
entire process. It needs to be introduced as soon as possible, 
without violating any of the defined constraints. The 
proposed approach deals with this by freeing up the 
workstations currently in use, shifting the remaining tasks 
towards a later time and inserting a new schedule in between. 

In the next section we report the results obtained by the 
proposed RL approach and we compare them with the ones 
obtained by the existing model. 
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5. Experiments and results 

In order to test the approach proposed in this paper, we 
use the same data files that were used to test the existing 
algorithm. A description of the input data and the constraints 
is given below, for each scenario there are two input files, 
one for the time recordings and another one for all the 
constraints to take into account. 
• Input data about timings: There are 15 actions defined 

which are programmed both on the robot and on the 
digital work instruction system. Each order can be built 
using a combination of these 15 actions (~skills). For 
each skill, it is given how long it takes for the robot to 
perform it and how long a novice and an experienced 
human operator would require to execute the skill. 

• Constraints in assembly order: Some actions need to 
be scheduled in a specific order to respect a given 
assembly sequence. Examples are: “set base plate” before 
“set spring 1”, “set spring 1” before “set spring 2”, etc. 
See Figure 2. 

• Constraints for inseparable assembly tasks: There are 
some assembly tasks that have to be consecutively 
executed. Examples are: “get base plate” always followed 
by “set base plate”, “get spring 1” always followed by 
“set spring 1”. See Figure 2. 
 

 
Fig. 2. Example of precedence and back-to-back constraints. 

 
• Constraints for collision avoidance, based on zones: 

As the two robot arms cannot actively avoid collisions, 
and because we want to avoid the two robots or the 
human targeting the same workstation at the same time, 
we identified four zones on the table (as shown in Figure 
3). 
Therefore, we specify the following constraints: per zone, 
per product, per action and per resource. Then it is 
checked whether a zone is occupied or not. Examples are: 
 
ü Zone 1 (zone), for “product 1” (product), for the “get 

base plate” (action), for the “left robot arm” 
(resource) will not be occupied. 

ü Zone 2 (zone), for “product 1” (product), for the “set 
spring 1” (action), for the “right robot arm” (resource) 
will be occupied. 

 

 
Fig. 3. Indication of the four zones on the table. 

The following table shows the results for the different 
data files received from the company, the column named 
“Previous Solution” shows the quality of the best schedule 
obtained by the approach being used by the company now, 
and the column Q-Learning shows the quality of the best 
schedule we were able to generate. As it can be seen, we 
performed experiments with two and four products, varying 
the number of buttons from one to six. 

Table 1: Comparison of the results obtained by both approaches in terms of 
makespan (in seconds). 

Data File Previous Solution  Q-Learning  
Single button – Two Products 449 432 
Two buttons – Two Products 500 498 
Six buttons – Two Products 533 507 

Single button – Four Products 898 850 
 
Table 1 shows that the proposed algorithm outperforms 

the existing approach in all the cases. As this is a work in 
progress, more experiments are still being developed with 
different combinations of buttons and products, but the 
results obtained so far are similar to the results reported in 
Table 1. While our learning algorithm is able to improve the 
makespan compared to the schedule obtained via CP, another 
important fact is that the time difference is crucial to allow 
the algorithm to reschedule in case of an unexpected event. 
As the RL builds up a policy that decides what to do in which 
state, it also contains information of good actions for states 
that are not necessarily visited when the policy is applied 
under normal conditions. When unexpected events happen, 
the RL process already has information of what to do in those 
states that entered, because of the unexpected event. This 
information on which action to take might not be perfect, but 
can easily be improved upon by executing a few additional 
iterations of the RL algorithm, i.e. rescheduling can be 
performed very quick. It should also be noted that our 
approach more elegantly allows to include new constraints. 

6. Conclusions  

In this work we introduced a learning approach for a real-
world flexible job shop scheduling scenario. The learning 
process was divided in two-phases and combined with an 
optimization procedure in order to obtain better results. 
During the second phase of the learning the agents located in 
the machines were adapted from the original algorithm in 
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Learning algorithm. As the process is being divided in two 
phases, we take into account the goal of each phase in order 
to define the states and the possible actions, and the reward. 

In the first phase, where the learning takes care of the 
routing, we have an agent per operation being responsible for 
choosing a proper resource to execute its corresponding 
operation. This machine has to be selected from the given set 
of available ones, that is, the set of resources that can execute 
it. In the second phase the learning algorithm takes care of 
the sequencing and each operation already knows where it 
has to be executed, the goal is then to decide the order in 
which they will be processed on the machines. This means 
that in the second phase we will have an agent per resource, 
selecting operations based on the quality of the solution.   

In both cases the states are defined by the queues of the 
machines, that is, the set of operations that can be performed 
by the corresponding resource and the reward is given by the 
processing time of the chosen operation. The steps of the 
algorithm can be summarized as follows: 
Step 1 - Learning 
  Phase 1 – Routing (QL) 
    For each oper - choose a resource 
  Phase 2 – Sequencing (QL) 
    While there are oper to execute 
     For each Mach with oper in queue 
       Choose operation to execute 
       Update Queues of the System 
Step 2 (optional) - Execute the Optimization 
Procedure 

 
More details about the original algorithm, the parameters that 
were used and also an example, can be found in  [15]. Here 
we will explain in detail what needed to be adapted in order 
to solve the scenario described in Section 2, which is mainly 
the action selection process executed by the machines during 
the second phase, as there are some extra constraints to 
incorporate.  

When solving a classical flexible job shop scenario, the 
agents located on the machines learn in which order they 
have to execute the operations assigned to the corresponding 
resource in order to minimize the makespan, only taking into 
account the ordering constraints. In this case, we are dealing 
with a problem where the agents still need to respect an order 
for the assembly tasks, but also have to take into account the 
work in zones. Besides, as it was mentioned before, the back-
to-back constraint defines pairs of operations that have to be 
consecutively executed, therefore, each operation with this 
restriction has an attribute defined that indicates after whom 
it should be immediately sequenced.  

These constraints made the scheduling scenario more 
challenging and in consequence, we had to work with 
changing action sets, that is, every time an agent is ready to 
select an action, we check which are the operations or tasks 
that are ready to be executed (those that fulfill all the 
requirements mentioned before), and from the ones that 
remain in the eligible set, we select one using the epsilon 
greedy policy. The rest of the process remains the same from 
the original algorithm. The algorithm does not allow the 
agent to be in a waiting status, however, it is a work in 
progress as it has been demonstrated that constructing non-
delay schedules does not guarantee to find the optimal 
solution. 

Currently in the company, the scheduling scenario 
described here is formulated using the Constraint 
Programming (CP) approach and it is solved using the 
Chuffed solver within Minizinc. The objective of the 
optimization problem is to minimize the total assembly time 
for two assemblies, taking into account the constraints of the 
resources (robot and operator capabilities), the assembly 
order and the workstation (locations of components ~ zones). 
The approach presented in this work is able to minimize the 
makespan for more than two assemblies. 

4. Unexpected events 

The approach described above takes into account all 
known information at the moment it generated the schedule, 
but by default it does not account for unexpected events 
which may occur during the real-world production. These 
events will make the generated schedule invalid and 
therefore useless. Within this section we describe different 
events which may occur, and how the algorithm is able to 
adjust the schedule and keep it up-to-date corresponding to 
the actual status of the workstation. 

First, due to having an operator in the loop, the execution 
times of the tasks cannot be predicted accurately. Small 
deviations in the execution time, might violate some of the 
constraints (e.g. collision constraints, if two resources are 
reaching for the same area). The proposed algorithm 
introduces some slack at strategic places to make the 
schedule more robust for those variations, without 
necessarily increasing the makespan. In case deviations 
become too large or constraints get violated, the remaining 
tasks can be shifted in time or a new schedule can be 
generated. After each execution, the processing, the time of 
an operation and the variance on it is updated, such that the 
algorithm can take this into account when generating the next 
schedule. 

Second, in a multi-agent system one of the resources 
might break down or might be unavailable for a certain 
period (e.g. machine maintenance, human operator working 
on other tasks, illness, etc.). In order to avoid complete 
standstill of the workstation, the remaining scheduled 
operations are instantaneously redistributed over the 
remaining resources if they have the required capabilities. 
This introduces more robustness on the shop floor and 
guarantees continued production (at slightly reduced 
productivity).  

A third scenario, could be the introduction of rush order, 
meaning an order with a high priority. When multiple orders 
have been planned on the workstations and the assembly 
process is already going on, a rush order might disrupt the 
entire process. It needs to be introduced as soon as possible, 
without violating any of the defined constraints. The 
proposed approach deals with this by freeing up the 
workstations currently in use, shifting the remaining tasks 
towards a later time and inserting a new schedule in between. 

In the next section we report the results obtained by the 
proposed RL approach and we compare them with the ones 
obtained by the existing model. 
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In order to test the approach proposed in this paper, we 
use the same data files that were used to test the existing 
algorithm. A description of the input data and the constraints 
is given below, for each scenario there are two input files, 
one for the time recordings and another one for all the 
constraints to take into account. 
• Input data about timings: There are 15 actions defined 

which are programmed both on the robot and on the 
digital work instruction system. Each order can be built 
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each skill, it is given how long it takes for the robot to 
perform it and how long a novice and an experienced 
human operator would require to execute the skill. 

• Constraints in assembly order: Some actions need to 
be scheduled in a specific order to respect a given 
assembly sequence. Examples are: “set base plate” before 
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• Constraints for inseparable assembly tasks: There are 
some assembly tasks that have to be consecutively 
executed. Examples are: “get base plate” always followed 
by “set base plate”, “get spring 1” always followed by 
“set spring 1”. See Figure 2. 
 

 
Fig. 2. Example of precedence and back-to-back constraints. 

 
• Constraints for collision avoidance, based on zones: 

As the two robot arms cannot actively avoid collisions, 
and because we want to avoid the two robots or the 
human targeting the same workstation at the same time, 
we identified four zones on the table (as shown in Figure 
3). 
Therefore, we specify the following constraints: per zone, 
per product, per action and per resource. Then it is 
checked whether a zone is occupied or not. Examples are: 
 
ü Zone 1 (zone), for “product 1” (product), for the “get 

base plate” (action), for the “left robot arm” 
(resource) will not be occupied. 

ü Zone 2 (zone), for “product 1” (product), for the “set 
spring 1” (action), for the “right robot arm” (resource) 
will be occupied. 

 

 
Fig. 3. Indication of the four zones on the table. 

The following table shows the results for the different 
data files received from the company, the column named 
“Previous Solution” shows the quality of the best schedule 
obtained by the approach being used by the company now, 
and the column Q-Learning shows the quality of the best 
schedule we were able to generate. As it can be seen, we 
performed experiments with two and four products, varying 
the number of buttons from one to six. 

Table 1: Comparison of the results obtained by both approaches in terms of 
makespan (in seconds). 

Data File Previous Solution  Q-Learning  
Single button – Two Products 449 432 
Two buttons – Two Products 500 498 
Six buttons – Two Products 533 507 

Single button – Four Products 898 850 
 
Table 1 shows that the proposed algorithm outperforms 

the existing approach in all the cases. As this is a work in 
progress, more experiments are still being developed with 
different combinations of buttons and products, but the 
results obtained so far are similar to the results reported in 
Table 1. While our learning algorithm is able to improve the 
makespan compared to the schedule obtained via CP, another 
important fact is that the time difference is crucial to allow 
the algorithm to reschedule in case of an unexpected event. 
As the RL builds up a policy that decides what to do in which 
state, it also contains information of good actions for states 
that are not necessarily visited when the policy is applied 
under normal conditions. When unexpected events happen, 
the RL process already has information of what to do in those 
states that entered, because of the unexpected event. This 
information on which action to take might not be perfect, but 
can easily be improved upon by executing a few additional 
iterations of the RL algorithm, i.e. rescheduling can be 
performed very quick. It should also be noted that our 
approach more elegantly allows to include new constraints. 

6. Conclusions  

In this work we introduced a learning approach for a real-
world flexible job shop scheduling scenario. The learning 
process was divided in two-phases and combined with an 
optimization procedure in order to obtain better results. 
During the second phase of the learning the agents located in 
the machines were adapted from the original algorithm in 
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order to learn how to behave under the presence of new 
constraints, in this case the existence of zones and also 
ordering and back-to-back precedence. 

The experiments show that the proposed RL algorithm is 
able to yield better results than the existing approach in terms 
of makespan. However, some other experiments are being 
developed with other input files combining different types of 
customer orders. Besides, an added value is that the 
algorithm can also reschedule when an action cannot be 
performed in time for some reason, which could turn the 
schedule invalid.  

As human agents with varying, uncontrollable skill 
execution times, are involved in this flexible job shop 
scenario, rescheduling would be one way to make the 
collaboration robust. This will be verified in further 
experiments. The results obtained can also be relevant for 
many assembly tasks in the manufacturing industry where 
machines and human operators work together. Moreover, our 
approach can easily include additional constraints, and be 
used to produce schedules for assembling different products.  
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