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To do or not to do?
Cost-sensitive causal classification with individual treatment effect estimates

Wouter Verbekea,∗, Diego Olayab, Marie-Anne Guerryb, Jente Van Bellea

aFaculty of Economics and Business, KU Leuven, Naamsestraat 69, B-3000 Leuven, Belgium
bSolvay Business School, Vrije Universiteit Brussel, Pleinlaan 2, B-1050 Brussels, Belgium

Abstract

Individual treatment effect models allow optimizing decision-making by predicting the effect of a

treatment on an outcome of interest for individual instances. These predictions allow selecting

instances to treat in order to optimize the overall efficiency and net treatment effect. In this article,

we extend upon the expected value framework and introduce a cost-sensitive causal classification

boundary for selecting instances to treat based on predictions of individual treatment effects and for

the case of a binary outcome. The boundary is a linear function of the estimated individual treatment

effect, the positive outcome probability and the cost and benefit parameters of the problem setting. It

allows causally classifying instances in the positive and negative treatment class in order to maximize

the expected causal profit, which is introduced as the objective at hand in cost-sensitive causal

classification. We present the expected causal profit ranker which ranks instances for maximizing

the expected causal profit at each possible threshold that results from a constraint on the number of

positive treatments and which differs from the conventional ranking approach based on the individual

treatment effect. The proposed ranking approach is experimentally evaluated on synthetic and

marketing campaign data sets. The results indicate that the presented ranking method outperforms

the cost-insensitive ranking approach.

Keywords: Analytics, Causal classification, Ranking, Expected profit, Classification boundary

1. Introduction

The causal effect of a treatment on an outcome of interest for an individual instance is called the

individual treatment effect (ITE). An estimate of the ITE allows optimizing the decision whether to

do or not to do the action for an individual instance. For example, estimates of the causal effect of
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a discount (i.e., the action) on the conversion (i.e., the outcome) of customers (i.e., the individual

instances) allow deciding which customers to offer a discount in order to maximize the conversion

rate, as such facilitating optimal marketing resource allocation (Devriendt et al., 2018; Haupt and

Lessmann, 2022). More generally, in a production process setting, estimates of the causal effect

of a production parameter (e.g., time, temperature, operator, channel, etc.) on process through-

or output parameters (e.g., yield, quality, processing time, etc.), conditional on process instance

characteristics (e.g., environmental factors, raw material characteristics, case specifications, operator

experience, etc.), support optimization of the production parameters and of intervention efficiency.

The field of causal inference presents a broad variety of approaches for learning models from

data to estimate individual treatment effects (Wager and Athey, 2018; Knaus et al., 2021), also

referred to as conditional average treatment effects (CATE) (Vegetabile, 2021). Applications have

been presented in fields such as marketing (Ascarza, 2018), personalized medicine (Berrevoets et al.,

2020), human resources management (Rombaut and Guerry, 2020) and learning analytics (Olaya

et al., 2020b). The ITE can be defined as the difference between two potential outcomes, i.e., the

difference between the outcome when applying the treatment and the outcome when not applying

the treatment. For a binary outcome, the realized individual treatment effect either equals plus one

(i.e., a negative outcome is converted into a positive outcome by applying the treatment), zero (i.e.,

the outcome does not change) or minus one (i.e., a positive outcome is converted into a negative

outcome), estimates for the ITE may range between minus and plus one when using expected values

for the potential outcomes.

In causal classification, then, the objective is to identify instances with a positive treatment effect

equal to one, i.e., instances that are converted from the negative to the positive outcome class by

applying the treatment (Fernández and Provost, 2019; Li et al., 2021). These instances constitute

the positive treatment class, whereas instances with a realized treatment effect equal to zero or

minus one constitute the negative treatment class. To optimize efficiency and both maximize the

positive outcome rate and minimize the treatment rate, only instances in the positive treatment

class should be treated. To causally classify instances in the positive and negative treatment class,

a causal classification threshold is needed to turn ITE estimates into causal class estimates. To the

best of our knowledge, however, no formal framework has been presented in literature for optimizing

the causal classification threshold as a function of the cost of a treatment and the net benefit of a

positively converted outcome. In practice, however, such a threshold will always be needed when

using ITE estimates for optimizing do or don’t decisions.
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In this article, we build on the foundations of cost-sensitive classification (Elkan, 2001) and cost-

sensitive causal classification (Verbeke et al., 2020), in order to formulate a cost-sensitive classification

boundary for causally classifying instances in treatment classes. This boundary allows deciding

which treatment to apply to an instance, as a function of the individual treatment effect and the

positive outcome probability estimates, as well as the cost and benefit parameters of the problem

setting, which may be defined either class- or instance-dependent. The solution that is developed

for the binary case directly applies to the multitreatment case (Olaya et al., 2020a) by performing

pairwise comparisons as discussed in Haupt and Lessmann (2022). Moreover, we introduce a novel

cost-sensitive ranking method for cost-sensitive causal classification, which maximizes the expected

causal profit across all possible thresholds that may result from constraining the number of positive

treatments. We present the application of the proposed ranking method on a synthetic data set as

well as on data from digital advertising and customer retention campaigns, showcasing the potential

of the novel ranking method to outperform the standard, cost-insensitive ranking approach that is

purely based on ITE estimates and to boost profitability1

This article is structured as follows. In the following section, we provide a comprehensive review

of the foundations of cost-sensitive classification and causal classification. Subsequently, we elaborate

and analyze the cost-insensitive and cost-sensitive decision boundaries for causal classification, and

introduce the novel cost-sensitive ranking method. Finally, experimental results are presented and

discussed, before we conclude the article and present directions for future research.

2. Related work

This section formally introduces the classification and causal classification tasks and summarizes

the cost-sensitive evaluation framework to assess performance of classification and causal classification

models as presented in Verbeke et al. (2020), upon which we extend in the following section.

2.1. Classification

Classification is a common machine learning task that concerns the assignment of instances x from

the instance space X ⊆ Rn to a class or outcome Y . In this article, we focus on binary classification,

i.e., Y ∈ {0, 1}. By convention, we refer to outcome Y = 1 as the positive class and to outcome

Y = 0 as the negative class. Instances with outcome Y = 1 are called positive instances and with

Y = 0 negative instances. From a data set of labeled instances D = {(xi, yi), i = 1, . . . , n}, with

1The experimental code and data sets are publicly available at https://github.com/KU-Leuven-LIRIS/cscc.
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n = |D| the number of instances in the data set, a binary classifier can learn a binary classification

model, m : X → [0, 1], which maps instances x to a positive outcome probability, P (Y = 1|x) or P1

in short, with the negative outcome probability, P (Y = 0|x) = 1− P (Y = 1|x) or P0 in short. Dy is

the subset of instances in class Y = y, where ny = |Dy| is the number of instances in class y in data

set D and πy = ny/n is the prior probability of instances to belong to class y.

A class estimate or prediction, Ŷ ∈ {0, 1}, is obtained by setting a classification threshold φ.

Instances with a positive outcome probability above the threshold, i.e., P1 > φ, are classified in

the positive class, whereas instances with a positive outcome probability below the threshold, i.e.,

P1 < φ are classified in the negative class. The optimal cost-insensitive classification threshold, φ∗ci,

which maximizes the expected number of correctly classified outcomes, classifies an instance in the

positive class if the positive outcome probability is greater than the negative outcome probability,

i.e., if P1 > P0. Hence, since P1 + P0 = 1, we have:

φ∗ci = 0.5. (1)

Note that using this threshold requires well-calibrated probability estimates (Sheng and Ling, 2006).

The cumulative distribution of the positive outcome probability of class y instances is denoted

by Fy(P1), with Fy(φ) the proportion of class y instances with P1 < φ. The confusion matrix,

CF, summarizes the proportion of correctly and incorrectly classified instances of the negative and

positive class, for an arbitrary classification threshold φ (Verbeke et al., 2012):

CF :=

Predicted class

Ŷ = 0 Ŷ = 1



π0F0(φ) π0
(
1− F0(φ)

)
Y = 0

Outcome class
(True negatives) (False positives)

π1F1(φ) π1
(
1− F1(φ)

)
Y = 1

(False negatives) (True positives)

(2)

A range of metrics for evaluating the performance of classification models at threshold φ have

been proposed, such as accuracy, F1, sensitivity and specificity (Verbeke et al., 2020). Performance

measures that assess the quality of the classification model without making an assumption about the

operational threshold include, for example, the area under the receiver operating characteristic curve

(AUC) and the area under the precision-recall curve (PRAUC).
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Commonly, classifying instances incorrectly leads to misclassification costs, whereas correct clas-

sifications yield a benefit. All the above performance measures implicitly assume that false negatives

and false positives imply equal misclassification costs and that true negatives and true positives im-

ply equal benefits. In many problem settings, however, correctly and incorrectly classified instances

within the negative and positive class involve variable costs and benefits, respectively. Cost-sensitive

learning methods take into account these imbalanced benefits and costs in learning a classification

model or in setting a classification threshold, and cost-sensitive performance measures in evaluating

model performance.

The cost or benefit of classifying an instance from class y in class ŷ is denoted by cbyŷ
2. A

positive value of cbyŷ represents a benefit and a negative value a cost. The cost-benefit parameters

are summarized in the cost-benefit matrix, CB:

Prediction

Ŷ = 0 Ŷ = 1
CB :=

cb00 cb01 Y = 0
Outcome

cb10 cb11 Y = 1

(3)

Note that, in this article, we generally present solution formulations for cost and benefit parameters

that are constant across all instances of a class, i.e., class-dependent cost and benefit parameters.

These can be simply extended by replacing class-dependent with instance-dependent cost and benefit

parameters. An instance (xi, yi), then, comes with a cost-benefit matrix, CBi, with values cbyŷ,i,

with cbyŷ,i = 0 for y 6= yi.

Elkan (2001) establishes the optimal cost-sensitive threshold that maximizes the expected profit,

φ∗cs, for classifying instances as a function of the cost-benefit parameters that are specified in the

CB matrix. An instance xi, with Py,i = P (Y = y|xi), is to be classified in the positive class if the

expected profit of classifying the instance in the positive class is greater than the expected profit of

classifying the instance in the negative class, i.e., if:

P1,icb11 + P0,icb01 > P0,icb00 + P1,icb10, (4)

2In literature, typically the benefit of a true negative and true positive are denoted with b0 and b1, respectively, and

the cost of a false negative and a false positive with c0 and c1, respectively. For achieving a consistent notation across

conventional and causal classification, we introduce the general notation cbyŷ.
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or, equivalently, when the positive outcome probability, P1,i is greater than the cost-sensitive classi-

fication threshold, φ∗cs, which can be obtained from Equation 4 and is defined as:

φ∗cs =
cb00 − cb01

cb11 + cb00 − cb01 − cb10
. (5)

Note that using this threshold for classifying instances requires well-calibrated probability estimates,

as for using the cost-insensitive threshold.

2.2. Causal classification

Causal classification is defined in terms of the individual treatment effect, e, which itself is

defined as the causal effect of a treatment, T , on the outcome, Y , of an instance, x. In this study, we

employ the Neyman-Rubin framework to estimate individual treatment effects in terms of potential

outcomes (Rubin, 1974). We derive solutions for double binary causal classification, i.e., Y ∈ {0, 1}

and T ∈ {0, 1}, which can be applied to multitreatment settings by performing pairwise comparisons

(Haupt and Lessmann, 2022). In line with the convention for the outcome variable, we refer to

treatment T = 1 as the positive treatment and to treatment T = 0 as the negative treatment. The

potential outcome of instance xi for treatment T = t is denoted by Yt,i. The individual treatment

effect is obtained by contrasting the potential outcomes for the positive and the negative treatment,

ei := Y1,i − Y0,i, (6)

and ei ∈ {−1, 0, 1}. With conditional class probabilities P (Y = y|x, T = t) = Pyt and using the

expected values for the potential outcomes, E[Y |x, T = t] = P (Y = 1|x, T = t), we obtain ITE

estimates, ê ∈ [−1, 1]:

êi := P11,i − P10,i. (7)

Note that, by convention, the ITE is defined as the change in the positive outcome probability

that is caused by applying the positive treatment, reflecting the objective of maximizing the positive

outcome rate among the population by means of applying the positive treatment on a subset of

the population (Fernández and Provost, 2019). The objective of causal classification, then, is to

identify the instances i with ei = 1, so as to minimize the subset of instances that is to be treated

for maximizing the positive outcome rate, as such optimizing treatment efficiency.

Causal classification is an instance of classification as formally defined in Section 2.1, where the

positive class is the set of instances with ei = 1 and the negative class is the set of instances with

ei ∈ {−1, 0}. To causally classify an instance in the positive or negative treatment class based on

the estimated ITE, i.e., to decide which treatment to apply to an instance, a classification threshold
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τ is required. Instances with ê ≥ τ are classified in the positive treatment class and with ê < τ in

the negative treatment class.

ITE estimation has been addressed in the literature as uplift modeling (Devriendt et al., 2021),

heterogeneous treatment effect estimation (Wager and Athey, 2018) and conditional average treat-

ment effect estimation (Shalit et al., 2017). It is an instance of counterfactual estimation (Pearl,

2009). Causal classification methods for learning causal classification models include metalearners

and modified classification methods. Metalearners are essentially schemes that allow adopting stan-

dard machine learning algorithms for estimating the ITE (see Künzel et al. (2019) for an overview).

By contrast, various classification methods have been modified to directly learn models for estimat-

ing the ITE, such as neural networks (Shalit et al., 2017), causal boosting (Powers et al., 2018) and

causal forests (Athey et al., 2019). Moreover, multi-armed bandits have been proposed to estimate

the optimal treatment by considering individuals’ characteristics or estimating responses based on

past actions (Berrevoets et al., 2019). The main task of traditional multi-armed bandits, however,

consists of maximizing the reward from an action (i.e., a treatment), rather than the effect on the

reward or net increase (Zhao and Harinen, 2019).

In real-world conditions, the ITE cannot be observed, since only a single treatment at a time

can be applied to an individual instance and hence a single outcome, Yt,i, is observed. The ITE is

therefore estimated under the assumptions of ignorability, common support and stable unit treat-

ment value (SUTVA) (Rubin, 1978; Rosenbaum and Rubin, 1983). In principle, an ITE estimation

method requires two independent and identically distributed samples that are obtained by means

of a randomized controlled trial3 and that are representative of the population of interest. In case

of a binary treatment, a first sample is typically called the treatment group and concerns a set of

instances that have been treated with the positive treatment. A second sample concerns instances

that have been treated with the negative treatment and is typically called the control group. Often,

the negative treatment represents a no treatment scenario (e.g., no discount is offered, a placebo is

given, etc.) and the control group serves as a baseline for evaluating the effect of a treatment, i.e.,

the positive treatment.

3Various methods for learning causal effects from observational data, however, have been proposed in literature,

for instance, by using propensity score matching (Caliendo and Kopeinig, 2008) or domain adversarial training (Ganin

et al., 2016)
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2.3. Causal profit

The cumulative distribution of the ITE estimates of class y instances in the treatment group is

denoted by F Ty (ê), with F Ty (τ) the proportion of class y instances with ê ≤ τ . For the control group,

we have FCy (ê) and FCy (τ), respectively. The prior class probabilities in the treatment and control

group are denoted by πTy and πCy , respectively. The causal confusion matrix, ĊF(τ), summarizes the

proportion of instances with a negative and positive outcome in the negative and positive treatment

class, for an arbitrary causal classification threshold τ (Verbeke et al., 2020):

Treatment

T = 0 T = 1
ĊF(τ) :=

πC0 F
C
0 (τ) πT0

(
1− F T0 (τ)

)
Y = 0

Outcome

πC1 F
C
1 (τ) πT1

(
1− F T1 (τ)

)
Y = 1

(8)

The causal confusion matrix is the causal equivalent of the CF matrix. For assessing the effect of

applying the positive treatment to the instances that are classified in the positive treatment class,

relative to a baseline scenario of applying the negative treatment to all instances, the causal effect

matrix, Ė(τ), is defined as the difference between the causal confusion matrix at threshold τ and the

baseline confusion matrix for classifying all instances in the negative treatment class, ĊF(∞):

Ė := ĊF(τ)− ĊF(∞). (9)

Note that the baseline causal confusion matrix is obtained for threshold τ =∞.

Because we do not observe the ITE, we cannot evaluate the performance of causal classification

models by comparing predictions against the ground truth, as we do in evaluating conventional

classification models. Various approaches for evaluating causal models have been proposed in the

literature, as surveyed in Devriendt et al. (2020). Verbeke et al. (2020) introduces a formalized

framework for assessing the performance of causal classification models both in a cost-sensitive and

cost-insensitive manner, which instantiates to a range of existing and novel performance measures

for evaluating causal classification models. For arriving at a cost-sensitive evaluation, the framework

defines the outcome-benefit matrix, OB, and the treatment-cost matrix, TC. The OB matrix

specifies the benefit of an outcome given the applied treatment, with byt the benefit of outcome
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Y = y when treatment T = t is applied.

Treatment

T = 0 T = 1
OB :=

b00 b01 Y = 0
Outcome

b10 b11 Y = 1

(10)

Similarly, the TC matrix specifies the cost, cyt, of outcome Y = y given application of treatment

T = t.

Treatment

T = 0 T = 1
TC :=

c00 c01 Y = 0
Outcome

c10 c11 Y = 1

(11)

The causal cost-benefit matrix, ĊB, is obtained by subtracting the treatment-cost matrix from

the outcome-benefit matrix. It is the causal counterpart of the cost-benefit matrix in conventional

classification, CB:

ĊB = OB−TC. (12)

Note that, since by definition both benefits in OB and costs in TC are represented by positive

values, an element ċbyt in the ĊB matrix with a positive value represents a benefit and with a negative

value a cost. The elements of the causal cost-benefit matrix correspond with the elements of the causal

confusion matrix, ĊF. Rather than directly defining the ĊB matrix, the decomposition in terms of

the outcome-benefit and treatment-cost matrices offers practical advantages toward application and

analysis of the causal classification boundary in terms of its elementary constituents, i.e., the cost

and benefit parameters, cyt and byt, as will be discussed in the following section. Note that, as for

the confusion matrix, the causal confusion matrix can as well be defined at the level of individual

instances, as such facilitating instance-dependent cost-sensitive causal decision-making.

The causal profit metric, Ṗ (τ), evaluates the performance of a causal model in terms of the

average profit per instance that is obtained when causally classifying instances using classification

threshold τ . Ṗ (τ) is a function of the cost and benefit parameters, cyt and byt, and the elements of

9



the causal effect matrix, ėyt:

Ṗ (τ) =
∑
y,t

(Ėyt ◦ ĊByt),

= ė00ċb00 + ė01ċb01 + ė10ċb10 + ė11ċb11,

= ė00(b00 − c00) + ė01(b01 − c01) + ė10(b10 − c10) + ė11(b11 − c11). (13)

Since ĊF and thus Ė are functions of the threshold τ , the causal profit is a function of the

threshold as well. Therefore, we will evaluate the average causal profit across all possible thresholds

as well as the maximum causal profit at the optimal threshold in the experiments in Section 5. Both

measures are defined as a function of the proportion of instances in the positive treatment class, η,

which is equivalent with the use of a threshold. The average causal profit, ȦP , is defined as:

ȦP =

∫
η
Ṗ (η)dη. (14)

The profit curve visualizes the causal profit, Ṗ , as a function of the proportion, η, with the average

causal profit equal to the area underneath this curve (Verbeke et al., 2020).

The maximum causal profit, ṀP , is the causal counterpart of the maximum profit measure as

introduced in Verbeke et al. (2012) and is defined as:

ṀP := max
η

(
Ṗ (τ ; OB,TC)

)
,

:= Ṗ (η∗; OB,TC) (15)

with η∗ the empirical profit-maximizing threshold.

3. Causal classification boundary

In this section, we introduce the cost-insensitive and cost-sensitive classification boundary for

double binary causal classification, which are the causal counterparts of the cost-insensitive and

cost-sensitive classification thresholds for conventional classification, respectively, as discussed in

Section 2. Note that, with regard to the adopted terminology, a threshold such as the cost-sensitive

classification threshold discussed in Section 2, applies to a single variable that is considered in making

a binary decision, whereas a classification boundary takes multiple variables into account and can be

regarded as a multidimensional classification threshold.

10



3.1. Cost-insensitive causal classification boundary

Given the conditional class probability estimates of a causal classification model, P11 and P10,

a classification boundary is needed to causally classify instances, i.e., to prescribe treatment T = 1

or T = 0. For establishing the optimal classification boundary, we first need to formally define the

objective that is to be optimized.

In the cost-insensitive setting, the objective is to maximize the positive outcome rate among the

population, regardless of the total cost of treatment. The costs of the treatments and the benefits of

the outcomes, as specified in the TC and OB matrices, are ignored. Given the estimates that are

produced by a causal classification model, this objective will be achieved by applying the treatment

to all instances for which the estimated ITE is positive. When the estimated ITE is negative or

zero, meaning that the treatment is not expected to increase the probability for the outcome to be

positive, then no treatment should be applied.

The optimal causal classification threshold, i.e., the cost-insensitive causal classification boundary,

is found by conditioning the application of the treatment on the positive outcome probability for the

positive treatment to be larger than the positive outcome probability for the negative treatment.

Formally, instance xi is to be causally classified in class T = 1, if:

P11,i > P10,i,

P11,i − P10,i > 0,

êi > 0.

Hence, we obtain the cost-insensitive causal classification boundary:

τ∗ci = 0. (16)

Figure 1 visualizes the cost-insensitive causal classification boundary as the horizontal axis, ê = 0,

in the coordinate system (P11, ê). The positive treatment is prescribed for instances with a strictly

positive value for ê, which is visualized by the dotted area. The striped triangle B concerns instances

with a negative or zero estimated treatment effect, ê ≤ 0, and hence, the treatment is not to be

applied. Note that the shaded triangles A and C correspond to infeasible combinations of P11 and ê;

given that ê = P11 − P10 and P10 ∈ [0, 1], it follows that ê ≤ P11 (excluding area A) and ê ≥ P11 − 1

(excluding area C).

The larger the estimated ITE is, the stronger the confidence of the causal classification model in

predicting a positive treatment effect to occur, i.e., for the outcome to change from the negative to

11



Figure 1: The cost-insensitive causal classification boundary is the horizontal line ê = 0 in the coordinate system

(P11, ê).

the positive class because of applying the positive treatment. Hence, in case of a limited number of

treatments that can be applied, e.g., because of a limited budget, it would make sense to rank and

select instances from large to small estimated ITE. This ranking approach underlies visual evaluation

measures for assessing the performance of causal classification measures, such as the Qini and liftup

curve, as well as the associated performance metrics, i.e., the Qini coefficient and the p-percentile

liftup measure (e.g., 5% liftup) (Radcliffe, 2007; Verbeke et al., 2020). These curves visualize the

cumulative effect of applying the treatment to an increasing proportion of the population, ranked

from large to small estimated ITE, and thus support users in assessing the performance of a causal

classification model at an arbitrary threshold of choice for the particular application at hand, e.g.,

depending on the available budget. In Figure 1, a constraint on the number of instances that can

be treated would yield a horizontal classification boundary at some value ê = êc ≥ 0, resulting in a

smaller dotted area and hence in fewer instances that are classified in the positive treatment class.

In case of a flexible budget or when the objective is to maximize net returns, a user would

intuitively balance the total cost of treatment, which is proportional to the selected proportion of

instances, and the benefit of an increase in the number of positive outcomes, as visualized by these

curves across all possible thresholds, in assessing performance and establishing the optimal threshold.

Obviously, a more rigorous approach for establishing the optimal threshold and for maximizing the net

returns is desirable, such as elaborated for conventional classification by Elkan (2001) and discussed

in Section 2. Based on the foundational framework for cost-sensitive evaluation of causal classification
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model performance, as proposed in Verbeke et al. (2020), we derive the optimal cost-sensitive causal

classification boundary in the following section.

3.2. Cost-sensitive causal classification boundary

Similar to the objective in finding the cost-sensitive classification threshold in conventional clas-

sification, as discussed in Section 2, the objective in finding the cost-sensitive causal classification

boundary is to maximize the increase in expected profit because of applying the treatment to the

subset of instances that are causally classified in the positive treatment class, which is denominated

the expected causal profit and formally defined below in terms of the expected profit, E[P |x, t], which

is obtained for causally classifying instance x in treatment class T = t.

Definition 1. The expected profit, E[P |x, t], of causally classifying the instance with characteristics

x in treatment class T = t is defined as:

E[P |x, t] := P1t(b1t − c1t) + P0t(b0t − c0t), (17)

with P1t + P0t = 1 or P0t = 1− P1t.

The expected profit, E[P |x, t], is a function of the costs of the treatments, cyt, and the benefits

of the outcomes, byt, as specified in the treatment-cost and outcome-benefit matrices, respectively,

as well as the treatment-conditional positive outcome probabilities, P1t, estimated by the causal

classification model at hand.

Definition 2. The expected causal profit, E[Ṗ |x], is the difference between the expected profit of

classifying an instance in the positive treatment class minus the expected profit of classifying the

instance in the negative treatment class, i.e.:

E[Ṗ |x] := E[P |x, 1]− E[P |x, 0]. (18)

When establishing the objective in cost-sensitive causal classification as the maximization of the

expected causal profit, then for each instance, the treatment T = t is to be applied that maximizes

the expected causal profit4. Hence, in double binary causal classification, instances with a positive

value for the expected causal profit are to be classified in the positive treatment class.

4We found only one earlier instantiation of Equation 18 in the literature, applied to the case of customer retention,

in Provost and Fawcett (2013), Chapter 11, page 283.
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In other words, an instance is to be classified in the positive treatment class if and only if the

expected profit of applying the positive treatment, E[P |x, 1], is greater than the expected profit of

applying the negative treatment, E[P |x, 0], i.e., if:

P11(b11 − c11) + (1− P11)(b01 − c01) > P10(b10 − c10) + (1− P10)(b00 − c00). (19)

The cost-sensitive causal classification boundary is therefore defined as the set of instances with

a value for the expected causal profit equal to zero, i.e., with the expected profit for either causal

classification to be equal:

P11(b11 − c11) + (1− P11)(b01 − c01) = P10(b10 − c10) + (1− P10)(b00 − c00), (20)

or, with the expected causal profit equal to zero:

E[Ṗ |x] = 0. (21)

By rearranging Equation 20 and introducing the cost-benefit ratios γ and δ, we arrive at the

following equation for the cost-sensitive causal classification boundary:

τ∗cs = γ + δP11, (22)

with

γ =
b00 − c00 − b01 + c01
b10 − c10 − b00 + c00

, (23)

δ =
b10 − c10 + b01 − c01 − b11 + c11 − b00 + c00

b10 − c10 − b00 + c00
. (24)

In Appendix A, we prove that Equation 22 of the cost-sensitive causal classification boundary

instantiates to the decision-making criterion that is proposed in Haupt and Lessmann (2022) for

the specific case of targeting customers under response-dependent costs. This illustrates the power

of the formalized, application-independent framework that is proposed, which merely requires to

establish the appropriate treatment-cost and outcome-benefit matrices that apply to the application

of interest, as shown in Appendix A as well.

Following Equation 22, treatment T = 1 is to be prescribed if and only if the estimated ITE of

an instance is greater than the minimum required τ∗cs, which is a linear function of the conditional

probability P11 and the cost-benefit ratios, γ and δ. The cost-sensitive causal classification boundary,

defined by Equation 22, represents the minimum individual treatment effect that is required for the

application of the positive treatment to be optimal in terms of expected profit.
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(a) δ ∈ R+ (b) δ ∈ R−

Figure 2: The cost-sensitive causal classification boundary (solid line) with a positive (left panel) or negative (right

panel) slope.

The cost-sensitive causal classification boundary is visualized in Figure 2 for a positive (left panel)

and negative (right panel) value of the slope, δ, and an arbitrary value for the intercept, γ.

For characterizing the cost-sensitive causal classification boundary, we establish the relation with

the cost-insensitive causal classification boundary and the cost-sensitive and cost-insensitive threshold

for conventional classification.

Proposition 1. The cost-sensitive causal classification threshold, τ∗cs, instantiates to the cost-insensitive

causal classification threshold, τ∗ci, for OB = 0 and TC = 0.

The proof of Proposition 1 follows from Equations 23 and 24, with OB = 0 and TC = 0.

Theorem 1. The cost-sensitive causal classification boundary, defined by Equation 22, instantiates

to the cost-sensitive classification threshold, defined by Equation 5.

The proof of Theorem 1 is provided in Appendix B. Theorem 1 adds to the establishment

of conventional classification as a specific case of causal classification, as it has been positioned

in Verbeke et al. (2020) in terms of evaluation measures. As a result, the cost-benefit matrix for

conventional classification ca be regarded as the difference between a cost and benefit matrix, as is

generally the case in causal classification.
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3.3. Analysis of the cost-sensitive causal classification boundary

In this section, we present an analysis of the cost-sensitive causal classification boundary. To this

end, we introduce the feasible set, the positive treatment set and the negative treatment set.

Definition 3. The feasible set, F is defined as the set of feasible combinations of the positive

outcome probability for the positive treatment, P11, and the estimated individual treatment effect, ê:

F = {(P11, ê)|P11 ∈ [0, 1], P11 − 1 ≤ ê ≤ P11}. (25)

The feasible set is visualized in panels (a) and (b) of Figure 2 by the striped area B and the

dotted area. It is bounded by P11 = 0 on the left and P11 = 1 on the right, and by the diagonals

ê = P11 from above and ê = −1 + P11 from below. The gray areas A and C correspond to infeasible

combinations of ê and P11.

Definition 4. The positive treatment set, P, is defined as the subset of the feasible set, F , with

ê > τ∗cs.

The positive treatment set corresponds to the dotted area in panels (a) and (b) of Figure 2.

The positive treatment set contains all combinations (P11, ê) that are to be causally classified in

the positive treatment class, T = 1, under the cost-benefit structure ĊB and with the objective of

maximizing the expected causal profit.

Definition 5. The negative treatment set, N , is defined as the subset of the feasible set, F , with

ê ≤ τ∗cs.

The negative treatment set corresponds to the striped area B in panels (a) and (b) of Figure 2.

The negative treatment set contains all cases with ê ≤ τ∗cs, i.e., all combinations (P11, ê) that are to

be causally classified in the negative treatment class, T = 0. For instances in this area, the expected

benefit does not outweigh the expected cost of applying the positive treatment.

Proposition 2. The feasible set, F is the union of the positive and negative treatment set:

F = P ∪N . (26)

The proof of Proposition 2 follows directly from Definitions 3, 4 and 5.

To accommodate the analysis of the classification boundary and without loss of generality, we

simplify the expression of the intercept, γ, and the slope, δ, by setting the cost of the negative

treatment and the benefit of a negative outcome equal to zero, c00 = c10 = 0 and b00 = b01 = 0, and
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expressing the cost of a positive treatment and the benefit of a positive outcome relative to a negative

outcome when the negative treatment is applied. This reflects an assessment of the increase in profit

that results from applying the positive treatment for a selected subset of instances, compared to the

profit that results from applying the negative or no treatment to all instances, which is exactly the

definition of the causal profit. We obtain the following causal cost-benefit matrix, with ċb00 = 0, i.e.,

the baseline outcome yielding a profit equal to zero:

Treatment

T = 0 T = 1
ĊB :=

0 −c01 Y = 0
Outcome

b10 b11 − c11 Y = 1

(27)

As a result, parameter γ simplifies to:

γ′ =
c01
b10

. (28)

Lemma 1. The intercept of the cost-sensitive causal classification boundary is nonnegative:

γ′ ∈ R≥0 (29)

Proof. γ′ is defined as the ratio of c01 and b10, which by definition, are nonnegative numbers.

On the other hand, parameter δ simplifies to:

δ′ =
b10 − b11 + c11 − c01

b10
. (30)

For characterizing the cost-sensitive causal classification boundary, we investigate whether the

positive treatment set can be empty and whether it can contain instances with a negative estimate

for the individual treatment effect.

Theorem 2. The positive treatment set is nonempty if and only if the causal profitability condition

is fulfilled, i.e., if the benefit of a positive outcome given that the positive treatment was applied is

larger than the cost of applying the positive treatment when a positive outcome is obtained, c11 < b11.

From the proof of Theorem 2, provided in Appendix C, it can be noted that in the case of

a positive outcome, the closer the cost of the positive treatment (c11) approaches the benefit of a

positive outcome (b11), the closer will τ∗cs approach to one. Hence, the smaller the net return of a
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positive converted instance is, the larger the required estimated ITE for the expected return to be

positive and for classifying an instance in the positive treatment class. Intuitively, it makes sense that

the positive treatment should be applied to fewer instances when the profit of a positive converted

instance is smaller. Visually, the area representing the positive treatment set becomes smaller for a

larger slope of the classification boundary, for any (positive) value of the intercept.

As a corollary of Theorem 2, we have:

Corollary 1. The positive treatment set is empty if the cost of a positive converted instance is larger

than the benefit of a positive converted instance: If c11 > b11 then P = ∅.

If the causal profitability condition is not satisfied, then a positive converted instance yields a

loss and no causal profit can be obtained from applying the positive treatment.

Theorem 3. The positive treatment set contains pairs (P11, ê) with ê < 0, if and only if the causal

bonus condition is satisfied, i.e., if the cost of a positive treatment for a positive outcome is smaller

than the difference between the benefit of a positive outcome for a positive and a negative treatment

(i.e., the bonus), c11 < b11 − b10.

The proof of Theorem 3 is provided in Appendix D.

As a corollary of Theorem 3, we have:

Corollary 2. The positive treatment set cannot contain pairs (P11, ê) with ê < 0 if the causal bonus

condition is not satisfied, i.e., if c11 ≥ b11 − b10, which includes all cases with b11 ≤ b10.

Theorem 3 and the causal bonus condition may be intuitively difficult to accept and interpret

since it is unexpected that the positive treatment may have to be applied even when the estimated

ITE is negative.

If the causal bonus condition is satisfied, then for an instance with a positive outcome for the

negative treatment, we may still have to apply the positive treatment, not so much for changing the

outcome from the negative to the positive class, but to reap a potential bonus since the increase

in benefit for a positive outcome and positive treatment, b11, compared to a positive outcome for a

negative treatment, b10, is larger than the cost of the positive treatment, c11. We are not guaranteed

to reap the bonus even if we are sure the outcome for the negative treatment is positive, since applying

the positive treatment may have a negative effect on the outcome. For a negative converted instance,

the positive outcome for negative treatment converts into a negative outcome for positive treatment.

Theorem 3 indicates that if there is a potential bonus of applying the positive treatment, even when
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the probability for the positive outcome probability decreases (to some extent) as a result of applying

the treatment, i.e., for a negative estimated ITE, the positive treatment may still have to be applied.

It is the cost-sensitive causal classification boundary that balances the risk of a negative conversion

and the opportunity of seizing a bonus.

In many applications, the benefit of a positive outcome may be expected to be independent of

the treatment that has been applied, i.e., b11 = b10. Then, as well as for b11 < b10 and generally

c11 ≥ b11− b10, Corollary 2 indicates that no instances with negative estimated ITE will be classified

in the positive treatment class.

4. Cost-sensitive ranking

4.1. Rationale

In the case of a limited number of available positive treatments that can be applied because of

resource restrictions, such as a limitation with respect to the available budget, time, and human or

natural resources, the optimal cost-sensitive causal classification boundary as defined by Equation

22 may not be feasible to implement.

A restriction on the number of available treatments represents a realistic scenario in many ap-

plication settings and does not necessarily imply a global suboptimal operating point, since lifting

the restriction may alter the cost-benefit structure of the problem. For instance, in order to apply

more positive treatments, an investment may be required in infrastructure, thus significantly alter-

ing the cost per treatment. We enlist a deeper analysis of problem settings with resource-dependent

treatment-cost and outcome-benefit matrices as a topic for further research.

Given the applicable restriction, the question arises as to how to classify a subset of instances

in the positive treatment class in a cost-sensitive manner? Which instances are to be prioritized

when only a limited number of positive treatments are available? As highlighted by Gubela and

Lessmann (2021), when ranking instances using the estimated ITE and ignoring value considerations,

a suboptimal ranking would be obtained. As a solution, Gubela and Lessmann (2021) propose three

measures for ranking instances that combine the ITE estimate and the estimated value of an instance

using various aggregation functions, with the objective of optimizing the resulting total value. An

experimental evaluation on marketing campaign data indicates that a substantial improvement over

ranking with ITE can be obtained in terms of profit by using the proposed measures to rank and

select customers to target. Whereas the ranking measures presented in Gubela and Lessmann (2021)

are flexible and facilitate the use of a broad range of aggregation functions to combine the ITE and
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expected value of an instance, we aim to derive a measure that ranks instances so as to maximize

the expected causal profit at any threshold, as determined by the number of positive treatments that

can be applied.

To that end, intuitively, it makes sense to shift the classification boundary upward by increasing

the intercept of the classification boundary while keeping the slope constant, until the number of

instances above the classification boundary (i.e., in the positive treatment class) equals the number of

positive treatments that can be applied, i.e., until the constraint is satisfied. This would be the cost-

sensitive equivalent of the cost-insensitive approach of ranking instances based on the ITE estimates

to support the selection of the optimal subset of instances and to maximize the expected causal profit

at the threshold that results from the constraint on the number of positive treatments.

4.2. Expected causal profit ranker

Mathematically, this problem involves a constrained optimization problem. The reward function

that is to be maximized is the expected causal profit, as defined in Definition 2. Hence, instances are to

be ranked and selected based on the expected causal profit. This, as we will prove below, is equivalent

to the intuitive approach of ranking instances based on the distance to the classification boundary,

or better, the displacement from the classification boundary to the instance, which is positive for

instances in the positive treatment set and negative for instances in the negative treatment set and

thus yields an appropriate ranking.

The displacement d(xi) from the classification boundary τ∗cs = γ + δP11 for instance xi with

coordinates
(
P11,i, êi

)
is given by:

d(xi) =
êi − δP11,i − γ√

δ2 + 1
. (31)

Proposition 3. The displacement from the classification boundary for an instance, as defined in

Equation 31, is proportional to the expected causal profit of the instance, as defined by Equation 18.

The proof of Proposition 3 is provided in Appendix E.

We denominate the proposed ranking approach as the expected causal profit (ECP) ranker,

whereas the conventional ranking approach based on the estimated ITE will be denominated the

ITE ranker.

The ECP ranker supports decision-makers in selecting the set of instances that should be treated

with the positive treatment given a restriction on the number of positive treatments that can be

applied. For a restricted number of treatments r, the ECP ranker facilitates straightforward selection
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of the optimal subset, i.e., the r first ranked instances, to maximize the expected causal profit given

the constraint.

In case of a restriction on the available budget, the following straightforward constrained opti-

mization problem is to be solved. Let Dr = {xj , j = 1, . . . , n} with d(xj) ≥ d(xj+1) ≥ 0 be the

resulting ranked set of instances and m the budget for applying treatments. Then, the optimal

number of treated instances, T (Dr), can be computed as:

max T (Dr) = T0 + T1,

s.t. T0c01 + T1c11 ≤ m,
(32)

with T0 and T1 the estimated numbers of negative and positive outcomes, respectively, equal to:

T0 =

T∑
j=1

(1− P11,j), (33)

T1 =
T∑
j=1

P11,j , (34)

with P11,j = P (Y = 1|xj , t = 1) for xj ∈ Dr.

5. Empirical evaluation

In this section, the cost-sensitive causal decision-making framework is applied on synthetic and

marketing campaign data. The main objective is to illustrate and evaluate the use of the newly

proposed ECP ranker compared to the ITE ranker. Therefore, and since we do not propose a new

and/or better ITE estimation method, we focus on standard causal classification methods in this

empirical study and rely on available implementations with default settings. By providing the full

experimental code5 that we used in arriving at the reported results, we aim to promote the adoption

of the presented framework and the ECP ranker and facilitate the validation of the presented results

across various decision-making settings and the publication of additional empirical results.

We fist provide a detailed description of the experimental design, including the data sets, cost-

benefit parameters, causal classification methods and the performance metrics that are used. Subse-

quently, experimental results are reported and discussed.

5.1. Experimental design

Data sets. In Table 1, we provide characteristics of the four data sets used in this empirical study.

As a preprocessing step, we convert categorical variables into dummy variables. More information is

5The experimental code and data sets are available at https://github.com/KU-Leuven-LIRIS/cscc.
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provided below for both the synthetic and the different marketing campaign data sets.

Data set Synthetic Bank Criteo Hillstrom

Total number of instances 10000 10043 11647 14232

Total number of variables 16 162 12 8

Number of control group instances 5000 5939 11292 7102

Proportion of positive outcomes in control group 0.50 0.74 0.04 0.11

Number of treatment group instances 5000 4104 355 7130

Proportion of positive outcomes in treatment group 0.58 0.87 0.41 0.15

Average treatment effect 0.08 0.12 0.38 0.05

Table 1: Characteristics of the four data sets.

We employed the causalml library (Chen et al., 2020) to generate a synthetic causal data set,

which is based on the approach developed by Guyon (2003) to generate the Madelon data set. The

treatment and control groups are specified to be of equal size and the positive class proportion is

set at 50%. The data set consists of 16 pretreatment variables among which 11 are set to generate

positive treatment effects, with an induced average treatment effect of 8%, and 5 are designated for

base classification.

The Bank data set is obtained from a financial institution that applied a retention campaign to

reduce customer churn. Customers that were targeted with the retention campaign constitute the

treatment group (positive treatment, T = 1), whereas the customers in the control group were not

targeted (negative treatment, T = 0). The outcome variable indicates whether a customer churned

in the period after the campaign was deployed, which is the negative outcome (Y = 0), or whether

a customer did not churn, which is the positive outcome (Y = 1). Pretreatment variables include

sociodemographic information, as well as usage and activity indicators. The churn rate in the control

group is equal to 25.51% and in the treatment group equal to 13.23%, yielding an overall positive

effect of the campaign of 12.28%. This data set has been previously used in e.g., Devriendt et al.

(2021), to which one may refer for additional details and experimental results.

The Criteo data set is a large publicly available data set containing data resulting from several

incrementality tests in digital advertising (Diemert et al., 2018). Due to computational reasons,

we randomly sampled a subset from this data set, maintaining the class distribution in both the

treatment and the control group, so that the overall treatment effect is the same as in the original

data set. Subjects that were exposed to the campaign constitute the treatment group, whereas

control group instances were not targeted. A positive outcome represents a user who visited the
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advertiser website during a test period of 2 weeks. The positive outcome rate in the control group

is 3.53% and in the treatment group 41.41%, yielding an overall positive effect of the campaign of

37.88%.

The Hillstrom data set involves data on a randomized controlled trial that is conducted to analyze

the effect of an e-mail marketing campaign concerning clothing merchandise (Hillstrom, 2008). The

data set includes three response variables: ‘visit’, ‘purchase’ and ‘conversion’. The first two are

binary variables, while the third is a numerical response variable that represents the amount of

money spent. The original data set includes 64,000 observations with 1/3 targeted with an e-mail

campaign concerning men’s clothing, 1/3 targeted with an e-mail campaign concerning women’s

clothing and 1/3 not targeted. We select the ‘visit’ variable, which indicates whether a customer

visits the website within two weeks after the campaign, as the response variable of interest and

the selected treatment is the e-mail campaign for women’s clothing (reducing the dataset to 42,693

observations). We further subset this data set by randomly subsampling 33% of these instances

while maintaining the original class and group distribution as well as an overall positive effect of the

campaign on the positive outcome rate of 5%.

Cost-benefit parameters. We consider two cost-benefit scenarios to illustrate the use and assess the

performance of the ECP ranker. In the first scenario, the benefit of a positive outcome for T = 1 is

assumed to be 1.2 times the benefit of a positive outcome for T = 0, i.e., b11 > b10. In the second

scenario, the benefit of a positive outcome for T = 0 is set to 1.2 times the benefit of a positive

outcome for T = 1, i.e., b10 > b11. On the other hand, the cost of the treatment is the same for a

positive and negative outcome, i.e., c01 = c11. No benefit is obtained in case of a negative outcome

and the negative treatment does not generate any costs. The value of the baseline benefit is set to

100 monetary units, i.e., b11 = 120 and b10 = 100 in the first scenario and b11 = 100 and b10 = 120,

whereas the cost of a positive treatment is fixed at 10% of the baseline benefit, i.e., c01 = c11 = 10

monetary units.

Causal classification methods. Recall that the objective of this empirical study is to compare the

results obtained by using the ECP ranker to those obtained by using the ITE ranker. Therefore, we

use two standard causal classification methods with default settings to obtain ITE estimates. More

specifically, we use two metalearners, i.e., the T- and S-learner, in combination with two different

base classifiers with default hyperparameter settings, i.e., logistic regression6 (LR), a typical baseline

6We use the Scikit-Learn implementation with the ‘saga’ solver.

23



method in experimental studies which offers a good balance between interpretability, stability and

predictive power and is therefore broadly adopted in industry across various fields of application

(Devriendt et al., 2021), and extreme gradient boosting7 (XGBoost), a frequently used ensemble

method which has been shown to potentially achieve (much) better predictive power across different

studies and competitions, an amenity that comes at the cost of reduced interpretability of the resulting

model (Chen and Guestrin, 2016).

Künzel et al. (2019) formally define a metalearner for ITE estimation as the result of combining

supervised learning estimators (called the base learners) in a specific manner while allowing the

base learners taking any form. In this respect, the T-learner, which is also sometimes referred to as

the two model or naive approach, builds two separate models to predict the response probabilities,

one for the treatment group and one for the control group. For a new instance, the probability of

responding is estimated with each model. Afterwards, the probabilities are subtracted to obtain an

ITE estimate. Unlike the T-learner, the S-learner, also known as the treatment-dummy approach,

builds only one predictive model by grouping the instances from both the treatment and control

groups and including a dummy variable that denotes to which group an instance belongs. A model

is then developed from the original features and the added dummy variable. This model can then be

used to estimate two response probabilities for a new instance, once as if the instance belongs to the

treatment group and once as if it belongs to the control group. Subtracting the probabilities returns

an ITE estimate.

Performance metrics. In addition to the various combinations of the metalearners and base learners

for estimating individual treatment effects, we apply both the ITE and ECP ranker, as introduced in

this article. Five-fold cross-validation is used to obtain a robust performance evaluation of the result-

ing rankings. To this end, we adopt the Qini coefficient (Radcliffe, 2007), which is the conventional,

cost-insensitive approach in the literature to assess the performance of causal classification models.

In addition, we evaluate performance in a cost-sensitive manner in terms of the average causal profit

(ȦP ) and the maximum causal profit (ṀP ) measures, as defined in Section 2.1.

5.2. Results

Table 2 reports the Qini coefficient for the four data sets, for the various combinations of ranker,

metalearner and base learner and for the two cost-benefit scenarios. Note that a larger value of the

7We use the Scikit-Learn interface (XGBClassifier) of the XGBoost package (Chen and Guestrin, 2016) with 500

boosting rounds.
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Qini coefficient indicates an overall better performance of the causal model in terms of increasing

the positive outcome rate, across thresholds. The result of the best model is shown in bold and

highlighted in gray for each data set and the result of the best ranking approach for each pair of

results, cost-insensitive or cost-sensitive, is underlined.

In Table 2, we observe that the ITE ranker achieves the overall best performance (in bold and

highlighted in gray) in five setups, whereas the ECP ranker in three setups. The ECP ranker does

not aim to improve performance in Qini but in terms of profit; however, it is observed to do so across

the three marketing campaign data sets, specifically for the scenario b11 > b10. For the scenario

b11 < b10, on the other hand, it is the ITE ranker that achieves the best performance across all

data sets. When assessing the best performance per base- and metalearner combination, we almost

consistently observe the same effect for all three marketing campaign data sets, with the ECP ranker

outperforming the ITE ranker for the scenario b11 > b10 and vice versa for b11 < b10. On the synthetic

data set, however, the ITE ranker outperforms the ECP ranker consistently for both scenarios, with

the exception of the S-learner in combination with LR.

Model Benefit

Synthetic Bank Criteo Hillstrom

LR XGBoost LR XGBoost LR XGBoost LR XGBoost

ITE ECP ITE ECP ITE ECP ITE ECP ITE ECP ITE ECP ITE ECP ITE ECP

T-learner
b11 > b10 0.33 0.32 0.31 0.29 0.02 0.03 0.12 0.13 0.05 0.07 0.01 0.02 0.03 0.05 0.02 0.04

b11 < b10 0.33 0.31 0.31 0.29 0.02 0.01 0.12 0.09 0.05 0.03 0.01 0.00 0.03 0.01 0.02 0.01

S-learner
b11 > b10 0.14 0.15 0.28 0.27 0.02 0.03 -0.04 0.01 0.07 0.08 0.04 0.06 0.02 0.01 0.02 0.06

b11 < b10 0.14 0.15 0.28 0.26 0.02 0.01 -0.04 -0.08 0.07 0.06 0.04 0.02 0.02 -0.01 0.02 0.01

Table 2: Qini coefficient for the four data sets and the various combinations of ranker, metalearner, base learner and

cost-benefit scenario; the best performance on a data set is highlighted in gray for both cost-benefit scenarios; for each

pair of results for the two rankers (ITE and ECP), the best result is underlined.

Table 3 reports the average causal profit for the different setups considered. For the scenario with

b11 > b10, the ECP ranker achieves the overall best performance (in bold and highlighted in gray)

across all data sets. For b11 < b10, however, the ITE ranker performs best for the three marketing

campaign data sets. When assessing performance per metalearner and base learner combination,

we observe that for the scenario b11 > b10, the ECP ranker improves upon the ITE ranker without

exception, which is a notable result. For b11 < b10, except for the synthetic data set and the S-learner

in combination with XGBoost on the Hillstrom data set, we see that the ITE ranker performs best,

which is unexpected. A further analysis of this result is provided in Section 5.3.

Finally, the maximum causal profit results are reported in Table 4, together with the optimal
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proportion of instances in the positive treatment class. The results are, as expected, almost fully in

line with the results reported in Table 3.

Note that the absolute differences in performance between the ITE and ECP rankers observed in

Tables 3 and 4 directly relate to the (arbitrary) values in the causal cost-benefit matrix.

Model Benefit

Synthetic Bank Criteo Hillstrom

LR XGBoost LR XGBoost LR XGBoost LR XGBoost

ITE ECP ITE ECP ITE ECP ITE ECP ITE ECP ITE ECP ITE ECP ITE ECP

T-learner
b11 > b10 3.95 6.28 3.93 6.52 7.44 9.21 9.96 12.45 26.75 29.98 20.39 21.71 -1.82 -1.52 -2.03 -1.73

b11 < b10 0.63 0.70 0.25 0.58 -7.37 -8.63 -4.33 -6.05 21.34 18.32 16.21 14.68 -3.55 -3.71 -3.61 -3.70

S-learner
b11 > b10 2.56 4.38 3.36 6.41 7.44 9.21 2.03 10.00 30.59 31.03 25.32 27.78 -2.10 -1.92 -1.95 -1.47

b11 < b10 -2.75 -1.47 0.21 0.23 -7.37 -8.63 -11.46 -13.28 24.35 22.77 20.16 16.62 -3.56 -3.71 -3.65 -3.62

Table 3: Average causal profit ȦP for the four data sets and the various combinations of ranker, metalearner, base

learner and cost-benefit scenario; the best performance on a data set is highlighted in gray for both cost-benefit scenarios;

for each pair of results for the two rankers (ITE and ECP), the best result is underlined.

Model Benefit

Synthetic Bank Criteo Hillstrom

LR XGBoost LR XGBoost LR XGBoost LR XGBoost

ITE ECP ITE ECP ITE ECP ITE ECP ITE ECP ITE ECP ITE ECP ITE ECP

T-learner

b11 > b10
5.72 9.05 6.58 9.51 17.63 17.63 18.39 19.84 34.15 34.41 34.15 34.15 0.31 0.64 0 0.19

(17) (36) (14) (32) (100) (100) (89) (82) (100) (75) (100) (100) (1) (4) (0) (12)

b11 < b10
4.26 4.40 5.16 5.23 0.76 0.69 0.50 0.38 27.16 27.16 27.16 27.16 0.21 0 0 0

(10) (9) (8) (9) (8) (6) (4) (4) (100) (100) (100) (100) (1) (0) (0) (0)

S-learner

b11 > b10
4.02 6.69 6.49 9.24 17.63 17.63 17.63 18.04 34.16 34.16 34.48 34.41 0.21 0.48 0.04 0.47

(26) (49) (13) (29) (100) (100) (100) (91) (96) (96) (97) (97) (7) (1) (5) (3)

b11 < b10
0.77 1.28 5.02 5.21 0.76 0.69 0 0 27.17 27.16 27.45 27.16 0 0 0 0

(18) (22) (13) (12) (8) (6) (0) (0) (96) (100) (97) (100) (0) (0) (0) (0)

Table 4: Maximum causal profit ṀP and profit maximizing proportion (between brackets) for the four data sets and

the various combinations of ranker, metalearner, base learner and cost-benefit scenario; the best performance on a data

set is highlighted in gray for both cost-benefit scenarios; for each pair of results for the two rankers (ITE and ECP),

the best result is underlined.

5.3. Discussion

The results for the scenario b11 > b10 in the previous section on the three marketing campaign data

sets indicate an improvement in performance for the ECP ranker in terms of average and maximum

causal profit, as well as, unexpectedly, in terms of the Qini measure. The performance does not

improve and even declines for all three measures for the scenario b11 < b10, which is unexpected. In

this section, we therefore further explore the results to explain these findings.
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To this end, we elaborate Equation 13, which defines the causal profit in terms of the causal

confusion matrix for b00 = b01 = 0, in line with the experimental setup. Moreover, since b11 ≈

b10 >> c11 = c01, we set cyt = 0 ∀y, t to facilitate the analysis. As a result, we obtain the following

expression for the causal profit as a function of the positive outcomes in the positive and negative

treatment class:

Ṗ (τ) =
∑
y,t

(Ėyt ◦ ĊByt),

= ė10b10 + ė11b11,

=
−
(
C1 − C1(τ)

)
C1 + C0

b10 +

(
T1 − T1(τ)

)
T1 + T0

b11. (35)

with C1(τ) and T1(τ) the number of positive instances with ê < τ , and Cy and Ty the number of

instances with Y = y in the control and treatment group, respectively. Hence, ė10 (see Equation 9)

is to be interpreted as the relative number of positives in the positive treatment class in the control

data set and ė11 as the relative number of positives in the positive treatment class of the treatment

data set for threshold τ . As such, by assessing the effect of the ECP ranker on the relative number of

positives in the positive treatment class for both the treatment and control group, across thresholds

τ , we may gain a more fundamental insight into the effect of the ranker on the causal profit.

In Section 3, we discussed the effect of the ECP ranker, which for the scenario b11 > b10 (i.e.,

for a negative slope of the classification boundary) aims at increasing the causal profit by increasing

the number of positive instances in the positive treatment class, by giving priority to instances with

high values of P11. Note that the increase in positive instances will take place in both the treatment

and control data sets, so both ė11 and ė10 are expected to increase equally. However, as can be seen

from Equation 35, since b11 > b10, the net effect on the causal profit of the equal increase in both

ė11 and ė10 will be positive. In contrast, for b11 < b10 (i.e., for a positive slope of the classification

boundary), the ECP ranker prioritizes instances with lower values of P11. The decrease in positive

instances in the positive treatment class is expected to be approximately the same for the treatment

and control data sets, but since b11 < b10, the net effect of the decrease in ė10 (which has a positive

effect on Ṗ ) will outweigh the net effect of the decrease in ė11 (which has a negative effect on Ṗ ). As

a result, the causal profit increases.

In Figure 3, for both cost-benefit scenarios, the cumulative distribution of instances with a positive

outcome is plotted as a function of the threshold τ , both for the ECP (in blue) and ITE (in orange)

ranker, and separately for the treatment and control group of the Bank data set. For the scenario

b11 > b10, we observe that the increase in positives when comparing the ECP and ITE ranker is
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larger for the treatment data set than for the control data set, across all thresholds τ . As a result,

ė11 increases more than ė10 in Equation 35. This increases the positive effect of the ECP ranker

on both the average and maximum causal profit that is obtained when ė11 = ė10. Since the Qini

coefficient is the area under the Qini curve, which itself is the difference between the curves in Figure

3 for treatment and control groups, the difference in the effect of the ECP ranker on the curve of the

control and treatment groups also causes the Qini coefficient to improve for the scenario b11 > b10,

as observed in Table 2. For the scenario b11 < b10, on the other hand, the effect is inverse. The

smaller decrease in ė10 causes the average and maximum causal profit for the ECP ranker to be lower

than for the ITE ranker and causes the Qini coefficient to decrease. Nonetheless, it is important

to acknowledge that the ECP ranker does achieve, at a granular level, the effect that it aims to

accomplish, i.e., an increase (in case of b11 > b10) or decrease (in case of b11 < b10) in the number of

positives in the positive treatment class, as shown in Figure 3.

We observe that the effect of the ECP ranker on the cumulative distribution of instances with

a positive outcome is different for the treatment and control group. From a theoretical perspective,

however, the effect should be identical. As an explanation for the observed difference, we conjecture

that this difference results from selection bias. Three arguments support this hypothesis. First,

in Figure 4, the distribution of the positive outcome for positive treatment, P11, is plotted for the

treatment and control subsets of the Bank data set, both for the LR and XGBoost model. If both

data sets were random subsets, then the predictions of the causal classification model should not

depend on the group and these distributions should only marginally differ. The observed difference,

however, is substantial, which indicates that both data sets have not been randomly sampled. As

a result, the obtained estimates for both P11 and ê are not well calibrated, which is an essential

precondition for the ECP ranker to correctly work, since the calculation of expected causal profit

values depends on both P11 and ê. Second, the distributions in Figure 4 point toward a preference

in the selection of the treatment group for instances with a larger positive outcome probability. This

naturally aligns with the objective of marketing campaigns, i.e., boosting the positive outcome rate.

Potentially, a predictive model supported the selection process. Third, the effect of the ECP ranker

on the cumulative distribution of positives for the synthetic data set is approximately the same for

treatment and control groups, as shown in Figure 5, and as theoretically expected. Hence, the results

on the synthetic data set, which by design is the result of a randomized controlled trial, support

the above hypothesis and indicate that the ECP ranker correctly functions. To accommodate the

requirement of having well-calibrated estimates and to use the ECP ranker with observational data,
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(a) Bank: treatment.
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(b) Bank: control.
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(c) Bank: treatment.
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(d) Bank: control.

Figure 3: Cumulative distribution of instances with a positive outcome as a function of the threshold τ for the Bank

data set, for both cost-benefit scenarios b11 > b10 (top) and b11 < b10 (bottom), for the ECP (blue) and ITE (orange)

ranker and for treatment (left) and control group (right).

an important direction for future research is to explore the use of causal classification methods that

allow addressing potential selection bias (as mentioned in Footnote 2) or, alternatively, calibration

methods for post-processing the P11 and ê estimates.

6. Conclusions and future research

ITE models can be adopted to optimize decision-making across a variety of operational business

processes. They allow predicting the effect of an action at hand, i.e., a treatment, on an outcome of

interest as a function of the characteristics of the process instance. This allows selecting the opti-

mal treatment that is to be applied for each individual instance and to maximize overall efficiency.

However, while in the literature, a variety of powerful approaches have been presented for learning in-

dividual treatment effects, no formal framework for optimal decision-making based on ITE estimates
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Figure 4: Distribution of the positive outcome probabilities for the positive treatment, P11, for the treatment and

control data sets.

has been elaborated in presence of cost of treatment and benefit of outcome information.

In this article, we introduce a generic decision-making framework for double binary causal clas-

sification that takes into account the estimated ITE, the treatment-conditional positive outcome

probabilities, and the class- or instance-dependent costs and benefits of treatments and outcomes.

We build on the expected value framework (see, e.g., see Chapter 11 in Provost and Fawcett (2013))

and extend the established cost-sensitive classification approach introduced by Elkan (2001) to derive

the cost-sensitive causal classification boundary for causally classifying instances in the positive or

negative treatment class so as to maximize the expected causal profit. Whereas the cost-insensitive

causal classification boundary for maximizing the positive outcome rate merely assesses the esti-

mated ITE, the cost-sensitive causal classification boundary is a linear function of the ITE and the

positive outcome probability given the application of the positive treatment and is characterized by

the problem-specific cost and benefit parameters.

The presented cost-sensitive decision-making framework implies a novel approach for ranking and

selecting instances that are to be treated with the positive treatment. Traditionally, instances are

ranked based on the ITE, whereas the presented expected causal profit ranker takes into account the

ITE, the positive outcome probability given the application of the positive treatment, as well as the

cost and benefit parameters. The ECP ranker ranks instances with the objective of maximizing the

expected causal profit for each possible number of selected instances and supports the classification

of the optimal subset in the positive treatment class.

We empirically evaluate the proposed ranking approach on synthetic and marketing data. Logistic

regression and XGBoost are applied to estimate individual treatment effects in combination with

30



0.0 0.2 0.4 0.6 0.8 1.0
Targeted proportion

0.0

0.2

0.4

0.6

0.8

1.0
C

um
ul

at
iv

e 
nu

m
be

r o
f p

os
iti

ve
 in

st
an

ce
s

Approach
Sensitive
Insensitive

(a) Synthetic: treatment.
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(b) Synthetic: control.
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(c) Synthetic: treatment.
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(d) Synthetic: control.

Figure 5: Cumulative distribution of instances with a positive outcome as a function of the threshold τ for the synthetic

data set, for both cost-benefit scenarios b11 > b10 (top) and b11 < b10 (bottom), for the ECP (blue) and ITE (orange)

ranker and for treatment (left) and control group (right).

two causal metalearning methods. We evaluate model performance in terms of the Qini coefficient

as well as average and maximum causal profit. For ranking instances, we adopt the traditional, cost-

insensitive approach and the newly introduced ECP ranker. The experimental results acknowledge

the potential of the ECP ranker to improve the profitability, although well-calibrated estimates of

the positive outcome probability for the positive treatment and the ITE are preconditions for the

presented approach to function correctly. Note that this condition also applies to the use of causal

classification methods and the ITE ranker when potential selection bias is not addressed in learning a

model. As a digital appendix to this article, we provide the experimental code that allows replicating

the reported results. Since we strongly believe the presented framework opens vast opportunities

for further research and practical applications, we therefore hope to promote further research and

facilitate the adoption of the framework by fellow scientists and practitioners.
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The proposed framework is instantiated and empirically evaluated for class-dependent cost and

benefit parameters and for the case of double binary causal classification. The extension of the

framework, including the ECP ranker, to instance-dependent cost and benefit parmaters merely

requires to formulate the treatment-cost and outcome-benefit matrices at the individual instance

level, as discussed in Section 2. The extension to multi-treatment settings is straightforward by

performing pairwise comparisons, as discussed in Haupt and Lessmann (2022).

A first stream of further research is to formulate the cost-sensitive causal classification boundary

and ranking approach for multi-class causal classification and for continuous treatment (e.g., discount

amount or price, time, dosage, temperature, etc.) and continuous outcome (e.g., amount or time

spent, yield, number of visits, etc.) causal learning problems (Gubela et al., 2020). A second stream of

further research is to explore alternative and more complex cost and benefit parameter setups, which

in a realistic setting may be dependent on the proportion of targeted instances or stochastic in nature.

A third stream concerns causal model learning. While the proposed framework allows factoring in

costs and benefits in a post-processing stage, similar to cost-sensitive learning methods, they may

be taken into account during causal model development (Höppner et al., 2022). Additionally, the

effect of cost-sensitive causal learning on the performance and stability of causal models in cases

of imbalanced data sets, both in terms of the class and the treatment distribution, remains to be

explored. Moreover, the use of advanced causal machine learning methods that are able to efficiently

and effectively handle selection bias is to be evaluated for obtaining calibrated estimates of outcome

probabilities and individual treatment effects. Finally, further empirical research is needed to validate

and explore the use of the proposed evaluation and ranking approach across various decision-making

settings.
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Appendix A. Instantiation to optimal decision-making in customer targeting

In this section, we proof that the cost-sensitive causal decision-making framework that is presented

in this paper instantiates to the solution that is presented in Haupt and Lessmann (2022) for the

specific case of customer targeting under response-dependent costs.

Proof. We first identify the cost and benefit parameters of the treatment-cost and outcome-benefit

matrices as defined in Equations 11 and 10 following the notation in Haupt and Lessmann (2022):

b10 = Vi(0), (A.1)

b11 = Vi(1), (A.2)

c01 = κ, (A.3)

c11 = δ + κ, (A.4)

b00 = b01 = c00 = c10 = 0. (A.5)

Then, we obtain gamma and delta as defined in Equations 23 and 24, respectively:

γ =
κ

Vi(0)
, (A.6)

δ =
Vi(0)− κ− Vi(1) + δVi(1) + κ+ κ

Vi(0)
(A.7)

Using the notation for the positive outcome probability with and without treatment in Haupt

and Lessmann (2022),

P11,i = pi(1), (A.8)

P10,i = pi(0), (A.9)

and using γ and δ, we obtain the following expression for the cost-sensitive causal classification

boundary as defined in in Equation 22:

τ∗cs = γ + δP11, (A.10)

pi(1)− pi(0) =
κ

Vi(0)
+
Vi(0)− κ− Vi(1) + δVi(1) + κ+ κ

Vi(0)
pi(1), (A.11)

pi(1)Vi(1)− pi(0)Vi(0) = pi(1)δ + κ. (A.12)

As such, we arrive at the general solution to the decision problem whether or not to target a specific

customer under response-dependent costs, formulated as Equation 2 on page 372 in Haupt and
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Lessmann (2022), and have shown that the presented general framework for cost-sensitive causal

decision-making in this paper instantiates to the solution that is presented in Haupt and Lessmann

(2022).

Appendix B. Proof of Theorem 1

Proof. In conventional classification, instances are classified in predicted outcome classes, whereas in

causal classification they are classified in treatment classes. In conventional classification, the same

treatment is applied to both predicted classes, i.e., T = 0. Hence, a positive outcome value is equally

likely, regardless of the treatment or predicted class, i.e., P11 = P10 and P01 = P00. As a result,

ê = P11 − P10 = 0 for all instances.

For ê = 0 and rearranging the terms in Equation 22, we obtain the following equation for the

cost-sensitive causal classification boundary in terms of the minimum required positive outcome

probability, P ∗11, for an instance to be classified in the positive class:

P ∗11 = −γ
δ
,

= − b00 − c00 − b01 + c01
b10 − c10 + b01 − c01 − b11 + c11 − b00 + c00

,

=
˙cb00 − ˙cb01

˙cb11 + ˙cb00 − ˙cb01 − ˙cb10
.

Hence, with ĊB = CB and φ∗cs as defined in Equation 5 of the cost-sensitive threshold for

classification tasks, we find:

P ∗11 = φ∗cs. (B.1)

Here, the advantage of the notation that was introduced in Section 2 for the cost-benefit matrix

in conventional classification becomes apparent, which is unusual in the field of classification but

aligns with the specification of the causal cost-benefit matrix.

Appendix C. Proof of Theorem 2

Proof. Visually, for the positive treatment set to be empty, the classification boundary would be fully

above the upper bound of the feasible set, i.e., the diagonal ê = P11.

Since the intercept of the classification boundary is nonnegative, γ′ ∈ R≥0, as established by

Lemma 1, the positive treatment set is nonempty if and only if τ∗cs < 1 for P11 = 1.
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Elaborating Equation 22, for P11 = 1 and replacing γ′ and δ′ with Equations 28 and 30:

τ∗cs = γ′ + δ′P11

= γ′ + δ′,

=
c01
b10

+
b10 − b11 + c11 − c01

b10
,

=
b10 − b11 + c11

b10
,

which is smaller than one if and only if the numerator is smaller than the denominator, or:

b10 − b11 + c11 < b10,

−b11 + c11 < 0,

c11 < b11.

which is denominated the causal profitability condition.

Appendix D. Proof of Theorem 3

Proof. We elaborate upon the proof of Theorem 2 since, given the intercept is positive as established

in Lemma 1, the positive treatment set will only contain pairs (P11, ê) with ê < 0 if and only if

τ∗cs < 0 for P11 = 1. We found that:

τ∗cs =
b10 − b11 + c11

b10
,

which, since b10 by definition is nonnegative, is smaller than zero if and only if:

b10 − b11 + c11 < 0,

c11 < b11 − b10,

which is denominated the causal bonus condition.

Appendix E. Proof of Proposition 3

Proof. The expected causal profit is defined in Equation 18 as:

E[Ṗ |x] = E[P |x, 1]− E[P |x, 0].
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By entering the formula for the expected profit, E[P |x, t], as defined in Equation 17, and by elab-

orating the resulting equation (the elaboration is similar to that of obtaining Equation 22 of the

cost-sensitive causal classification boundary), we obtain:

E[Ṗ |x] = P11(b11 − c11) + (1− P11)(b01 − c01)− P10(b10 − c10)− (1− P10)(b00 − c00),

= ê− δP11 − γ (E.1)

Since
√
δ2 + 1 is a constant, i.e., a function of the cost and benefit parameters, we find that the

expected causal profit, E[Ṗ |x], is proportional to the displacement d(x) from the cost-sensitive causal

classification boundary to the instance, as defined in Equation 31.
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