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Samenvatting

Vandaag de dag is er in onze maatschappij een onmetelijk groot aanbod
aan digitale informatiegegevens. De analyse van deze gegevens opent al-
lerlei perspectieven, zowel op economisch als op wetenschappelijk niveau.
Deze grote datastroom kan bijvoorbeeld bepaalde trends aan het licht bren-
gen of nieuwe wetenschappelijke inzichten opleveren. Deze datasets kunnen
zo omvangrijk worden dat de huidige numerieke technieken niet geschikt
zijn voor het tijdig analyseren van de data via statistische methoden.

Een onderdeel in de statistiek waar we ons in deze thesis op toespitsen
is de regressie analyse. Zowel het aantal observaties als het aantal vari-
abelen in regressie modellen kunnen in een big data context onbegrensd
groeien. Een numeriek uitdagend probleem in de regressie analyse is het
bepalen van de kleinste-kwadratenschatter. De directe oplossingsmetho-
den voor dit minimalisatieprobleem hebben echter een hoge operatiekost,
waardoor men meestal terugvalt op iteratieve technieken.

In deze thesis focussen we op de least squares multisplitting (LSMS) me-
thode, die toelaat om een groot regressieprobleem te vervangen door een
verzameling kleinere regressieproblemen, waarbij er gesplitst wordt in de
variabelen. Deze kleinere regressieproblemen worden vervolgens opgelost in
parallel en corrigeren elkaars oplossing op iteratieve wijze. Deze methode
laat een schaalbare en parallele implementatie toe.

Aangezien de convergentie van de LSMS algebräısch beschreven kan wor-
den met behulp van matrix splittings toegepast op Hermitisch positief de-
finiete (HPD) systemen, starten we dit werk in het domein van de matrix
(multi)split-tings. In Hoofdstuk 2 herhalen we de belangrijkste begrippen
en eigenschappen van matrix splittings, opgevat als solver en als precondi-
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tioner, met een focus op HPD matrices. We overlopen de recente toevoegin-
gen: multisplittings en nested splittings en breiden de bestaande literatuur
uit met een nieuwe specifieke matrix splitting: hierarchical binary Jacobi
(HBJ).

We keren terug naar de kleinste-kwadraten context in Hoofdstuk 3, waar
we starten met een overzicht van de LSMS methoden. We passen deze
bestaande methoden toe op een specifiek regressieprobleem binnen de in-
genieurswetenschappen: the extended local polynomial method (ELPM).
Deze methode wordt gebruikt om de frequentie respons functie (FRF) te
schatten indien er metingen ontbreken. De directe oplossing van de ELPM
schaalt kubisch met het aantal metingen, wat uiteindelijk numeriek onhaal-
baar wordt voor grotere datasets. Hoewel een rechtstreekse toepassing van
de LSMS methoden een verbetering biedt, tonen we aan dat door gebruik
te maken van de specifieke structuur in het ELPM regressie probleem, we
de complexiteit drastisch kunnen doen dalen. De uiteindelijke methode die
we voorstellen schaalt (per iteratie) log-lineair met het aantal metingen.
In het laatste onderdeel van Hoofdstuk 3, breiden we de HBJ methode uit
naar de kleinste-kwadraten context.

De LSMSmethoden tonen aan dat het mogelijk is om een kleinste-kwadraten
regressieprobleem te splitsen in een equivalente verzameling van kleinere
regressieproblemen. Het is echter niet altijd duidelijk op welke wijze deze
splitsing dient uitgevoerd te worden opdat de convergentie van de LSMS
optimaal zou zijn. In Hoofdstuk 4 bestuderen we de impact van de moge-
lijke partities en stellen we partitiestrategieën voor op basis van grafenthe-
orie en clustering. In het laatste onderdeel vergelijken we de verschillende
methoden met enkele case-studies.

Bijdragen:

Hoofdstuk 2:

� We ontwikkelden een nieuwe hiërarchische variant van de Jacobi
splitting: hierarchical binary Jacobi (HBJ). Het behoudt het parallel-
lisatie potentieel, maar in tegenstelling tot de Jacobi methode, heb-
ben we bewezen dat de HBJ altijd convergent is voor HPD matrices.
We tonen verder aan dat het een geschikte parallelle preconditioner
is voor de methode van Conjugate Gradients (CG).
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� We illustreerden de HBJ met enkele matrices gesimuleerd uit de Wis-
hart verdeling. Deze tonen aan dat de HBJ het potentieel heeft om
efficiënter te zijn dan de klassieke Jacobi methode. Dit zowel als ite-
ratieve methode en als preconditioner voor CG.

� We hebben enkele interessante ondergrensen bewezen voor de conver-
gentie ratio van de HBJ op basis van de convergentie ratio’s van de
binnenste binaire Jacobi splitsingen. Verder hebben we door middel
van tegenvoorbeelden enkele gewenste vergelijkingsresultaten tussen
de hierarchical binary Jacobi en de Jacobi methoden weerlegd.

Hoofdstuk 3:

� We illustreerden het potentieel van de LSMS als methode voor het
efficiënt en schaalbaar oplossen van de extended local polynomial me-
thod (ELPM). Een rechtstreekse toepassing van de LSMS laat een
parallele oplossing toe en reduceert bovendien de arithmetische com-
plexiteit tot een factor overeenkomstig met het aantal gëıntroduceerde
deelproblemen.

� We bestudeerdenmixed-valued kleinste kwadraten problemen, waarin
sommige van de complexe parameters beperkt worden tot reëele
waarden. We passen een 2-cyclische matrix splitsing toe, zodat de
regressiematrix gesplitst wordt in twee delen, een voor de complexe
parameters en een voor de reële parameters. Dit laat toe om de struc-
tuur in beide delen optimaal te benutten.

� De methoden ontwikkeld voor mixed-valued kleinste kwadraten pas-
ten we toe op de originele voorstelling van de ELPM. Door voor de
twee deelproblemen apart een specifieke oplossingmethode te gebrui-
ken, kunnen we de geheugen- en operatiekost van de ELPM (prak-
tisch) lineair doen schalen met het aantal metingen. De complexiteit
van de ELPM is op deze manier terug op het niveau van de originele
LPM zonder ontbrekende metingen.

� We hebben de HBJ uitgebreid naar de kleinste kwadraten context,
wat geleid heeft tot het least squares hierarchical multisplitting
(LSHMS) algoritme. We tonen echter aan dat de iteratieve kost te
hoog is om efficiënt te worden toegepast als oplossingsmethode.
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Hoofdstuk 4:

� We ontwikkelden een greedy bottom-to-top algoritme gebaseerd op
hiërar-chische clustering methoden. Deze staan de gebruiker bij om
automatisch een geschikte partitie te vinden voor de LSMS metho-
den. We tonen aan op welke wijze deze methode past binnen de
gekende partitietechnieken voor het vinden van goede Jacobi pre-
conditioners voor HPD matrices.

� We hebben de consistentie van het clustering algoritme bewezen on-
der enkele aannames.

� We hebben onze partitiemethoden toegepast op enkele case-studies.
Hierbij vergeleken we onze resultaten met andere partitiestrategieën.
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Summary

Indirect measurements of physical parameters of interest often require a
mathematical model in which these parameters are estimated accordingly
to the gathered measurements. Within the least squares estimation, the
parameters are estimated through a regression problem. The presence of
dynamics, multiple sensors and high sampling rates leads to high dimen-
sional regression matrices. This thesis deals with solving such large-scale
regression problems in a time and operation efficient way. We revisit Re-
naut’s Least Squares Multisplitting (LSMS) technique aimed at solving
the linear least squares problem in parallel. The LSMS technique decom-
poses the design matrix column-wise into several blocks. The global least
squares solution is subsequently replaced by an equivalent set of local least
squares problems which are to be solved in parallel. At every iteration step
the local solutions are recombined using an appropriate weighting scheme.
This allows for a scalable and highly parallel implementation aimed at dis-
tributed systems.

Since the convergence behaviour of the LSMS methods for solving lin-
ear least squares is algebraically equivalent to matrix splittings applied to
the solution of Hermitian positive definite (HPD) systems of equations, we
begin our journey in the field of matrix (multi)splittings. In Chapter 2, we
recap the basic notions and properties of matrix splittings, both as solvers
and preconditioners, with a focus on HPD coefficient matrices. We revisit
the more recent additions: multisplittings and nested splittings and extend
upon these with our own parallel matrix splitting method: hierarchical bin-
ary Jacobi (HBJ).
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We return to the least squares setting in Chapter 3, where we provide
an overview of the LSMS methods and perform a case-study on a high-
scaling regression problem within engineering: the extended local poly-
nomial method (ELPM). It is used to estimate the frequency response
function (FRF) in the presence of missing output samples. The direct solu-
tion of the ELPM scales cubically with the number of samples in the re-
cord, which eventually becomes numerically unfeasible for larger problems.
While a straightforward application of the LSMS provides some improve-
ment, we show that by considering the ELPM as a mixed-valued least
squares problem, the complexity drastically reduces to that of the LPM
with no missing samples. Finally, the hierarchical binary Jacobi (HBJ) for
HPD systems is extended to the LSMS.

While LSMS methods show it is possible to split the least squares problem
into an equivalent set of smaller sized problems, it is not always clear how
this split should be made. There remains a large degree in freedom in the
selection of the partitioning. In Chapter 4, we study the impact of the
partitioning strategy and develop our own method based on graph theory
and clustering. Finally, we compare our methods with existing partitioning
strategies which were developed from the HPD perspective.

Contributions:

Chapter 2:

� We developed a new hierarchical variant of the Jacobi matrix split-
ting: hierarchical binary Jacobi (HBJ). It retains the potential for
parallelization, but in contrast to the Jacobi, we have proven the
HBJ to always be convergent for HPD matrices. We further showed
that is a suitable parallel preconditioner for the conjugate gradients
(CG) method.

� Through a theoretical study based on matrices simulated from vari-
ous Wishart distributions, we illustrated the potential of the HBJ
to outperform the classic Jacobi method. Both as an iterative solver
and a preconditioner for CG.

� We have proven several interesting lower bounds for the convergence
rate of the HBJ based on the convergence rates of the inner bin-
ary Jacobi splittings. Furthermore, through counterexamples we have
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disproven several desirable comparison results between the hierarch-
ical binary Jacobi and the Jacobi methods.

Chapter 3:

� We performed a case-study of the LSMS’ potential on the extended
local polynomial method (ELPM). The straightforward application
of the LSMS (as a solver or preconditioner) allows for a parallel
solution which also reduces the arithmetic complexity upto a factor
corresponding with the number of subproblems introduced.

� We studied the concept of mixed-valued least squares problem, in
which some of the complex parameters are restricted to the real num-
bers. We apply a 2-cyclic matrix splitting, which splits the regression
design associated to the complex- and real-valued parameters. Our
method allows the structure in both regression designs to be em-
ployed efficiently.

� We apply our methods for the mixed-valued least squares to the
original formulation of the ELPM. By applying specific solvers to
each subproblem, we are able to reduce both the memory and arith-
metic complexity of the ELPM to scale (practically) linearly with the
number of samples. The arithmetic complexity of the ELPM is now
comparable to that of the original LPM with no missing samples.

� We extended the methodology of the hierarchical binary Jacobi tech-
nique to the linear least squares case, which resulted in the least
squares hierarchical multisplitting (LSHMS) routine. We show that
the iterative cost is too high to be applied efficiently as a general
solver or preconditioner.

Chapter 4:

� We developed a greedy bottom-to-top algorithm based on hierarch-
ical clustering to aid in the partition strategy for the LSMS methods.
We show how our method fits into the broader class of partitioning
strategies for optimal Jacobi solvers and preconditioners to be ap-
plied on HPD systems of equations.

� We proved the consistency of both our dissimilarity estimator and
the associated clustering algorithm.
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� We applied our partitioning methods to several case-studies and com-
pared our results with other partitioning strategies.
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CHAPTER 1

Introduction

The title of this thesis is a mouthful. Join us on a short journey through
history and an introduction to the concepts: systems of equations, method
of least squares, matrix splittings and parallelization1.

Systems of equations
In the 17th century, René Descartes introduced his Cartesian coordinate
system. This allowed geometric shapes to be represented by equations. A
classic example is the equation of a plane in the three Cartesian coordinates
(x1, x2, x3),

ax1 + bx2 + cx3 + d = 0,

where (a, b, c, d) are the parameters that shape the plane. Adding two more
planes to the equations, e.g.

x1 + x2 = 2,

x1 + x3 = 2,

x2 + x3 = 2,

(1.1)

returns a system of linear equations. The values for which the variables
x1, x2 and x3 simultaneously satisfy the equations in (1.1) form the solu-
tion space. In this case, the solution space consists of the single point
(1, 1, 1). More generally, a system of linear equations can contain any num-
ber of variables and number of equations. Furthermore, such a system may
either have no solution, a single solution or an infinite number of solutions.
If no solution exists, the system is referred to as inconsistent. Finally, if

1For a more in-depth history on numerical methods for solving linear systems of
equations, we refer to the articles by Yousef Saad [1] and Joseph Grcar [2].
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1. Introduction

the number of variables exceeds the number of equations, the system is
underdetermined, while the reverse is referred to as overdetermined.

During the 17th century, the systems of equations arising from problems
in physics were generally solved using ad hoc methods. Even Isaac Newton
remarked on the lack of general methods for solving collections of equa-
tions, to which he promptly designed his own techniques without officially
publishing them until 1707 [2]. The first explicit formulas for the solu-
tions of linear systems of equations were provided by Gabriel Cramer in
1750 and were known as Cramer’s rule. While Cramer’s rule provided an
elegant theoretical result based on the determinants of the system, they
were expensive to calculate by hand and quickly became unfeasible for
an increasing number of variables [2]. The method developed by Newton
strongly influenced subsequent textbooks, but it would eventually be linked
to Carl Friedrich Gauss and become known as Gaussian Elimination [2].

In the modern day, we represent systems of linear equations through mat-
rices. This, however, required the notions of matrix and matrix algebra,
which were introduced by James Sylvester in 1850 and by Arthur Cayley
in 1858, respectively [3]. Furthermore, the matrix description of the Gaus-
sian elimination and other related methods only became common practice
in the mid 20th century, allowing for the compact representation we know
today [2]. In matrix notation, the system in (1.1) becomes,1 1 0

1 0 1
0 1 1


︸ ︷︷ ︸

A

x1x2
x3


︸ ︷︷ ︸
x

=

22
2


︸︷︷︸
b

. (1.2)

The matrix A is referred to as the coefficient matrix and the vector b is
known as the right-hand side of the system of equations.

Method of Least Squares
The scientific community was facing a small crisis during the mid 18th
century, when astronomical observations seemingly violated the orbital
formulas derived from Newton’s principles on gravitation [4]. While some
mathematicians, such as Euler and Laplace, speculated that the law of
gravity needed to be changed to account for astronomical distances, others
attributed the differences to measurement errors [2]. The latter required
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a statistical approach to provide accurate estimations based on physical
measurements, which was unavailable at the time.

Both Gauss and Legendre tackled this measurement problem independ-
ently and arrived at the same solution. They published their results in
1808 [5] and 1805 [6], respectively. In modern notation, they assumed the
following system of equations to be solved,

Ax = b+ ϵ, (1.3)

where ϵ is some unobserved measurement error. The rows of A correspond
to the observations, while the columns are associated to the variables.
It was common for the number of observations to exceed the number of
variables, hence resulting in an overdetermined system of equations. Due to
the presence of measurement errors, the system was generally inconsistent.
In order to derive an approximated solution to the system of equations,
both Gauss and Legendre adopted the least squares criterion. In modern
notation, they aimed to solve the following minimization problem,

x∗ := argmin
x∈Rn

∥Ax− b∥22 . (1.4)

Using the ϵ in (1.3), we have,

∥Ax− b∥22 =

n∑
k=1

ϵ2k, (1.5)

such that the minimization problem in (1.4) can be interpreted as find-
ing the solution that minimizes the sum of the squared error components.
Hence, it became known as the method of least squares. Through mul-
tivariate analysis Legendre showed that the least squares problem in (1.4)
is equivalent to solving the following system of equations,

A⊤Ax = A⊤b,

which is referred to as the system of normal equations. The normal equa-
tions have the same number of equations as number of variables, hence
the previously established methods were applicable to solving them. Fur-
thermore, the coefficient matrix ATA has the important property which is
nowadays referred to as symmetric positive definite. Gauss successfully ap-
plied the method of least squares in order to relocate the ’lost’ dwarf planet
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1. Introduction

Ceres in 1801, which lead to its common use within the field of geodesy
[2]. This created a recurring need to solve systems of linear equations and
popularized the method used by Gauss to solve symmetric systems of equa-
tions, which was similar to Newton’s method. Within the upcoming field
of probability theory, Gauss showed in 1821 that under mild assumptions
the least squares criterion applied to (1.3) results in the best linear un-
biased estimator for the solution x [7]. After Andrey Markov generalized
this result to less restrictive assumptions in 1900, it became known as the
famous Gauss-Markov theorem, which properly cemented the least squares
criterion as a cornerstone within applied mathematics [8].

The first major improvement over Gaussian elimination for directly solv-
ing the normal equations was provided by André Cholesky during the first
world war. By applying the inherent symmetric positive definite property
of the normal equations, his methods were twice as efficient over the Gaus-
sian elimination and more suited for hand-computations [2]. In the modern
matrix formalism, his method is known as the Cholesky decomposition, and
is still widely used for the solution of symmetric positive definite matrices.
A second major development for the solution of the normal equations came
with the introduction of the QR decomposition in the mid 20th century.
While the QR decomposition was known in the algebraic context as a
byproduct of the Gram-Schmidt process, its interpretation as a matrix de-
composition in the mid 20th century gave it new uses. As John Francis
popularized the QR decomposition through his celebrated QR algorithm
for determining eigenvalues in 1961 [9], the QR decomposition also be-
came the most commonly used method for solving the linear least squares
problem. Its major advantage over the Cholesky decomposition is that it
does not require the explicit formation of the normal equations, which are
known to be sensitive to rounding errors [8].

Iterative Methods and Matrix Splittings
Methods such as Gaussian elimination, Cholesky and QR decomposition
are referred to as direct methods. If performed symbolically, they provide
a finite string of operations that return an algebraic expression for the
solution of the system of equations. Iterative methods, on the other hand,
provide a sequence of approximated solutions that (generally) only reach
the solution in its limit. For general dense coefficient matrices, the dir-
ect methods have a cubic operation complexity, while iterative methods
require a quadratic operation complexity per iteration. Hence, if the it-
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erative method converges sufficiently fast, it may compete with a direct
method.

The first iterative method for solving systems of equations is attributed
to Gauss [1], which he applied to the solution of the normal equations. It
is mentioned in a letter to Gerling in 1823 in which he recommends his
method by stating “The indirect procedure can be done while half asleep,
or while thinking about other things.” [1]. A similar method was designed
by Seidel in 1874, for which he proved its convergence when applied to the
normal equations. It later became known as the Gauss-Seidel method in
order to give credit to both authors [10]. A related iterative method was
developed by Jacobi in 1845. When numerical solutions to partial differen-
tial equations (PDE) began gaining popularity in the early 20th century,
Richardson developed an iterative scheme for solving the linear equations
that arose from discretizing simple PDE’s [11], which later turned out to
be applicable to more general systems of linear equations. The clear con-
nection between the methods of Richardson, Gauss-Seidel and Jacobi was
made in the mid 20th century, when they were formulated within the do-
main of matrix splittings.

A matrix splitting A = M −N replaces the direct solution of the system
Ax = b by a repeated solution of the fixed point expression Mx = Nx+ b.
In order for a splitting to be viable, systems with coefficient matrix M
should be easier to solve and the resulting iterative scheme should con-
verge sufficiently fast. The Jacobi method assumesM equal to the (block)-
diagonal of A and for the Gauss-Seidel methodM corresponds to the lower
(block)-triangular matrix of A. The block-variants of these methods can
be interpreted as replacing a large system of equations with a set of smal-
ler systems of equations. The splitting formulation led to the development
of general convergence results. Within this framework, researchers quickly
noted that the convergence of these matrix splittings could be improved
using a relaxation parameter. In the 1950s and early 1960s, both Stanley
Frankel and David Young initiated a productive era on the development
of matrix splitting methods with the introduction of their successive over-
relaxation (SOR) method [1], which added a relaxation parameter to the
Gauss-Seidel method. During his PhD, Young derived explicit formulas for
the optimal value of the relaxation parameter, which were applicable to a
wide variety of coefficient matrices [12]. Matrix splittings applied as solv-
ers remained highly popular until preconditioned Krylov methods, most
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notably the method of Conjugate Gradient, started replacing them in the
1980s [1].

The method of Conjugate Gradients (CG) was first introduced by George
Forsythe in 1953 [13]. It was seen as a creative alternative to determine
the direct solution of symmetric positive definite systems of equations and
hence applicable to solving the normal equations originating from the lin-
ear least squares problem. It would, however, see little use until John Reid
applied it as an iterative method for solving large sparse systems of equa-
tions in 1971. As shown by Abraham van der Sluis and Henk van der Vorst
in 1986 [14], the general convergence of the Conjugate Gradients method,
when used as an iterative procedure, is governed by the clustering of the
eigenvalues of the coefficient matrix. In order to improve the convergence
speed, the system of equations Ax = b is replaced by the preconditioned
system

(
E−1AE−T ) (ETx) = E−1b, such that E−1AE−T has more fa-

vorable eigenvalues [10]. The matrix E is then referred to as the precon-
ditioner. A vast majority of the preconditioners were supplied by matrix
splitting methods, with many of their previously established convergence
results being reusable in analyzing their behavior as preconditioners for
CG.

Digital Computing
In the first half of the 20th century, the arithmetic operations required
to solve systems of equations were performed by professional hand com-
puters and were later assisted by punch machines. These operations were
expensive and many of the developments made, most notably by Doolittle
(1878), Cholesky (1918) and Crout (1941), were aimed at reducing this
labor [2]. After World War II, with the advent of digital computers and
the interpretation of these methods within the field of matrix theory, the
existing algorithms were reformulated to fit this new style of computing.

The first major performance improvement came with the introduction of
vector processing in the early 1960’s, allowing a single operation to be
performed on a large data set in the form of an array [15]. This type
of processing was perfect for the vector and matrix operations required
in solving linear systems of equations. In 1979, the level 1 Basic Linear
Algebra Subroutines (BLAS) were published, which provided an efficient
implementation of common scalar and vector operations and were suited
for vector processing. These subroutines formed the building blocks for
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common high-level algorithms within linear algebra, including the solving
of linear systems of equations [16].

As hardware continued to improve, so did the performance of linear al-
gebra routines. In the 1980’s, however, it became clear that the increase
of arithmetic efficiency outpaced the memory speed-up. This created a
gap between arithmetic operation and memory transfer cost, which only
continues to grow to this day. In order to limit the inevitable memory
transfer bottleneck, a new memory component was developed: the CPU
cache [17]. The cache is far smaller than the main memory, but is placed
closer to the CPU, allowing for faster access to limited amounts of data.
The potential of the CPU cache for linear algebra was quickly noticed,
with the level 2 BLAS and level 3 BLAS implementations being released
in 1986 and 1988 respectively [18, 19]. These subroutines rely on block-
partitioned algorithms, whose blocks are fit to the (hierarchical) cache
size. The level 2 subroutines are aimed at matrix-vector operations, while
the level 3 routines are designed for matrix-matrix operations [19]. The
latter relatively achieved the largest performance improvement, since it
inherently performs more operations per main memory call. With direct
methods generally relying on BLAS3 methods, they remained highly com-
petitive with iterative methods (which generally relied on BLAS2 oper-
ations), despite direct methods requiring far more arithmetic operations.
The BLAS implementations became the building blocks for many linear
algebra software libraries, most notably LAPACK [16].

While the performance of linear algebra routines increased, so did the size
of numerical problems. With new domains being developed, such as di-
gital signal processing and econometrics, the computational demand often
exceeded the available hardware capabilities of single processing units. In
order to stay ahead of the curve, parallelization became crucial. With the
current hardware capabilities, a system with a dense coefficient matrix is
considered too large to be solved on a general purpose computer when the
number of variables exceeds 105. This requires approximately petaFLOPs
(1015 arithmetic operations) to be performed. For larger system, one has
to rely on a densely packed grid of processing units, such as present in
modern day supercomputers. These machines have recently breached the
exaEFLOPS (1018 arithmetic operations per second) barrier on the LIN-
PACK benchmarks [20]. They are required in many applied fields, including
weather prediction, climate modeling, molecular dynamics, quantum codes

7
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and epidemic modeling.

Parallel Computing
The question behind parallel computing is simple: can we separate a given
problem into smaller tasks that can be processed simultaneously? If this is
possible, we can divide the tasks over a set of processing units. These can
range from multi-cores on a CPU and general purpose computing on GPU
to a set of networked computers [21]. Most problems, however, are not fully
parallelizable and require communication at intermediate steps. An im-
portant challenge within parallel computing is to limit the communication
(both the volume and the number of messages) required by an algorithm
[22]. Within linear algebra, matrix-vector and matrix-matrix operations
are great examples of parallel potential. Through block-partitioning, these
operations are subdivided in smaller-sized and concurrent matrix-vector
or matrix-matrix operations. The crucial basic linear algebra subroutines
were redesigned for parallel and distributed computing as PBLAS [23],
which form the building blocks for the widely used ScaLAPACK library
[24].

A prime example of an iterative method with high parallel potential is
the block-Jacobi matrix splitting. It essentially replaces a large system
of equations with a set of smaller ones. Each of these systems can be
solved independently and updated locally with only requiring vector com-
munication for each iteration [10]. In order to extend the potential of the
Jacobi method to other matrix splittings, O’Leary and White introduced
the concept of matrix multisplittings in 1985 [25]. Given any collection of
matrix splittings, a multisplitting runs each of these separately and lets
them contribute to the next iteration through a convex sum. This allows
the matrix splittings to be run in parallel and only requires vector com-
munication at the end of every iteration. Inspired by the multisplitting
method, Renaut developed the least squares multisplitting in 1998, which
constitutes an implicit multisplitting method applied to overdetermined
systems of equations under the least squares criterion [26]. Over the last
few decades countless further improvements have been made to general and
domain specific numerical problems. In this thesis, we aim to contribute
to both sides.
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Thesis Objectives

Objective I:
The Jacobi method remains a point of reference when it comes to par-
allel iterative methods. It is, however, notorious for its poor convergence
qualities. Even for Hermitian positive definite matrices, the convergence
is not guaranteed. An exception occurs when the number of subproblems
is equal to two, which coincides with a 2-cyclic splitting. This raises the
question if it is always possible to split into a set of smaller systems of
equations, while conserving the parallelism of the Jacobi method, such
that the resulting iteration is convergent for all Hermitian positive definite
coefficient matrices. To achieve this we propose to nest the 2-cyclic split-
tings within several levels. Instead of one global outer iteration across all
subproblems, we allow the nested partitions to iterate more frequently as
inner iterations within each outer iteration. We will apply the theory of
nested matrix splittings to formalize our method. Summarized, our first
objective is,

Develop a Jacobi-like method for Hermitian positive definite coefficient
matrices with guaranteed convergence and without undermining its

parallel potential.

Objective II:
The least squares objective is common within the field of signal processing.
A recent application arose with the non-parametric estimation of the fre-
quency response function (FRF). When no output samples are missing,
the non-parametric FRF estimation is often performed through the local
polynomial method (LPM) and returns a set of small-sized least squares
problems. When output samples are missing, the extended LPM (ELPM)
reinterprets these missing values as parameters to be estimated. This re-
turns one large-sized, but heavily structured, least squares problem. The
direct solution of the ELPM scales cubically with the number of samples
in the record, which eventually becomes numerically unfeasible for larger
problems. Hence, our second objective is,

Design an efficient and scalable algorithm that is tuned to the specific
least squares formulation of the ELPM.
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Objective III:
While the Jacobi and LSMS methods show it is possible to split a large
problem into a set of smaller equivalent subproblems, there remains a de-
gree of freedom within the choice of this set. The convergence properties
strongly depend on the chosen partition. In some applications, such as the
ELPM, a partition may present itself based on the underlying physical pro-
cesses. In other applications, one has to rely on a partition strategy to help
identify a well-performing set of subproblems. Within the least squares for-
mulation, this partition problem has not been studied yet, which brings us
to the final objective,

Develop a partition strategy for the LSMS methods based on subspace
angles.
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Thesis Overview

Since the convergence behavior of the LSMS methods for solving linear
least squares is algebraically equivalent to matrix splittings applied to the
solution of Hermitian positive definite (HPD) systems of equations, we be-
gin our journey in Chapter 2 covering the field of matrix (multi)splittings.
In Section 2.2, we provide an introduction to the field of matrix splittings,
in which we list the existing techniques and theorems that are relevant to
this thesis. More specifically, Section 2.2.2 covers the basic iterative meth-
ods within the matrix splitting theory, including the methods of Jacobi,
Gauss-Seidel and SOR. In Section 2.2.3 these basic methods are studied un-
der a specific matrix splitting: 2-cyclic. Finally, in Sections 2.2.4 and 2.2.5
the recent additions of multisplittings and nested splittings are explored.
While most of Section 2.2 contains known results, they contain some new
insights and they are key to understanding our later contributions. In Sec-
tion 2.3, we tackle our first objective and develop a hierarchical variant
of the Jacobi method inspired by 2-cyclic and nested matrix splittings:
the hierarchical binary Jacobi (HBJ). Section 2.3.1 covers its convergence
analysis and applicability as a preconditioner to CG, while Section 2.3.2
illustrates the method through some simulated examples.

In Chapter 3, we provide a formal introduction to the least squares cri-
terion within statistics and focus on its numerical solution. In Section 3.2,
we provide an overview of the LSMS techniques and apply them generic-
ally to the ELPM through its real-valued interpretation. In Section 3.3, we
reconsider the ELPM in its original mixed-valued formulation and apply
an implicit 2-cyclic matrix splitting to approximate the solution. We show
how to optimally exploit the structure within the ELPM least squares
design. Finally, in Section 3.4, we extend the hierarchical binary Jacobi to
the least squares formulation and perform a case study within the multiple
input single output (MISO) framework of signal processing.

In Chapter 4, we tackle the partition problem for the LSMS methods. In
Section 4.2, we derive a sequence of lower-bounds that form the basis of
our partition strategy. These lower-bounds are based on principal angles
between subspaces. We consider a top-to-bottom and bottom-to-top ap-
proach through graph and clustering techniques, respectively. In Section
4.3, we perform an asymptotic analysis of the clustering method and prove
its convergence under mild assumptions. Finally, in Section 4.4, we com-
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pare the different partition strategies on the case studies that appeared
within this thesis.

The results obtained in this thesis are illustrated through MATLAB im-
plementations2 and are freely available upon request to the author.

2These implementations should not be regarded as an attempt to compete with
existing and optimized linear algebra libraries. They only serve as an illustration of the
theoretical results.
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CHAPTER 2

Parallel Matrix Splittings for
HPD systems

2.1 Preliminaries

2.1.1 Notation

Vector and Matrix Spaces
We consider the field K to be either the real (R) or the complex field (C).
We denote the standard n-dimensional vector space over K by Kn. The
m×n-dimensional matrix space over K is denoted by Km×n, withm,n ∈ N.
Greek letters (α, β, . . .) are used generally for scalars in K. The vectors
in Kn are denoted using lowercase letters, while the matrices in Km×n

are printed as uppercase. Moreover, the vectors and matrices are indexed
through subscripts, i.e. a = (ai)

n
i=1 ∈ Kn and A = (aij)

m, n
i=1, j=1 ∈ Km×n.

We use MATLAB notation to quickly access submatrices. Let A ∈ Km×n,
I ⊂ {1, . . . ,m} and J ⊂ {1, . . . , n}, with |I| = m1 and |J | = n1. Fur-
thermore, let πI and πJ be permutations of the elements in I and J ,
respectively. Then, we define the matrix B := A(πI , πJ) as follows:

bkl := aπI(k)πJ (l), k ∈ {1, . . . ,m1}, l ∈ {1, . . . , n1}

The special case A(I, J) defines the submatrix through the natural order-
ing of the elements in I and J . Finally, the symbol : is used to select each
row or column while maintaining the natural ordering, e.g. A(:, 1) returns
only the first column of A.
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2. Parallel Matrix Splittings for HPD systems

Transpose
The matrix transpose is denoted by A⊤ and the Hermitian (or conjug-
ate) transpose is denoted by AH . A matrix is referred to as Hermitian if
AH = A. A real-valued matrix is symmetric if A⊤ = A.

Eigenvalues
We denote eig(A) the set of eigenvalues of A ∈ Cn×n. If all eigenvalues are
real, then we denote by eig(A) = {λ1(A), . . . , λn(A)}, where the eigenval-
ues are ordered naturally,

λ1(A) ≤ · · · ≤ λn(A)

The spectral radius of A is the maximal absolute eigenvalue, which we
denote ρ(A) := maxnk=1|λk(A)|.

Singular values
We denote σ(A) = {σ1(A), . . . , σn(A)} the set of singular values of A, such
that,

σ1(A) ≤ · · · ≤ σn(A)

The Euclidean condition number of A is the ratio between the largest and

smallest singular value, which we denote by κ2(A) :=
σn(A)
σ1(A) .

Vector and Matrix Norm
We assume the vector spaces to be normed, i.e. (Kn, ∥·∥). Furthermore,
we denote the associated normed matrix space by (Kn×n, ∥·∥), where the
norm is induced in the standard way:

∀A ∈ Kn×n : ∥A∥ := sup

{
∥Ax∥
∥x∥

: x ∈ Kn with x ̸= 0

}
When we refer to a matrix norm, we always assume it be one induced by
a vector norm. The Euclidean norm and inner-product are denoted as:

∥a∥2 :=
√
aHa (2.1)

⟨a, b⟩2 := aHb (2.2)

2.1.2 Hermitian Positive Definiteness

A central matrix property we require throughout this thesis is Hermitian
positive definite (HPD).

18



2.1. Preliminaries

Definition 2.1.1. Let A ∈ Cn×n be a Hermitian matrix. Then A is pos-
itive semi-definite (p.s.d.) if:

∀x ∈ Cn\0 : xHAx ≥ 0. (2.3)

Moreover, A is positive definite (p.d.) if:

∀x ∈ Cn\0 : xHAx > 0. (2.4)

For a real-valued matrix to be HPD, the Hermitian requirement reduces to
A being symmetric and it is sufficient for the conditions in (2.3) and (2.4)
to be satisfied for all real-valued vectors. Hence, over R, Hermitian positive
definite is referred to as symmetric positive definite (SPD). Furthermore, a
general complex-valued matrixA is positive definite (positive semi-definite)
if and only if its Hermitian part A+AH is positive definite (positive semi-
definite) [15]. The HPD property has many equivalent forms [27]; we list
a small selection of criteria useful in this thesis.

Proposition 2.1.2 (see [27]). Let A ∈ Cn×n be Hermitian, then the fol-
lowing statements are all equivalent:

1. A is positive definite;

2. ∃B ∈ Cn×n : rank(B) = n and A = BHB (Theorem 7.2.7);

3. Each eigenvalue of A is positive (Theorem 4.1.8).

Hermitian positive definite matrices appear naturally in a wide range of
fields and applications. Examples include the finite element method for
solving differential equations [28], the covariance matrix in statistics [29],
preconditioners for steepest descent methods [30] and the coefficient matrix
of the normal equations, which are derived from least squares optimization
[31].

Hermitian positive definite matrices have several useful properties, which
we require during this thesis. First off, the property HPD induces a partial
ordering on the set of Hermitian matrices, often referred to as the Loewner
order.

Definition 2.1.3. Let A,B ∈ Cn×n be Hermitian matrices, then the rela-
tion ⪰ is defined by:

A ⪰ B ⇔ A−B is positive semi-definite.
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Moreover, the relation ≻ is given by:

A ≻ B ⇔ A−B is positive definite.

The relations ⪰ and ≻ are both partial orders on the set of n × n Her-
mitian matrices [27]. Observe, that A ≻ 0 and A ⪰ 0 are equivalent to
A being positive definite and positive semi-definite, respectively. Further-
more, when stating A ≻ 0 or A ⪰ 0, it is implicitly assumed that A is
Hermitian.

Several matrix operations on HPD matrices retain the HPD property (Ob-
servation 7.1.2 and Observation 7.1.8 in [27]).

Proposition 2.1.4 (see [27]). Let A,B ∈ Cn×n be HPD, r ∈ R+
0 and

C ∈ Cn×m. Then the following matrices are HPD:

rA, A+B, BAB and CHAC.

If we further assume A,B to commute, i.e. AB = BA, then AB is also
HPD.

Every principal submatrix (i.e. removing a set of rows and their respect-
ive columns from the original matrix) of an HPD matrix, remains HPD
(Observation 7.1.2 in [27]). The HPD property of A further allows one to
extend the square root of a nonnegative number to positive semi-definite
matrices (Theorem 7.2.6 in [27]).

Proposition 2.1.5 (see [27]). Let A ∈ Cn×n be HPSD, then there exists
exactly one positive semi-definite matrix B, such that A = BHB = BB.

The matrix B in Proposition 2.1.5 is referred to as the principal square
root of A and denoted by A1/2 := B. Since A is Hermitian, the eigenvalue
decomposition of A = QHDQ allows for an explicit expression for B, i.e.
B = QHD1/2Q, where the positive square root is taken element-wise on
the diagonal elements of D. Based on an HPD matrix A, an inner-product
and corresponding vector-norm is defined as follows:

∀x, y ∈ Cn : ⟨x, y⟩A := xHAy = ⟨A1/2x,A1/2y⟩2 (2.5)

∀x ∈ Cn : ∥x∥2A := xHAx =
∥∥∥A1/2x

∥∥∥2
2

(2.6)

20



2.1. Preliminaries

The norm induced by A is often referred to as the energy norm of the
system of equations Ax = b [10].

An important decomposition for HPD matrices is the Cholesky decom-
position, in which the matrix is factorized as A = LLH , with L a lower-
triangular matrix with real and positive diagonal elements. The existence
and uniqueness of the Cholesky decomposition is equivalent to the HPD
property of the coefficient matrix [27]. If A is real-valued and SPD, the
matrix L is also real-valued [27]. The block-wise implementations for the
Cholesky decomposition rely on the BLAS3 subroutines and make excel-
lent use of the fast memory and the cache-hierarchy due to its inherent
matrix-matrix operations [16]. A block-cyclic parallel implementation is
available in ScaLAPACK: PDPOTRF, which makes use of the parallelized
BLAS3 routines [24].

The Cholesky decomposition is the standard direct method to solve the
systems of equations (2.7), when the coefficient matrix is HPD and does
not have any additional structure to be exploited. Once the Cholesky de-
composition is obtained, the solution of (2.7) boils down to solving two
triangular systems of equations, through backward and forward substi-
tution. The floating point elementary operations1 required to solve (2.7)
using this method are given by [32]:

flopschol =
n3

3
+ 2n2,

where we omitted the lower order terms. The first term corresponds to the
Cholesky factorization and the second term to the triangular substitutions.

The following theorem, often referred to as the inclusion principle (The-
orem 4.3.28 in [27]), bounds the eigenvalues of a principal submatrix of an
Hermitian matrix.

Theorem 2.1.6 (see [27]). Let A ∈ Cn×n be an Hermitian matrix and
B ∈ Cm×m be a principal submatrix of A. Then the following inequalities
hold,

λk(A) ≤ λk(B) ≤ λk+n−m(A), k = 1, . . . ,m.

1Each addition, subtraction, multiplication and division is counted as an individual
elementary operation.
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2. Parallel Matrix Splittings for HPD systems

Theorem 2.1.6 is a valuable tool for providing lower- and upper-bounds for
eigenvalue problems. Closely related is the monotonicity theorem (Corol-
lary 4.3.12 in [27]),

Theorem 2.1.7 (see [27]). Let A,B ∈ Cn×n be Hermitian and B positive
semi-definite. Then,

λi(A) ≤ λi(A+B), i = 1, . . . , n.

A first important type of matrices closely related to HPD matrices are the
strictly diagonally dominant matrices.

Definition 2.1.8 (see [10]). Let A = (aij)
n
i,j=1 ∈ Cn×n, then A is strictly

diagonally dominant if,

∀i ∈ {1, . . . , n} : |aii| >
∑
i ̸=j

|aij |.

Any Hermitian matrix with strict positive diagonal entries that satisfies
this property is also positive definite (see Lemma 6.4.12 in [10]). A second
important type of matrices related to HPD matrices are M-matrices, which
have been well-studied in scientific computing, as they arise naturally for
finite Markov chains [33], discretization of differential operators [28] and
the linear complementarity problem [34]. They are centered within the
field of non-negative matrices [35] and require the notion of Z-matrix to be
properly defined. A Z-matrix is characterized by having only non-positive
off-diagonal entries.

Definition 2.1.9. Let A = (aij)
n
i,j=1 ∈ Rn×n, then A is a Z-matrix if

∀i ̸= j : aij ≤ 0.

The M-matrix property for non-singular matrices is characterized by over
40 equivalent statements (Plemmons [36]). We only require the following:

Definition 2.1.10 ([36]). Let A = (aij)
n
i,j=1 ∈ Rn×n be a non-singular

Z-matrix, then each of the following statements is equivalent to A being an
M-matrix:

1. A is inverse-positive, i.e. A−1 ≥ 0.

2. Every eigenvalue of A has a positive real part.
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3. All diagonal elements of A are positive and there exists a positive
diagonal matrix D such that AD is strictly diagonally dominant.

4. Every regular splitting of A is convergent.

The relationship ≥ in Definition 2.1.10 is the standard partial ordering on
R applied to each entry of A. Furthermore, the notion of regular splitting
is introduced in Section 2.2. The following result connects the sets of SPD
and M-matrices. It immediately follows from Proposition 2.1.2.

Proposition 2.1.11 (see [37]). Let A = (aij)
n
i,j=1 ∈ Rn×n be a non-

singular symmetric Z-matrix, then:

A is symmetric positive definite ⇔ A is an M-matrix.

An M-matrix that is SPD is occasionally referred to as a Stieltjes matrix
[35].

2.1.3 Iterative Solvers: Convergence and Consistency

A central focus of this thesis is the parallel solution of a linear system of
equations:

Ax = b, (2.7)

where A ∈ Cn×n is the coefficient-matrix, b ∈ Cn is the right hand side
and x ∈ Cn is the solution. We generally assume A to be regular (non-
singular). Hence, the solvability for all b ∈ Cn is guaranteed.

We recap the notion of an iterative method and its properties of con-
vergence and consistencies. We follow the definitions and notations used
by Hackbursh in [10]. An iterative method produces a sequence of iter-
ates

(
x(k)

)
k∈N starting from an initial value x(0), through some mapping

Φ : Cn×Cn → Cn. The mapping Φ depends on both the coefficient matrix
A and the output b. The dependency on b is expressed explicitly,

x(k+1) := Φ
(
x(k), b

)
, k ∈ N (2.8)

A stationary iterative method is defined by Φ. If the iterative mapping
depends on the iterative index k ∈ N, then the method is referred to as
non-stationary.
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If Φ is continuous in its first argument, then the existence of

x∗ := lim
k→∞

Φ
(
x(k), b

)
,

for some starting value x(0) implies x∗ is a fixed point of Φ with respect to
b, i.e. x∗ = Φ(x∗, b) [10]. The iterative method is consistent, if the solution
to Ax = b, is also a fixed point of Φ with respect to b, i.e. x = Φ(x, b).
Furthermore, the method is called convergent, if for every b ∈ Cn, the limit
x∗(b) := limk→∞ Φ

(
x(k), b

)
exists in (Cn, ∥·∥) and is independent of the

chosen starting value x(0). Together, these three properties imply that for
any starting value x(0) the sequence defined by (2.8) is convergent and its
limit is the solution to the system Ax = b [10]. Hence, these properties are
often the minimal requirements for an iterative method to be viable.

The accuracy of an iterate can be quantified through the relative forward
error [30]:

ϵ
(k)
fw :=

∥∥x(k) − x
∥∥

∥x∥
Since the solution x is unknown in a practical setting, the accuracy of the
iterations is also measured in two alternative ways, which can always be
computed [30]. The relative residual error is defined as,

ϵ(k)res :=

∥∥Ax(k) − b
∥∥

∥b∥
(2.9)

and the relative iterative error as,

ϵ
(k)
it :=

∥∥x(k) − x(k−1)
∥∥∥∥x(k−1)

∥∥ . (2.10)

One always has the following inequality between the relative residual error
and the relative forward error [30]:

ϵ
(k)
fw ≤ κ(A)ϵ(k)res ,

where κ(A) := ∥A∥
∥∥A−1

∥∥ is the condition number of A w.r.t. ∥·∥. Both
the relative iterative error and the relative residual error are often used as
stopping criteria for iterative methods [30, 10].
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2.2 Matrix Splittings

In contrast to direct solutions, iterative methods only provide an approx-
imated solution. While the Cholesky decomposition is the standard direct
solver for HPD systems of equations, there is no iterative solver that is
optimal for the entire class of HPD systems of equations. The arithmetic
efficiency of an iterative solver generally depends on the properties of the
coefficient matrix and its parallel efficiency depends on the structure of
the matrix, as well as on the network topology of the parallel or distrib-
uted system [15]. The literature on iterative solvers focuses both on generic
methods that are applicable to all HPD systems and on specific systems of
equations for which they are optimized. Hence, providing a full overview of
all parallel iterative methods applicable to (certain) HPD systems of equa-
tions would be unfeasible. The methods used most often, however, can be
categorized in methods based on: Matrix Splittings, Krylov subspaces and
Multigrid.

Multigrid methods were designed to efficiently solve differential equa-
tions using a hierarchy of discretization grids [38]. They belong to the
class of fastest iterative methods. They were first introduced by Fedorenko
[39] in 1964 and later rediscovered and formalized independently by Hack-
bursch [40] in 1976. The technique behind them may also be applied to
more general systems of equations, in which case they are referred to as the
algebraic multigrid (AGM) methods. In this case, the hierarchy of operat-
ors is constructed directly from the coefficient matrix, often without any
underlying geometrical interpretation, which makes the AGM a black-box
solver. While we decided not to focus on this class of solvers within this
thesis, it is a highly interesting field that continuously evolves.

Krylov methods are based on the concept of Krylov subspaces, named
after the Russian mathematician Alexei Krylov, who introduced them in
1931. They are used for solving (large) systems of linear equations (Con-
jugate Gradients, GMRES, BiCGSTAB, etc.) and for approximating eigen-
values (Arnoldi, Lanczos, LOBPCG, etc.) [30]. They are often augmented
with a preconditioner to improve the convergence rate. In the case of HPD
systems of equations, Conjugate Gradients (CG) is the standard technique
used to solve them. The convergence behavior of CG is well-understood
and depends on the eigenvalue distribution of the coefficient matrix [10].
While the CG algorithm is easily parallelized based on the PBLAS sub-
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routines, it can suffer from latency issues on distributed networks [41] due
to the presence of several dot-products, which require global synchron-
ization. Solutions to this issue have been proposed: pipelining [42] and
hierarchical CG [41]. In many applications, the convergence rate is too
slow and CG requires a preconditioner to speed-up the iterative scheme
and reduce the parallel overhead. The preconditioner must be HPD and
parallelizable. While there is no optimal preconditioner for the entire class
of HPD matrices, there are well-understood generic methods to generate
preconditioners, which are based on incomplete factorization or matrix
splittings [10]. In Appendix A we provide a short overview of the CG
method and list the relevant properties we require in this thesis.

Matrix splittings are the central focus of this thesis. A matrix split-
ting replaces the original coefficient matrix with an easier to solve system
of equations and applies a fixed-point iteration scheme to reach conver-
gence. While they were initially proposed as iterative solvers, they are
often used as preconditioners for Krylov subspace methods. They consist
of a broad class of methods, which can be tuned to the specific problem
at hand. In this chapter, we begin with a short recap of the basic notions
underlying the matrix splitting theory. In Section 2.2.2, we list the most
commonly used and well-understood basic matrix splittings: Richardson,
Jacobi, (symmetric) Gauss-Seidel and the (symmetric) succesive overrelax-
ation. We recap their relevant convergence properties and their potential
for parallelization. We recap the multisplitting technique in Section 2.2.4.
It was introduced by O’Leary and White (1985, [25]) and provides a paral-
lel scheme to be applied with any set of matrix splittings. In Section 2.2.5,
we provide an overview of relevant results within the field of two-stage
matrix splittings (1973, [43]) and their extended version: nested matrix
splittings (1992, [44]). Finally, in Section 2.3, we introduce a new method,
the hierarchical binary Jacobi. It extends the classic Jacobi matrix splitting
and is interpreted as a nested Jacobi splitting. We show that it is conver-
gent for the entire class of HPD matrices and its arithmetic operations are
able to be performed concurrently. Furthermore, it is also applicable as
preconditioner to the Conjugate Gradient method.

2.2.1 General overview

A matrix splitting of the coefficient matrix A is defined as a pair (M,N),
such that A =M −N . The matrix M is assumed to be regular. When M
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is also Hermitian or Hermitian positive definite, the splitting is generally
referred to as Hermitian or Hermitian positive definite, respectively. The
linear system of equations Ax = b is then replaced by the following:

Mx = Nx+ b, (2.11)

which allows for a fixed-point expression,

x =M−1Nx+M−1b. (2.12)

Given a starting value x0 ∈ Cn, the basic linear iterative scheme applied
to (2.11) is given by:

x(k+1) = Φ
(
x(k), b

)
(2.13)

=M−1Nx(k) +M−1b, k ≥ 0. (2.14)

The matrix C := M−1N is referred to as the iteration matrix associated
to the matrix splitting pair (M,N). It is interesting to note that in or-
der to apply the iteration in (2.14), we do not require explicit expressions
for M or N . It is sufficient to be able to solve with respect to M and to
matrix-vector multiplication with N in a matrix-free fashion. Hence, for
matrix splittings to be compatible with direct solvers, the matrix system
associated to M should be ’easier’ to solve than the original system (2.7).
In a parallel computing setting, the solving with respect to M and the
matrix-vector multiply with N should also be parallelizable in some fash-
ion.

Since Φ is a linear mapping, it is continuous in its first argument. Moreover,
its consistency is immediately implied by (2.11). Lastly, a necessary and
sufficient result on the convergence of 2.14 follows from the power method
(and is a neat application of the Jordan canonical form) [30]:

Theorem 2.2.1 (see [30]). Let A = M − N ∈ Cn×n and C = M−1N ,
such that ρ(C) < 1. Then I−C is non-singular and the iterative method in
(2.14) converges. Conversely, if the iterative method in (2.14) converges,
then ρ(C) < 1.

Since ρ(C) ≤ ∥C∥, for any matrix norm ∥·∥, a sufficient condition for the
convergence is given by ∥C∥ < 1 [30]. The order of convergence of a matrix
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splitting is linear. It is further quantified by the convergence factor, given
by the following asymptotic quantity [30]:

ϕ := lim
k→∞

(
max

x(0)∈Cn

∥∥x(k) − x
∥∥∥∥x(0) − x
∥∥
)1/k

= lim
k→∞

(
max
y∈Cn

∥∥Cky∥∥
∥y∥

)1/k

= lim
k→∞

(∥∥Ck∥∥)1/k = ρ(C)

An important related concept is the convergence rate τ := − ln(ϕ), which is
interpreted as being inversely proportional to an (asymptotic) estimation
of the number of iterations required to reach a certain tolerance on the rel-
ative forward error. Summarized, the spectral radius of C both determines
the convergence property and the speed at which it happens (asymptotic-
ally).

In order to improve the convergence rate of a matrix splitting, the use
of a relaxation parameter is a common practice [37, 10, 30]. In this case,
the iterate at k+1 is given by a linear combination of the update in (2.14)
and the previous iterate at k. More formally, for some ω > 0, the iteration
step becomes:

x(k+1) = (1− ω)x(k) + ω
(
M−1Nx(k) +M−1b

)
(2.15)

=M−1
ω Nωx

(k) +M−1
ω b, (2.16)

where A =Mω −Nω and,

Mω := ω−1M, Nω := (ω−1 − 1)M +N,

such that the relaxed iterative scheme remains a matrix splitting. When
ω = 1, the original splitting returns.

While matrix splittings themselves are used as iterative methods, they are
more often used to accelerate other iterative methods. Most common us-
ages include polynomial accelerations (such as the Chebyshev-acceleration
[10, 45]), smoothers for multi-grid methods [10] and preconditioners for the
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Krylov-subspace methods [10, 45, 30]. The latter is our main secondary fo-
cus of matrix splitting applications. Preconditioning involves transforming
the original system of equations (2.7) to one with more desirable proper-
ties. Given regular matrices, M1 and M2, there are three commonly used
transformations [46]:

� Right preconditioning: {
AM−1

1 y = b

M1x = y

� Left preconditioning:

M−1
2 Ax =M−1

2 b

� Two-sided preconditioning:{
M−1

2 AM−1
1 y =M−1

2 b

M1x = y

The two-sided preconditioner allows symmetry or the positive definite
property to be preserved. More details on preconditioning and its usage in
Conjugate Gradients are given in the Appendix A.

Before we provide a brief overview of some standard examples in Sec-
tion 2.2.2, we list three general classes of matrix splittings. The following
definition covers the class of regular splittings as introduced by Varga in
[37], which is limited to matrices with real-valued entries.

Definition 2.2.2. Let A ∈ Rn×n, then the splitting A =M −N is called
regular if:

M−1 ≥ 0, M ≥ A,

where the partial order holds elementswise for all entries in the respective
matrices.

Regular splittings are important within the theory of M-matrices, as every
regular splitting of an M-matrix is convergent (Theorem 6.5.2 in [10]). A
reverse statement also holds (see Definition 2.1.10). A closely related class
of splittings was introduced by Ortega in [15] and is called P-regular.
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Definition 2.2.3. Let A ∈ Cn×n, then the splitting A =M −N is defined
as P-regular if M +N is p.d.

Any P-regular splitting of an HPD matrix is always convergent (Theorem
A.2.4 in [15]). If we further assume M to be Hermitian, then the require-
mentM+N p.d. is equivalent to 2M ≻ A. In this case we have the following
result (Criterion 4.4.12 (a) in [10]), which ensures monotone convergence
with respect to the energy norm.

Theorem 2.2.4 (see [10]). Let A ∈ Cn×n with splitting A = M − N
and iteration matrix C = M−1N . If 2M ≻ A ≻ 0, then the iteration
in (2.14) converges. Furthermore, the convergence is monotone w.r.t. the
energy norm ∥·∥A and the norm ∥·∥M . The monotone factor is given by

ρ(C) = ∥C∥A = ∥C∥M < 1

The following lemma states a related result, it translates the bounds on
the minimal and maximal eigenvalues of C to positive definite conditions.
In particular, it reformulates Criterion 4.4.12 (b) in [10].

Lemma 2.2.5. Let A be a non-singular Hermitian matrix and A =M−N
be a splitting with M HPD. Let C =M−1N be the corresponding iteration
matrix and α, β ≥ 0. Then the following equivalences hold:

(a) λ1(C) > −α ⇐⇒ αM +N is positive definite

(b) λn(C) < β ⇐⇒ βM −N is positive definite

Proof. We restrict ourself to case (a), since (b) is similar. Since both A
and M are Hermitian, so is N . Through conjugation, C is similar to the
Hermitian matrixM−1/2NM−1/2, such that their eigenvalues are identical.
Therefore,

αM +N positive definite

⇐⇒ αIn +M−1/2NM−1/2 positive definite

⇐⇒ λ1(M
−1/2NM−1/2) > −α

⇐⇒ λ1(C) > −α

where we applied Proposition 2.1.2 (3) to obtain the inequality on the
eigenvalues.
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In particular, Lemma 2.2.5 shows that if A and M are HPD, then the
convergence of the matrix splitting A = M − N is equivalent to (M,N)
being P-regular. The final class we consider, are the symmetrizable matrix
splittings introduced by Young [45].

Definition 2.2.6. Let A ∈ Cn×n, then the splitting A =M −N is defined
as symmetrizable if there exists a regular matrixW , such that (MW )−1AW
is HPD.

For any symmetrizable matrix splitting, the following properties hold for
the iteration matrix C (Theorem 2-2.1 in [45]):

(a) All eigenvalues of C are real.

(b) The largest eigenvalue is less than 1.

(c) The set of eigenvectors for C includes a basis for the associated vector
space.

The symmetrizable property of a matrix splitting is a prerequisite for it to
be effectively used in polynomial acceleration methods [45]. If the matrix
A is HPD, then any matrix splitting A = M − N with M HPD is also
symmetrizable. The matrix that achieves this, can be chosen as M−1/2 or
A−1/2.

Finally, we mention two standard comparison theorems. They show there
exists a monotone relationship between the convergence rate of different
splittings under varying conditions. The first theorem deals with regular
splittings and is due to Csordas and Varga [47].

Theorem 2.2.7 (Csordas and Varga [47]). Let A−1 ≥ 0 and (M1, N1),
(M2, N2) be regular splittings of A. If the following properties hold,

0 ≤ N1 ≤ N2,

N1 ̸= 0,

N2 −N1 ̸= 0,

then ρ(M−1
1 N1) < ρ(M−1

2 N2).

In particular, Theorem 2.2.7 is applicable to M-matrices. The second com-
parison theorem considers HPD matrices and is due to Nabben [48].
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Theorem 2.2.8 (Nabben [48]). Let A be HPD and (M1, N1), (M2, N2) be
splittings of A.

(a) If 0 ⪯ N1 ⪯ N2, then ρ(M
−1
1 N1) ≤ ρ(M−1

2 N2) < 1.

(b) If 0 ⪯ N1 ≺ N2, then ρ(M
−1
1 N1) < ρ(M−1

2 N2) < 1.

2.2.2 Basic Splittings

In this section, we provide a brief overview of several basic splittings, their
respective convergence results and parallel properties. We consider the
methods of Richardson, Jacobi, (symmetric) Gauss-Seidel and the (sym-
metric) Successive Over-Relaxation

2.2.2.1 Richardson

The most elementary matrix splitting is the one that leads to the (relaxed)
Richardson iteration. In this case, the matrix splitting tuple (M,N) =
(I, I −A). Hence for any ω > 0, we have

x(k+1) := (I − ωA)x(k) + ωb, k ≥ 0. (2.17)

If the coefficient matrix A is available (either explicitly or through matrix-
vector multiplication), then the Richardson method is highly parallel. The
main computational load is the matrix-vector multiplication Ax(k), which
is easily parallelized with the PBLAS routines [24].

Remark 2.2.9. An important property to note, is that for any matrix
splitting A = M − N , the associated iterative method in (2.14) coincides
with the Richardson iteration applied to the left-preconditioned system of
equations M−1A = M−1b. Therefore, the Richardson iteration is often
considered the prototype of any matrix splitting [10].

We denote the iteration matrix CRich(ω) := (I − ωA). Hence, the conver-
gence rate is completely determined by the spectrum of A. If all eigenvalues
of A are real, we have the following result (Lemma 4.4.1 in [10])

Lemma 2.2.10 (see [10]). Let A ∈ Cn×n with only real eigenvalues. Then
for all ω > 0, the convergence rate of (2.17) is given by

ρ (CRich(ω)) = max |1− ωλ1(A)|, |1− ωλn(A)|. (2.18)
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In particular, there is the following result on the convergence of (2.17)
(Theorem 4.4.2 in [10])

Theorem 2.2.11 (see [10]). Let A ∈ Cn×n with only real and positive
eigenvalues. Then for any ω > 0, the Richardson method is convergent if
and only if

0 < ω <
2

λn(A)
.

The representation in (2.18) provides a way to optimize the parameter
ω w.r.t. the convergence rate if the eigenvalues of A are real and posit-
ive. Geometrically, the optimal relaxation parameter ω is the intersection
between the lines y = ωλn(A)− 1 and y = 1− ωλ1(A). This is formalized
in the following theorem (Theorem 4.4.3 in [10])

Theorem 2.2.12 (see [10]). Let A ∈ Cn×n with only real and positive
eigenvalues. The optimal convergence rate for the Richardson method is
attained for

ωopt =
2

λn(A) + λ1(A)
, ρ (CRich(ωopt)) =

λn(A)− λ1(A)

λn(A) + λ1(A)
.

If we have a symmetrizable splitting A =M −N , then the preconditioned
systemM−1A has only real and positive eigenvalues. Since the application
of (M,N) is equivalent to the Richardson iteration on M−1A (see Remark
2.2.9), Theorem 2.2.12 provides an expression for the optimal ω for any
symmetrizable splitting. If we further assume M to be HPD, then we may
rewrite the convergence factor in function of the condition number of the
left-right preconditioned coefficient matrix B :=M−1/2AM−1/2 [10],

ρ
(
M−1N(ωopt)

)
=
κ2(B)− 1

κ2(B) + 1
= 1− 2

κ2(B) + 1
.

This allows for an easy comparison with the conjugate gradient method
preconditioned with M , for which the convergence factor (see Appendix
A) is given by,

ρPCG =

√
κ2(B)− 1√
κ2(B) + 1

= 1− 2√
κ2(B) + 1

.

Hence, the conjugate gradient method preconditioned with M always pro-
vides a faster converging method over the optimally relaxed matrix split-
ting based on M [10].
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2. Parallel Matrix Splittings for HPD systems

2.2.2.2 Jacobi

From now on, we assume the coefficient-matrix A to be HPD. We partition
A into p× p blocks with the diagonal blocks Aii being square of order ni,
i = 1, . . . , p, and

∑p
i=1 ni = n, such that the system (2.7) can be written

as, 
A11 A12 . . . A1p

A21 A22 . . . A2p

...
...

. . .
...

Ap1 Ap2 . . . App



x1
x2
...
xp

 =


b1
b2
...
bp

 , (2.19)

where x and b follow the partitioning of A.

The Jacobi matrix splitting is defined as: A = D −N , with

D =

p⊕
i=1

Aii, (2.20)

where
⊕

denotes the direct sum of matrices, such thatD is block-diagonal.
The special cases p = n and p = 2 are referred to as the point-wise and the
2-cyclic Jacobi splitting, respectively [10]. Since A is assumed to be HPD,
D is also HPD The matrix splitting iteration,

Dx(k+1) = Nx(k) + b

is equivalent to the following set of smaller HPD systems of linear equa-
tions:

Aiix
(k+1)
i = bi −

∑
i̸=j

Aijx
(k)
j , i ∈ {1, . . . , p},

which are able to be constructed and solved independently from each other
within each iteration. Hence, the Jacobi splitting is easily parallelized. A
commonly-used parallel version of the Jacobi method is the column-based
algorithm (see for example [15]),{

b
(k+1)
i = b

(k)
i −

∑
i ̸=j Aij(x

(k)
j − x

(k−1)
j ).

Aiix
(k+1)
i = b

(k+1)
i

(2.21)

Here, every processing node is assigned one block of rows [Ai1, . . . , Aip]
⊤.

For an initial guess x(0) =
[
(x

(0)
1 )⊤, . . . , (x

(0)
p )⊤

]⊤
, Algorithm 2.1 is run on
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2.2. Matrix Splittings

each node i. It is clear from Algorithm 2.1, that all arithmetic operations
are local. The amount of local operations (multiplications and additions)
performed on a dense matrix is given by,

flopsbJ(i) ≈
n3i
3

+ 2ninKJ, (2.22)

where KJ denotes the number of iterations required to converge within a
certain threshold. Take note that we filtered out the lower order terms in
(2.22). For a fixed amount of iterations, the total arithmetic cost is optimal
when ni ≈ n

p , i.e. when the partition is load-balanced, in which case the
potential idle time between the nodes is minimized. The memory access
cost within each node is dominated by nni required by the matrix-vector
product. The communication cost between nodes depends on the topology
and the MPI. Assuming a standard Allgather operation, each node i has
to send and receive a maximum of n − ni floating points numbers during
every iteration. We take note that the communication step is not a hard
synchronization, i.e. a processing node does not have to wait for every
message to begin updating bi. Therefore, the latency is generally domin-
ated by the latency between the neighbouring computational nodes. One
way to deal with latency is to hide it within computations, this can be
achieved by having less processors than subproblems. In this case, assign-
ing multiple subproblems to each processor allows for a partial update of
the local bi’s while waiting for the δi’s to be received. If latency remains an
issue, there are asynchronous (chaotic) variants of the block-Jacobi method
which ideally remove any communication delay, but at the cost of a more
complex convergence behaviour. These chaotic and asynchronous methods
remain an interesting topic of study, see for instance [49].

Convergence Properties
The effectiveness of the block-Jacobi over direct parallel solvers or altern-
ative indirect parallel solvers, mainly depends on its convergence rate. The
main issue being that the Jacobi splitting presented in Algorithm 2.1 is
not even guaranteed to converge for all HPD matrices. Since A and D
are HPD, we know the convergence of the Jacobi splitting is equivalent to
2D−A = D+N being HPD (P-regular condition), which is interpreted as
having a ’dominant’ (in a positive definite sense) block-diagonal. This re-
quirement is immediately satisfied for M-matrices (Theorem 6.6.1 in [10])
and for strict diagonally dominant Hermitian matrices. For the latter is
sufficient to note D+N only differs from D−N in the sign of its entries,
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2. Parallel Matrix Splittings for HPD systems

Algorithm 2.1 Parallel block-Jacobi

Initialize
Compute Cholesky factor: LiL

⊤
i = Aii

Compute local outputs: bi = bi −
∑
i ̸=j Aijx

(0)
j

While not converged:
Triangular Solvers: LiL

⊤
i x

new
i = bi

Compute: δi = xnewi − xoldi
Communicate to all other nodes: δi
Update: bi = bi −

∑
i ̸=j Aijδj

Check for convergence locally
end while

such that D + N remains strict diagonally dominant and therefore HPD
While this result is well-known for the point-wise Jacobi (Theorem 6.4.10
(a) in [10]), it is less known that it extends to any partition of the coeffi-
cient matrix A.

If convergence is assumed, then Theorem 2.2.4 holds and the convergence
is monotone w.r.t. to ∥·∥A and ∥·∥D. Furthermore, the Jacobi splitting is
always symmetrizable and hence Theorem 2.2.11 and Theorem 2.2.12 are
applicable to D−1A. The latter provides the optimal relaxation parameter
ω based on the minimal and maximal eigenvalues of D−1A. The optimal
attainable spectral radius [10] for HPD coefficient matrices is given by:

ρ(C(ωopt)) =
λn(C)− λ1(C)

2− λn(C)− λ1(C)
(2.23)

= 1− 2

κ2(D−1/2AD−1/2) + 1
, (2.24)

(2.25)

with

ωopt =
2

2− λn(C)− λ1(C)
. (2.26)

The relaxed Jacobi method is often referred to as the Jacobi overrelaxation
(JOR) if ω > 1 [10]. If the eigenvalues are not known a priori, then solv-
ing the eigenvalue problem directly would vastly outweigh the computation
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cost of solving the system of linear equations. Instead, one could perform a
line-search during every iteration, which can become the gradient method
applied to the equivalent quadratic formulation of the preconditioned sys-
tem of equations (see Chapter 9.2 in [10]).

While the eigenvalues themselves are difficult to determine a priori, the fol-
lowing proposition provides general bounds on the eigenvalues of the Jacobi
iteration matrix of an HPD matrix. The upper-bound is well-known and
an immediate consequence of Lemma 2.2.5(b). The lower-bound is implied
by Theorem 4 in [50] by Kolotilina, which uses a clever argument based on
the Schur complement (This result is also present in Lemma 11.2.9(b) in
[10], if one uses the equivalent interpretation of the Jacobi splitting as an
additive-Schwarz space decomposition method). We provide an alternative
(and shorter) proof based on Lemma 2.2.5(a).

Proposition 2.2.13 (Kolotina [50]). Let A be HPD and A = D − N be
a block-Jacobi splitting into p blocks. Then the eigenvalues of C = D−1N
satisfy:

∀i ∈ {1, . . . , n} : 1− p < λi(C) < 1.

Proof. Since A = D−N and D are HPD, Lemma 2.2.5(b) states λn(C) <
1, hence ∀i ∈ {1, . . . , n} : λi(C) < 1. For the upper-bound we show
(p−1)D+N is HPD. LetA be partitioned as in (2.19) and v = [v1, . . . , vn] ∈
Cn\0 following the partition of A, then by the Hermitian positive definite-
ness of A:

∀i ̸= j : vHi Aiivi − 2ℜ(vHi Aijvj) + vHj Ajjvj > 0.

Furthermore,

vH ((p− 1)D +N) v =

p∑
i=1

(p− 1)vHi Aiivi −
∑
i ̸=j

vHi Aijvj

=

p∑
i=1

i−1∑
j=1

vHi Aiivi − 2ℜ(vHi Aijvj) + vHj Ajjvj > 0.

The upper-bound now follows from Lemma 2.2.5(a).
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2. Parallel Matrix Splittings for HPD systems

Both the lower-and upper-bound in Proposition 2.2.13 are sharp over the
class of HPD matrices. For the upper-bound consider the example,

A =

[
1 a
a 1

]
, D =

[
1 0
0 1

]
, N =

[
0 −a
−a 0

]
,

Then λn(D
−1N) = |a|. Since A is HPD if and only if |a| < 1, the upper-

bound in Proposition 2.2.13 is optimal. For the lower-bound, We consider
the following Hermitian matrix A ∈ Rn×n:{

A(i, j) = 1, i = j,

A(i, j) = a, i ̸= j

This matrix is positive definite if 0 ≤ a < 1, which follows from its eigen-
value decomposition A = Q⊤ΛQ, where:

Q =



1 1 . . . . . . 1 1

−1 0 . . . . . . 0
...

0 −1
. . .

...
...

... 0
. . .

. . .
...

...
...

...
. . .

. . . 0
...

0 0 . . . 0 −1 1


,

and

Λ =



1− a 0 . . . . . . 0

0
. . .

. . .
...

...
. . .

. . .
. . .

...
...

. . . 1− a 0
0 . . . . . . 0 (n− 1)a+ 1


Given p ≥ 2, we impose the block-structure in (2.19) and assume the Jacobi
splitting A = D −N . We then consider the matrix αD +N , with α > 0.
Now take the vector x ∈ Rn such that,{

x(k) = 1, if k = 1 +
∑j
i=1 ni, for some j ∈ {0, . . . , p− 1}

x(k) = 0, elsewhere.
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If λ1(D
−1N) > −α, then by Lemma 2.2.5:

xH(αD +N)x > 0

⇐⇒ p(α+ (p− 1)a) > 0

⇐⇒ α > (1− p)a

Since this holds for all 0 ≤ a < 1, we obtain that the optimal lower-bound
for the smallest eigenvalue of the Jacobi iteration matrix is indeed (1− p).

In order to obtain convergence of the relaxed block-Jacobi method, The-
orem 2.2.11 implies it is sufficient for the weight to satisfy,

ω <
2

1− λ1(C)
.

In general, the only knowledge we have on λ1(C) is the lower-bound in
Proposition 2.2.13. Therefore, setting ωp = 2

p ensures the convergence of
the relaxed Jacobi into p-blocks for any Hermitian positive definite matrix
[51]. While this relaxation forces convergence of the Jacobi splitting, ωp =
2
p is often too conservative. Consider the case where λn(C) = ρ(C) and

p ≥ 4. Then the original Jacobi splitting (ω = 1) is convergent and we may
compare its convergence rate with the ωp-relaxed Jacobi splitting. Since
λ1(C) > −1, we have that λ1(C(ωp)) > 0, such that:

ρ(C(ωp)) = λn(C(ωp)) =
1

p
(2λn(C) + (p− 2)) =

1

p
(2ρ(C) + (p− 2))

Then by Bernoulli’s inequality,

ρ(C(ωp))
p
2 ≥ ρ(C). (2.27)

Hence, the original block-Jacobi converges (asymptotically) at least p/2
times faster than the ωp-weighted block-Jacobi. The inequality in (2.27)
becomes an equality when ρ(C) → 1. These results show, that while ωp
assures the convergence of relaxed Jacobi, the resulting convergence rate
may be far slower than the optimal relaxed Jacobi.

Conjugate Gradient Preconditioner
SinceD is HPD, it can be used as a preconditioner for the Conjugate Gradi-
ents. While it is formally applied as a left-right preconditioner through

39



2. Parallel Matrix Splittings for HPD systems

D−1/2, the preconditioned CG (PCG) algorithm can be rewritten such
that it only requires the Jacobi iteration to be performed [10] (see Ap-
pendix A). The parallelization of CG is maintained through the parallel
properties of the Jacobi splitting. The convergence of CG then depends on
the spectrum of the preconditioned coefficient matrix D−1/2AD−1/2. The
asymptotic convergence factor is given by [30]:

ρCG-J = 1− 2√
κ2(D−1/2AD−1/2) + 1

(2.28)

which shows that the PCG based on the block-Jacobi splitting has a better
convergence rate than the optimally relaxed Jacobi splitting (see (2.25))
[10]. Furthermore, it does not require any knowledge on the eigenvalues to
achieve this. The local operations of the parallelized block-Jacobi PCG on
a dense matrix are subsequently given by:

flopsCG-J(i) ≈
n3i
3

+ 2ni(n+ ni)KCG-J,

where the first term corresponds to the local Cholesky decomposition and
KCG-J are the number of iterations performed. It is clear that, for dense
HPD matrices, the Jacobi PCG (CG-J) is (from an arithmetic point of
view) far superior to the optimally weighted block-Jacobi solver. In a dis-
tributed setting, however, it may still be advantageous to choose the Jacobi
solver over the CG-J. An example is when the coefficient matrix is highly
sparse and structured, such that the block-Jacobi only requires communic-
ation between neighboring processing nodes, while the CG-based methods
require global synchronizations for the computation of its dot-products.

The effect of the Jacobi preconditioning was extensively studied by Kolo-
tilina [52], providing general eigenvalue bounds for the block-Jacobi scaling
of SPD matrices2. She introduced the parameter ξA, whose reciprocal can
be considered as a multiplicative measure of the closeness of a matrix A to
the block diagonal matrix D. Let us denote B = A−1 and impose the block
partitioning of A on B, i.e. B = (Bij), with 1 ≤ i, j ≤ p. Then the set of
spectral parameters characterizing the block-partitioning of A is defined
as follows:

ξi(A) := λn(AiiBii), i = 1, . . . , p.

2These results trivially generalize to the HPD case.
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The governing spectral parameter of the block-partitioning of A is given
by ξA := maxpi=1 ξi(A). Lemma 3.2 and Lemma 3.3 in [52] provide the
following eigenvalue bounds:

1 ≤ λn(D
−1A) ≤ p (2.29)

ξ−1
A

p
≤ λ1(D

−1A) ≤ ξ−1
A . (2.30)

Combining these (Theorem 3.1 in [52]), one obtains bounds for the condi-
tioning of the block-Jacobi scaled coefficient matrix:

ξA ≤ κ2

(
D−1/2AD−1/2

)
≤ p2ξA (2.31)

If the block-Jacobi solver is convergent, i.e. λn(D
−1
A A) ≤ 2, then the upper-

bound in (2.31) reduces significantly to 2pξA. Hence, if the block-diagonal
is dominant (in the sense of Theorem 2.2.4, i.e. 2D > A), then the as-
sociated Jacobi preconditioner is often a viable choice. A more in-depth
analysis of the Jacobi preconditioner is found in [50] for banded-matrices,
in [52] for comparison with incomplete block factorization and in [53] for
2-cyclic matrices.

Partition Generalization
The Jacobi method we described previously, requires a block-diagonal par-
titioning such as depicted in (2.19). This, however, can be generalized to
any partition of the variable space [30]. Let I = {I1, . . . , Ip} be a partition3

of {1, . . . , n}, then we define the matrix DI ∈ Cn×n as follows:

∀k, l ∈ {1, . . . , p} : DI(Ik, Il) :=

{
A(Ik, Il), k = l

0, k ̸= l
(2.32)

and set NI := DI −A. The matrix DI inherits its HPD property from A.
The resulting matrix splitting iteration is then equivalent to,

A(Ii, Ii)x
(k+1)(Ii) = b(Ii)−

∑
i ̸=j

A(Ii, Ij)
(
x(k)(Ij)

)
, (2.33)

for i ∈ {1, . . . , p}.

3We exclude the possibility of empty sets in the partition.
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Consider the system Ãx̃ = b̃ partitioned according to (2.19), where for
each i, j ∈ {1, . . . , p}:

Ãij := A(Ii, Ij), x̃i := x(Ii), b̃i := b(Ii), (2.34)

then the matrix splitting A = DI −N is equivalent to applying the block-
Jacobi splitting to Ã given the partition in (2.19). Furthermore, there
exists a permutation matrix P , such that PAP⊤ = Ã and PDJP

⊤ =
⊕pk=1A(Ik, Ik). This interpretation allows the comparison of different par-
titions for the Jacobi matrix splitting. We note, that both the order of the
sets in I and the order of the elements in each of the sets Ik do not alter
the Jacobi matrix splitting.

An interesting case arises when we consider partition refinements. Let I,J
be partitions of {1, . . . , n}, then J is a refinement of I if:

∀J ∈ J ∃I ∈ I : J ⊂ I.

It is well-known this induces a partial order on 2{1,...,n}, such that we may
write J ≤ I.

The following lemma states a simple monotonicity property, which we re-
quire later. While we expect this result to be known within the literature,
we were unable to find a proper reference in which it is explicitly mentioned
or proven. Hence, we provide a proof here.

Lemma 2.2.14. Let A ∈ Cn×n be HPD and I,J be partitions of {1, . . . , n},
such that J ≤ I. Let A = DI −NI and DI = DJ −NJ be Jacobi split-
tings according to the partitions I and J , respectively. Then the following
inequalities hold:

(a) ρ
(
D−1

J (NJ +NI)
)
≥ ρ

(
D−1

J NJ
)

(b) κ2

(
D

−1/2
J AD

−1/2
J

)
≥ κ2

(
D

−1/2
J DID

−1/2
J

)
Proof. Let us denote J = {J1, . . . , Jp}. Since DJ is HPD, the unique

square root-matrix D
−1/2
J is well-defined and given by,

∀k, l ∈ {1, . . . , p} : D
−1/2
J (Jk, Jl) =

{
A(Jk, Jl)

−1/2, k = l,

0, k ̸= l.
(2.35)
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Through the similarity transformation with D
−1/2
J , the eigenvalues remain

unchanged:eig
(
D−1

J (NJ +NI)
)
= eig

(
D

−1/2
J (NJ +NI)D

−1/2
J

)
,

eig
(
D−1

J NJ
)
= eig

(
D

−1/2
J NJD

−1/2
J

)
.

(2.36)

We now show,

∀k ∈ {1, . . . , p} :
(
D

−1/2
J NID

−1/2
J

)
(Jk, Jk) = 0. (2.37)

Let α, β ∈ Jk, for some k ∈ {1, . . . , p}. Then,

D
−1/2
J NID

−1/2
J (α, β) =

n∑
γ=1

D
−1/2
J (α, γ)

n∑
δ=1

NI(γ, δ)D
−1/2
J (δ, β) (2.38)

=
∑
γ∈Jk

D
−1/2
J (α, γ)

∑
δ∈Jk

NI(γ, δ)D
−1/2
J (δ, β)(2.39)

= 0, (2.40)

where the first equality follows from the zero pattern in D
−1/2
J and the

final equality follows from the fact J ≤ I and hence NI(Jk, Jk) = 0.

Equation (2.41) now implies that
(
D

−1/2
J NJD

−1/2
J

)
(Jk, Jk) is a principal

sub-matrix of D
−1/2
J (NJ + NI)D

−1/2
J . Therefore, the inclusion principle

(Theorem 2.1.6) is applicable, such that for each k ∈ {1, . . . , p},λ1
(
D

−1/2
J (NJ +NI)D

−1/2
J

)
≤ λ1

((
D

−1/2
J NJD

−1/2
J

)
(Jk, Jk)

)
,

λn

(
D

−1/2
J (NJ +NI)D

−1/2
J

)
≥ λn

((
D

−1/2
J NJD

−1/2
J

)
(Jk, Jk)

)
.

Similarly to (2.41), we have,

∀k, l ∈ {1, . . . , p} : k ̸= l ⇒
(
D

−1/2
J NJD

−1/2
J

)
(Jk, Jl) = 0. (2.41)

Hence, there exists a permutation matrix P such that,

P
(
D

−1/2
J NJD

−1/2
J

)
P⊤ =

p⊕
k=1

(
D

−1/2
J NJD

−1/2
J

)
(Jk, Jk).
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Since the eigenvalues of a discrete sum of matrices are the union of the
eigenvalues of its terms and are preserved under similarity transformations,
we have:λ1

(
D

−1/2
J (NJ +NI)D

−1/2
J

)
≤ λ1

(
D

−1/2
J NJD

−1/2
J

)
,

λn

(
D

−1/2
J (NJ +NI)D

−1/2
J

)
≥ λn

(
D

−1/2
J NJD

−1/2
J

)
.

(2.42)

Property (a) is now immediately implied by (2.36) and (2.42). For property
(b) it is sufficient to note that,{

D
−1/2
J AD

−1/2
J = I −D

−1/2
J (NJ +NI)D

−1/2
J ,

D
−1/2
J DID

−1/2
J = I −D

−1/2
J DID

−1/2
J .

(2.43)

A related question to Lemma 2.2.14 is whether the convergence factor of a
Jacobi splitting provides an upper-bound for any refined Jacobi splitting,
i.e.

J ≤ I ⇒ ρ
(
D−1

I NI
)
≥ ρ

(
D−1

J (NI +NJ )
)
.

While property holds true for Stieltjes matrices (follows immediately from
Theorem 6.6.1 in [10]), it does not hold for the entire class of HPD matrices.
An exception occurs when p = 2, which we address in Section 2.2.3.

We finally note that the choice of partition adds a freedom within the con-
figuration for the Jacobi splitting. This choice is not without consequence,
as different partitions generally result in varying convergence rates of the
respective solvers. This raises the question if it is possible to find the ‘op-
timal’ partition. In Chapter 4 we address this problem and develop several
methods to provide an estimation of the optimal partition.

2.2.2.3 Gauss-Seidel

We once again assume A to be HPD and consider the canonical partition in
(2.19). Denote the matrices L,R ∈ Cn×n partitioned according to (2.19),
such that ∀i, j ∈ {1, . . . , p}:

Lij =

{
−Aij , i > j

0, i ≤ j
, Rij =

{
−Aij , i < j

0, i ≥ j
.

44



2.2. Matrix Splittings

The matrices −L and −R are the block-wise lower -and upper-triangular
matrices of A (according to the partition in (2.19)), respectively. Since we
assume A to be HPD, we have L = RH . The Gauss-Seidel splitting is now
defined as the pair (MGS, NGS) := (D − L,LH). The resulting iteration
requires the solving of an implicit set of equations,

(D − L)x(k+1) = LHx(k) + b.

Due to the triangular structure of the system, these equations are solved
using a (block-wise) forward substitution. This leads to the following set
of smaller HPD systems of linear equations, i ∈ {1, . . . , p},

Aiix
(k+1)
i = bi −

i−1∑
j=1

Aijx
(k+1)
j −

p∑
j=i+1

Aijx
(k)
j . (2.44)

The resulting method is similar to the Jacobi splitting, the main differ-
ence being that the set of smaller systems of equations has to be solved
sequentially within each iteration. This makes the Gauss-Seidel method in-
herently difficult to parallelize. The naive use of the PBLAS2 and PBLAS3
routines would nullify any time saved in computation due the communic-
ation overhead that is incurred during every iteration. An exception to
this is when p is relatively small and the solving of each of the local sys-
tems Aii is embarrassingly parallel. An example of this is when the local
coefficient matrices Aii are (fine-grained block-) diagonal. This occurs in
discretization problems of partial differential equations and is referred to
as multi-colored matrices, with the most prominent example being the red-
black partitioning [30, 10, 54]. A notable parallel scheme was devised by
Y. Shang in [55], in which the computational work is spread over the pro-
cessors concurrently. His method employs a careful scheduling technique in
which all communication happens between neighboring processors through
a cyclic shift. One of its major advantages, is that it makes no restriction on
the class of matrices and is algebraically equivalent to Gauss-Seidel. Fur-
thermore, while it is originally written for the point-wise Gauss-Seidel, the
same methodology is also applicable to the block-wise version (assuming
all blocks are reasonably small). The downsides of his technique, however,
include baseline idle times, high communication cost (the number of com-
munication steps per iteration is comparable to a direct algorithm) and
a limitation on the number of processors usable for efficient parallelism.
Overall, if the Jacobi and Gauss-Seidel method are both reasonably fast
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convergent, one prefers the Jacobi scheme for distributed computing.

While the Gauss-Seidel performs worse in a parallel setting, in contrast
to Jacobi’s method, it is always convergent for HPD matrices (Theorem
4.4.18 in [10]).

Theorem 2.2.15 (see [10]). Let A ∈ Cn×n be HPD, then the Gauss-
Seidel splitting is convergent. Furthermore, the convergence is monotone
w.r.t. the energy norm ∥·∥A,

ρ
(
(D − L)−1LH

)
≤
∥∥(D − L)−1LH

∥∥
A
< 1.

Similar to the Jacobi splitting, the Gauss-Seidel splitting can be construc-
ted with any partition of {1, . . . , n}. It is important to note, however, that
the Gauss-Seidel method and its convergence rate depend on the order of
the equations in (2.34). A special case is when we reverse the order of the
equations and obtain the backwards Gauss-Seidel method:

(D − LH)x(k+1) = Lx(k) + b.

One key property the Gauss-Seidel splitting is missing, is that the matrix
M = D−L is not HPD. Hence, the Gauss-Seidel splitting is not usable as a
preconditioner for the conjugate gradients method. It is, however, possible
to construct an HPD splitting based on the Gauss-Seidel splitting. This is
achieved by performing a forward and backward Gauss-Seidel iteration in
succession, i.e.

(D − L)x(k+1/2) = LHx(k) + b, (2.45)

(D − LH)x(k+1) = Lx(k+1/2) + b, (2.46)

where x(k+1/2) denotes the intermediate iterate obtained after perform-
ing the forward Gauss-Seidel sweep. The resulting matrix splitting pair
becomes,

(MSGS, NSGS) :=
(
D − L)D−1(D − LH), LD−1LH

)
,

and is referred to as the symmetric Gauss-Seidel method (SGS) [10]. Since
both M and N are HPD, the splitting is P-regular and hence convergent
(see Theorem 4.8.7 in [10]). While at first it seems the SGS method requires
twice the computational work over the GS method, Niethammer [56] notes
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that only the inversion of D is performed twice on average. This is achieved
by storing Lx(k+1/2) during the forward sweep and storing LHx(k+1) during
the backward sweep. The former is reused in the following backward sweep,
while the latter is reused in the forward sweep of the next iteration.

2.2.2.4 SOR

Just like any matrix splitting, the Gauss-Seidel method can be relaxed
with a weight ω ∈ R+. The procedure in (2.16), however, is generally not
used. Instead of applying the weight after an entire Gauss-Seidel iteration,
it is applied after each individual set of equations in (2.44), i.e.

x
(k+1)
i = (1−ω)x(k)i +ωA−1

ii

bi − i−1∑
j=1

Aijx
(k+1)
j −

p∑
j=i+1

Aijx
(k)
j

 . (2.47)

The resulting relaxed splitting is referred to as the successive over-relaxation
(SOR) method [10],

(MSOR, NSOR) :=

(
1

ω
D − L,

1− ω

ω
D − LH

)
.

It was introduced and studied simultaneously by Stanley P. Frankel and
David M. Young [12]. Similarly, the symmetric relaxed Gauss-Seidel method
is referred to as the symmetric successive over-relaxation (SSOR) method
[10],

MSSOR :=
ω

2− ω

(
1

ω
D − L

)
D−1

(
1

ω
D − L

)⊤

.

The convergence of both methods is guaranteed for 0 < ω < 2 and mono-
tone with respect to ∥·∥A (Ostrowski [57]). Finding the optimal relaxa-
tion weight is once again no trivial task. Similarly to the Jacobi method,
the SSOR method applied as preconditioner for conjugate gradients may
provide an order improvement of the convergence rate over its respective
solver without any required on knowledge on the eigenvalues [10]. Hence,
the SSOR preconditioner is generally preferred over the optimally weighted
SSOR solver for HPD matrices [10]. The optimal weight for the SOR is
more difficult to analyse since the splitting is not symmetrizable. We refer
to Applied Iterative Methods (Chapter 9) by Hageman and Young for a
detailed study on several interesting cases for which the optimal value can
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2. Parallel Matrix Splittings for HPD systems

be determined, including coefficient matrices that satisfy Property A, are
consistently ordered or p-cyclic [45].

2.2.3 2-Cyclic Matrix Splitting

We once again assume A to be HPD and consider the specific case where
the partitioning in (2.19) has p = 2 parts, i.e.[

A11 A12

A21 A22

] [
x1
x2

]
=

[
b1
b2

]
. (2.48)

We further denote,

D :=

[
A11 0
0 A22

]
, L =

[
0 0

−A21 0

]
. (2.49)

The pair (A,D), which satisfies the partitioning in (2.48) and (2.49), is
referred to as 2-cyclic [10]. When the matrices A11 and A22 are point-wise
diagonal, the matrix A is said to have property A, which was introduced
by Young [45]. We summarize several interesting quantitative convergence
statements of the classical methods (Jacobi, Gauss-Seidel and SOR) for
HPD matrices. These will be useful in Section 2.3 and Section 3.3.1.

We first consider the 2-cyclic Jacobi splitting, for which the matrix splitting
is given by the pair (D,LH+L) and the iteration matrix C = D−1(L+LH).
We denote ρJ := ρ(C). The following proposition states that it is always
convergent, has symmetric eigenvalues and the optimal relaxation para-
meter is ω = 1 [58].

Proposition 2.2.16. (see [58]) Let A ∈ Cn×n be HPD and A = D−(LH+
L) be the 2-cyclic Jacobi splitting for (2.48), then the following properties
hold:

(a) ρJ < 1

(b) λ ∈ eig(C) ⇔ −λ ∈ eig(C)

(c) argmin
ω∈R

ρ
(
(1− ω)In + ωC

)
= 1

If the 2-cylic Jacobi splitting is used as a preconditioner, the condition
number readily becomes,

κ2(D
−1/2AD−1/2) =

1 + ρJ
1− ρJ

. (2.50)
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The next proposition states that the 2-cyclic Jacobi is the optimal 2 × 2
block-diagonal scaling (preconditioner). This was first shown by Forsythe
and Strauss to hold if D is point-wise diagonal [59] and later generalized
for all matrices D of the form in (2.49) by Eisenstat, Lewis and Hultz
[53]. Let ∆(m,n−m) be the class of all nonsingular 2× 2 block-diagonal
matrices of the form:

E =

[
E1 0
0 E2

]
, (2.51)

where E1 ∈ Cm×m and E2 ∈ Cn−m×n−m.

Proposition 2.2.17 (Eisenstat-Lewis-Hultz [53]). Let A ∈ Cn×n be HPD
and A = D − (LH + L) be the 2-cyclic Jacobi splitting for (2.48), then:

κ2(D
−1/2AD−1/2) = min{κ2(E⊤AE) : E ∈ ∆(m,n−m)}.

Proposition 2.2.17 has several important corollaries, which to our know-
ledge are not yet presented in the literature. Let ∆H(m,n − m) be the
class of all HPD 2× 2 block-diagonal matrices of the form in (2.51). Then
the following corollary states the 2-cyclic Jacobi is also the optimal 2 × 2
block-diagonal HPD matrix splitting.

Corollary 2.2.18. Let A ∈ Cn×n be HPD and A = D − (LH + L) be the
2-cyclic Jacobi splitting for (2.48), then:

ρ(C) = min{ρ(F−1(F −A)) : F ∈ ∆H(m,n−m)}.

Proof. Let F ∈ ∆H(m,n −m), then E = F−1/2 is well-defined and E ∈
∆(m,n−m). Through the use of similarity transformations with D1/2 and
E, respectively, we obtain:

κ2(D
−1/2AD−1/2) =

1− λ1(C)

1− λn(C)
=

1 + ρ(C)

1− ρ(C)
, (2.52)

κ2(E
⊤AE) =

1− λ1(F
−1(F −A))

1− λn(F−1(F −A))
≤ 1 + ρ(F−1(F −A))

1− ρ(F−1(F −A))
,

(2.53)

where the second equality in (2.52) follows from the symmetry of the eigen-
values (Proposition 2.2.16). Proposition 2.2.17 implies κ2(D

−1/2AD−1/2) ≤
κ2(E

⊤AE). Hence,

1 + ρ(C)

1− ρ(C)
≤ 1 + ρ(F−1(F −A))

1− ρ(F−1(F −A))
.
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Since the function f : [0, 1] → R : x→ (1+x)/(1−x) is strictly increasing
in x, we conclude ρ(C) ≤ ρ(F−1(F −A)).

Remark 2.2.19. We note, that the above statements also hold for more
general binary partitions I = {I1, I2} of the linear system of equations
(2.7) applied to the equivalent transformed set of equations in (2.34), which
satisfy the 2-cyclic structure in (2.48).

The next corollary states that the 2-cyclic Jacobi is optimal within the
class of all its refinements (p ≥ 2).

Corollary 2.2.20. Assume A ∈ Cn×n be HPD. Let I be a binary par-
tition of {1, . . . , n} and J ≤ I be a refinement. Denoting (DI , NI) and
(DJ , NJ ) the Jacobi matrix splittings according to the partitions in I and
J , respectively, then:

(a) κ2

(
D

−1/2
I AD

−1/2
I

)
≤ κ2

(
D

−1/2
J AD

−1/2
J

)
(b) ρ

(
D−1

I NI
)
≤ ρ

(
D−1

J NJ
)

Proof. We denote I = {I1, I2} with m = |I1|. Since the order in which the
set of equations are solved does not affect the Jacobi iterative method, we
may assume w.l.o.g. that DI is of the 2-cyclic form in (2.49). Furthermore,
since J ≤ I, we have DJ ∈ ∆H(m,n−m), such that the required results
(a) and (b) are immediately implied by Proposition 2.2.17 and Corollary
2.2.18, respectively.

We require the monotonicity result in Corollary 2.2.20 to analyze the prop-
erties of the hierarchical binary Jacobi in Section 2.3. Furthermore, it
strengthens the heuristics underlying the recursive bisection approach for
finding the optimal partition for the Jacobi preconditioner in [60], which
we cover in Chapter 4.

We now turn to the Gauss-Seidel and SOR methods applied to the 2-cyclic
partition in (2.48). While the Jacobi method solved the two subproblems
concurrently, the Gauss-Seidel and SOR methods alternate between them.
For a 2-cyclic partitioning, the Gauss-Seidel iteration convergences (asymp-
totically) twice as fast over the Jacobi iteration (Remark 5.5.2. in [10]):
ρGS = ρ2J. The optimal relaxation weight of the 2-cyclic SOR can be expli-
citly determined based on the convergence factor of the associated 2-cyclic

50



2.2. Matrix Splittings

Jacobi method. This was first shown by Young in [12], but we refer to the
form described in the context of 2-cyclic matrix splittings by Hackbursch
(Remark 5.4.3 for (a) and Theorem 5.6.5 + Criterion 5.6.6. for (b) in [10]).

Theorem 2.2.21 (see [10]). Let A be Hermitian positive definite and
(A,D) be a 2-cyclic matrix partitioning of A. If we assume 0 < ω < 2,
then the following statements hold:

(a) The SOR-iteration is convergent for each 0 < ω < 2 and has conver-
gence factor:

ρSOR(ω) =


1− ω + 1

2ω
2ρ2J+ ωρJ

√
1− ω +

ω2ρ2J
4 ,

for 0 < ω ≤ ωopt,

ω − 1, for ωopt ≤ ω < 2,

(2.54)

where

ωopt :=
2

1 +
√
1− ρ2J

. (2.55)

(b) For ω ≤ ωopt, the spectral radius ρSOR(ω) is also an eigenvalue of
CSOR(ω).

(c) For ω ≥ ωopt, all eigenvalues of CSOR(ω) have coinciding absolute
values ω − 1.

Theorem 2.2.21 shows that the optimally weighted SOR method can im-
prove the converge of the Gauss-Seidel iteration drastically. We illustrate
this in Figure 2.1. As shown in (2.55), the optimal SOR weight depends on
the spectral radius of the Jacobi iteration matrix, which is generally not
known in advance. It is, however, possible to estimate ρJ throughout the
SOR iterations (at almost no additional cost) while subsequently updating
ω. In order to achieve this, we rely on the following limit which holds for
any vector norm [45]:

lim
k→∞

∥∥x(k+1) − x(k)
∥∥∥∥x(k) − x(k−1)
∥∥ = ρSOR(ω), (2.56)

where we assume 0 ≤ ω ≤ ωopt. Together with the inverse relation of
(2.54), we are able to estimate ωopt based on the ratio of subsequent it-
erative errors

∥∥xk+1 − xk
∥∥. This procedure is known as the adaptive-SOR
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Figure 2.1. Illustration of convergence properties of the 2-cyclic SOR
method (see Theorem 2.2.21). Asymptotic convergence factor (left) and
approximated number of iterations required to reach relative accuracy of
10−6 (right) in function of the relaxation parameter ω.

method. Since ωopt ≥ 1, one can always apply this estimation after a few
Gauss-Seidel iterations. A small, but important remark here, is that the
new estimate ωs for ωopt does not necessarily satisfy ωs ≤ ωopt. In this
case, the above procedure is no longer applicable as the ratios in (2.56)
tend to oscillate around ω − 1 rather than converge to it [45]. One way to
force ωs ≤ ωopt, is to rely on the Rayleigh quotient to estimate ρJ (see for
instance Chapter 9.7 in [45]). One could, however, argue that overestim-
ating ωopt is better than underestimating it, due to the vertical tangent
from the left of the function ρSOR(ω) at ω = ωopt (see Figure 2.1). In
this thesis, we apply the adaptive-SOR in Section 3.3.1 for efficiently solv-
ing the mixed-value normal equations that arise when estimating the FRF
parameters under missing output samples.

Both the symmetric Gauss-Seidel and the SSOR are not particularly in-
teresting for 2-cyclic matrix splittings, since their respective convergence
rates coincide with the Gauss-Seidel method [61]. Finally, we note it is also
possible to use Chebyshev acceleration w.r.t. the 2-cyclic Jacobi splitting.
This returns a semi-iterative scheme which is twice as slow as the optimal
SOR, but also at half the cost per iteration. This alternative method was
introduced by Golub and Varga [62] and provides the same asymptotical
efficiency as the optimal SOR for 2-cyclic partitionings. For an in-depth
analysis, we refer to Chapter 8.3 in Applied Iterative Methods [45].
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2.2.4 Multisplittings

The idea behind the block-wise Jacobi matrix splittings is the reduction of
one large system of equations to several smaller systems of equations that
can be solved in parallel. One way to achieve similar parallelism is to allow
multiple matrix splittings to be used during each iteration. Let (Mi, Ni)

p
i=1

be a collection of matrix splittings for A, then each matrix splitting can
be solved concurrently through,

Miy
(k)
i = Nix

(k) + b.

In order to let each of the y
(k)
i contribute to the next iterate x(k+1), a

convex combination is used,

x(k+1) :=

p∑
i=1

Eiy
(k)
i ,

where
∑
iEi = In. This methodology was first used by O’Leary and White

in 1985 [25], which led to the concept ofmultisplittings. More formally, they
introduced the following definition,

Definition 2.2.22 (O’Leary andWhite [25]). Let A ∈ Cn×n and (Mi, Ni)
p
i=1

be a collection of matrix splittings for A. Let (Ei)
p
i=1 ∈ Rn×n be point-wise

diagonal matrices with positive entries such that
∑
iEi = In. Then the

triple (Mi, Ni, Ei)
p
i=1 is referred to as a multisplitting of A and its itera-

tion step is given by,

x(k+1) :=

p∑
i=1

Ei

(
M−1
i Nix

(k) +M−1
i b

)
. (2.57)

The multisplitting method is a linear method with iteration matrix,

C =

p∑
i=1

EiM
−1
i Ni.

Furthermore, if I−C is non-singular, then the multisplitting method itself
is associated to a matrix splitting governed by,

M =

(
p∑
i=1

EiM
−1
i

)−1

. (2.58)
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The standard Jacobi matrix splitting can be written as a multisplitting
[63]. Assume a partition I = {I1, . . . , Ip} of {1, . . . , n}, then we define the
multisplitting (Mi, Ni, Ei)

p
i=1 such that,

Mi(k, l) =


A(k, l), if k ∈ Ii and l ∈ Ij

A(k, k), if k = l

0, else

,

Ei(k, l) =

{
1, if k = l ∈ Ii

0, else
,

Ni =Mi −A.

The non-zero diagonal elements of Mi outside its associated index set Ii,
is to ensure Mi remains invertible. The actual value of these diagonal ele-
ments does not matter, as their contribution to the global iteration vanishes
through the zeros within Ei. If we denote the associated Jacobi splitting
A = DI − NI (see (2.32)), then

∑
iEiM

−1
i Ni = D−1

I NI . Hence, multis-
plitting is a proper generalization of the Jacobi matrix splitting.

As a multisplitting, the Jacobi method is generalizable for overlapping sub-
domains. We denote, Ĩ = {Ĩ1, . . . , Ĩp} with Ii ⊂ Ĩi for i ∈ {1, . . . , p}. Then
the overlapping Jacobi is defined through the multisplitting (M̃i, Ñi, Ẽi)

p
i=1,

where,

M̃i(k, l) =


A(k, l), if k ∈ Ĩi and l ∈ Ĩj

A(k, k), if k = l

0, else

,

Ẽi(k, l) =

{
1, if k = l ∈ Ĩi

0, else
,

Ñi = M̃i −A.

The overlapping case is usually performed within the context of domain
decomposition methods, in which the prolongation and restriction operat-
ors are required to properly define overlap (see for instance Chapter 11 in
[10] or Chapter 13 in [30]). In the case of multisplitting, the same method
is returned, but uses notation that is consistent with the matrix splitting
theory. For our purposes, we prefer the latter.
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It is important to note that for the multisplitting to be convergent, it
is generally not sufficient for each individual matrix splitting to be con-
vergent. We state the main convergence results due to O’Leary and White
[25].

Theorem 2.2.23 (O’Leary andWhite[25]). Let (Mi, Ni, Ei)
p
i=1 be a multis-

plitting of A ∈ Rn×n. The following statements are sufficient to conclude
the convergence of the multisplitting method.

(a) ∀i : (Mi, Ni) is a regular splitting of A and A−1 ≥ 0

(b) ∀i : (Mi, Ni) is a P-regular splitting of A and Ei = αiIn

(c) ∀i :
∥∥M−1

i Ni
∥∥
∞ < 1

The condition (a) in Theorem 2.2.23 is most applicable for M- and H-
coefficient matrices, which have been extensively studied and improved
upon in [64] and [63]. The SPD case was studied by White in [65] and
further extended by Cao and Lio in [66]. The former assumes a specific
dissection form for the coefficient matrix, while the latter applies the diag-
onal compensation reduction method (see [67]). For SPD systems arising
from the solution of least squares problems, Renaut introduced the least
squares multisplitting method (LSMS) in [26] and extended it for regular-
ized least squares in [68] with Krylov subspace recycling. We cover these
techniques in more detail in Section 3.2.2.

If every matrix splitting is HPD, then (2.58) implies that the resulting
multisplitting does not even have to be Hermitian. Hence, the multisplit-
ting is not immediately applicable as a preconditioner for the Conjugate
Gradients method applied to the original system Ax = b. This issue was
addressed by Bru and Corral in [69], in which they provide sufficient con-
ditions such that a multisplitting based on incomplete Cholesky factoriz-
ations remains applicable as a preconditioner for CG. From their results
it can be deduced that the additional assumption ∀k : EkMk = MkEk is
sufficient to force M in (2.58) to be HPD.

When given a set of splittings to be used in a multisplitting, there re-
mains freedom in choosing the associated weight matrices. These weights
can either be fixed or changing throughout the iterations. In the case of the
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latter, one obtains a non-stationary multisplitting [70]. The choice of these
weights may have a large impact on the convergence. A popular choice is
the zero-one scheme, in which each weight is either zero or one. Here, for
each variable there is exactly one splitting whose solution contributes to
this variable through the convex update in (2.57). If the individual split-
tings allow it, the equations with associated zero-weight do not have to
be solved, which is a substantial computational advantage for the zero-one
scheme [63]. For the overlapping Jacobi method, Frommer and Pohl have
shown that the benefit of overlap is mainly the inclusion of additional vari-
ables in the local solutions and that the updated values on the overlapping
parts of the domain should not be used in the global update, i.e. the zero-
one scheme is sufficient here [71].

Finally, we mention that the ideas behind multisplittings are applicable
more generally as space decomposition methods for (non)-linear problems.
An overarching theory was developed by Frommer and Renaut for optim-
ization of convex functionals in [51].

2.2.5 Two-Stage and Nested Splitting

When applying a matrix splitting A = M1 − N1 for solving Ax = b, we
replace a direct solver, with an indirect solution by solving the equations in
(2.7) repeatedly throughout the iterations. Solving (2.11) using a further
splitting of M1 = M2 −N2 is referred to as two-stage matrix splittings in
the literature [43]. This method induces the following inner-outer iteration:{

M2x
(k1,k2) = N1x

(k1,0) +N2x
(k1,k2−1) + b, k2 = 1, . . . ,K2

x(k1,0) = x(k1−1,K2), k1 = 1, 2, . . .
, (2.59)

where x(0,0) denotes the initial guess to solving Ax = b. If the number of
inner iterations K2 depends on the outer iteration k1, then the two-stage
method is called non-stationary [72]; our focus lies within the stationary
case. The two-stage method was first introduced in 1973 by Nichols [43] and
has received wide attention throughout the years. The literature includes
convergence criteria and comparison theorems for a variety of coefficients
matrices: M-matrices [73], H-matrices [74], Hermitian positive definite [75,
70, 76, 77] and semidefinite [78]. Within each class, different conditions on
the splittings have been studied, such as (weak-)regular [73] and P-regular
splittings [76]. Many of these results have been extended to non-stationary
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two-stage splittings [79, 80] and to multisplitting-based variants [75, 81].
If M2 is non-singular, then the inner-outer iteration in (2.59) is reducible
to an outer iteration by running through the inner iterations:

x(k+1,0) =

(
K2−1∑
i=0

Hi

)
M−1

2 b+

(
HK2 +

(
K2−1∑
i=0

Hi

)
M−1

2 N1

)
x(k,0),

(2.60)
where H = M−1

2 N2. Hence, the iteration matrix associated to the outer-
iteration in (2.59) is given by,

C(K2) = HK2 +

(
K2−1∑
i=0

Hi

)
M−1

2 N1. (2.61)

If we further assume I−H to be non-singular, then there exists a (unique)
pair of matrices F and G, such that F is non-singular, A = F − G and
C(K2) = F−1G. These matrices are given by [76]:

F =M2(I −H)
(
I −HK2

)−1
, G = FHK2 +N1. (2.62)

Take note, that if K2 = 1, the inner-outer iteration in (2.59) reduces to
the classic matrix splitting A =M2− (N1+N2). Furthermore, if K2 → ∞,
the limiting matrix splitting is equivalent to A = (M2 +N2)−N1.

If we once again solve (2.59) using a further splitting of M2 = M3 − N3,
we obtain a nested iteration of level 3 [44]. Repeating this process yields a
nested matrix splitting of a certain level α: A =Mα −

α∑
l=1

Nl,

Ml =Ml+1 −Nl+1, ∀l ∈ {0, . . . , α− 1},
(2.63)

where M0 := A. The corresponding nested iteration is given by:
Mαx

(k1,k2,...,kα+1) =

α∑
l=1

Nlx
(k1,...,kl,0,...,0) + b,

x(k1,...,kl+1,0,...,0) = x(k1,...,kl,Kl+1,...,Kα), ∀l ∈ {1, . . . , α− 1}.

(2.64)

A nested splitting of level 2 naturally coincides with the two-stage method.
The nested splittings for higher levels than 2 was extensively studied first
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by Lanzkron during his PhD [44, 82], with the coefficient matrix taken
an M-matrix and the splittings assumed to be (weak)-regular. The case
of H-matrices with (weak)-regular splittings, as well as Hermitian positive
definite matrices with P-regular splittings was later studied by Cao in [83]
and in [76], respectively. As we have restricted ourselves to HPD coefficient
matrices, we only present two main results by Cao, one for two-stage split-
tings and one for nested splittings. The following proposition is Theorem
3.1 in [76].

Proposition 2.2.24 ([76]). Let A be Hermitian positive definite; let A =
M1 − N1 be a P-regular splitting and M1 = M2 − N2 be convergent mat-
rix splittings (i.e. ρ(M−1

1 N1) < 1 and ρ(M−1
2 N2) < 1), where M1 and

M2 are Hermitian. Then the two-stage iterative method converges (i.e.
ρ(C(K2))) < 1), provided the inner iteration number K2 is even. Moreover,
A = F − G in (2.62) is a P-regular splitting and F is Hermitian positive
definite.

A crucial assumption in Proposition 2.2.24 is that the number of inner it-
erations is even. While it seems counterintuitive, increasing the number of
inner iterations to an odd number, can undermine the convergence. The-
oretical examples of this occurrence are given by Cao in [76]. The second
proposition we state, is equivalent to Theorem 3.4(i) in [76]. In the original
paper, it is given without proof, but since it is crucial for the remainder
of this chapter, we have provided it here. The proof further presents a re-
cursive relation for the iteration matrix associated to the nested iteration.

Proposition 2.2.25 ([76]). Let A be Hermitian positive definite. Consider
the nested matrix splitting in (2.63). If

∀l ∈ {0, . . . , α− 2} :
Ml =Ml+1 −Nl+1 is a P-regular splitting,

with Ml+1 Hermitian

∀l ∈ {2, . . . , α} : Kl ∈ 2N

and Mα−1 =Mα −Nα is a convergent splitting, with Mα Hermitian, then
the nested iterative method in (2.64) is convergent.

Proof. By induction on α. If α = 2, the result is given by Proposition
2.2.24. Let us assume α > 2 and denote Fα = Mα, Gα = Nα and Hα =
F−1
α Gα. By assumptionMα−2 = (Mα−Nα)−Nα−1 is a two-stage splitting
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which satisfies the conditions in Proposition 2.2.24. Therefore, there exists
a unique pair of matrices, Fα−1 and Gα−1:

Fα−1 = Fα(I −Hα)
(
I −HKα

α

)−1
, Gα−1 = Fα−1H

Kα
α +Nα−1,

such that Mα−2 = Fα−1 −Gα−1 and Fα−1 is HPD. Iterating through the
inner stage of the nested scheme in (2.64) yields,

x(k1,...,kα−1+1,0) =

α−2∑
l=1

Kα−1∑
k=0

Hk
αF

−1
α Nlx

(k1,...,kl,0,...,0)

+

Kα−1∑
k=0

Hk
αF

−1
α Nα−1 +HKα

α

x(k1,...,kα−1,0)

+

Kα−1∑
k=0

Hk
αF

−1
α b.

By noting that,

Fα−1 =

Kα−1∑
k=0

Hk
αF

−1
α

F−1
α−1Gα−1 =

Kα−1∑
k=0

Hk
αF

−1
α Nα−1 +HKα

α ,

we may further reduce this expression to:

Fα−1x
(k1,...,kα−1+1,0) =

α−2∑
l=1

Nlx
(k1,...,kl,0,...,0) +Gα−1x

(k1,...,kα−1,0) + b.

(2.65)
which constitutes a nested iteration of level α − 1 equivalent to (2.64).
Since all splittings, except for the one at level α − 1, remain unchanged,
all conditions for Proposition 2.2.25 are satisfied for the nested iteration
of level α − 1 in (2.65). Applying the induction hypothesis concludes the
proof.
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Remark 2.2.26. By applying the argument in the proof of Proposition
2.2.25 repeatedly, we obtain the following recursive relation for s ∈ {2, . . . , α}:

Fs−1 = Fs(I −Hs)
(
I −HKs

s

)−1
, Gs−1 = Fs−1H

Ks
s +Ns−1,

Ms−2 = Fs−1 −Gs−1, Hs−1 = F−1
s−1Gs−1,

Fs−1x
(k1,...,ks−1+1,0,...,0) =

s−2∑
l=1

Nlx
(k1,...,kl,0,...,0)+Gs−1x

(k1,...,ks−1,0,...,0)+b,

where M0 := A. The final step then produces the splitting A = F1 − G1,
which encodes the nested iteration of level α prescribed in (2.64), with F1

being Hermitian positive definite. The iteration matrix corresponding to
the nested iteration is given by H1. We would like to stress, that H1 is
never formed explicitly when solving (2.64), it only serves as a theoretical
instrument. The matrix equations in (2.64) are usually solved by employing
the structure within the Mi’s and Ni’s.
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2.3. Hierarchical Binary Jacobi

2.3 Hierarchical Binary Jacobi

In this section, we once again restrict ourselves to Hermitian positive defin-
ite coefficient matrices. When we impose a 2×2 block-partition, i.e. p = 2 in
(2.19), then the block-Jacobi in (2.21) is guaranteed to convergence. When
p > 2, the block-Jacobi method is not always convergent. This raises the
question if it is possible to split the solving of (2.7) into a set of smaller
systems of equations, while conserving the parallelism of (2.21), such that
the resulting iteration is convergent for all HPD coefficient matrices. To
achieve this we propose to nest the 2× 2 block-partitions within α levels,
such that we obtain a set of p = 2α smaller systems of equations. Instead
of one global outer iteration across all 2α subproblems, we allow the nested
partitions to iterate more frequently as inner iterations within each outer
iteration. A graphic representation of a nested partition is given in Figure
2.2. Due to the hierarchical structure and the fact we always refine each
level by local 2 × 2 block-partitions, we refer to our method as the hier-
archical binary Jacobi (HBJ). The results discussed in this section were
published by Elsevier in Linear Algebra and its Applications [84].

2.3.1 Theoretical Results

In order to properly navigate through the nested iterations, we adopt a
hierarchical notation for the variable partition, which is consistent with
the notation used in earlier works on hierarchical linear solvers [41, 85].
We consider a tuple v ∈ {1, 2}α to encode the position of the leaves within
the binary tree, such that v(1) denotes the child of the outermost splitting
and v(α) denotes the child of the innermost splitting. For instance, if α = 3
and v = (1, 2, 1) then x(1,2,1) denotes the set of variables which correspond
to the first child at level 3 of the second child at level 2 of the first child
at level 1. Note, that this graph is essentially a binary tree representation
of the variable partition. This example is further illustrated in Figure 2.3.
This notation induces a natural bijection between the hierarchical partition
and the original partition in (2.19):

Ψ : {1, 2}α → {1, . . . , 2α} : v 7→ 1 +

α∑
i=1

(v(i)− 1)2α−i. (2.66)

Under this bijection we have for v, w ∈ {1, 2}α:

Avw := AΨ(v)Ψ(w), xv := xΨ(v), bv := bΨ(v)

61



2. Parallel Matrix Splittings for HPD systems

Furthermore, at level l < α and v, w ∈ {1, 2}l, we concatenate recursively
in the following manner:

Avw :=

[
A(v,1)(w,1) A(v,1)(w,2)

A(v,2)(w,1) A(v,2)(w,2)

]
=

[
A(v,1)w

A(v,2)w

]
=
[
Av(w,1) Av(w,2)

]
and

xv :=

[
x(v,1)
x(v,2)

]
, bv =

[
b(v,1)
b(v,2)

]
,

where (v, ·) ∈ {1, 2}l+1 extends the tuple v with one element. If a ∈ {1, 2},
then ac denotes the complement of a within the set {1, 2}. Lastly, we
introduce the relationship child of on the set of tuples. Let l < α with
w ∈ {1, 2}l and u ∈ {1, 2}α, then:

u is a child of w ⇔ u = (w1, . . . , wl, ul+1, . . . , uα).

Now, let K = (K1, . . . ,Kα) ∈ Nα be the number of iterations run on
each level and x(0) be an initial guess, then Algorithm 2 corresponds to
the hierarchical binary Jacobi, which is run on every node v ∈ {1, 2}α.
Since we are only interested in the convergence of the outer iteration and
checking for convergence becomes costly when performed on all inner levels,
we suggest to fix all inner iterations K2, . . . ,Kα, while only performing a
local convergence check during every outer iteration. Take note, that when
K2 = · · · = Kα = 1 we return to the classic block-Jacobi iterative scheme.
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2.3. Hierarchical Binary Jacobi

Algorithm 2.2 Hierarchical Binary Jacobi

Initialize
Compute Cholesky factor: LvL

H
v = Avv

Compute local output: bv = bv −
∑
w ̸=v Avwx

(0)
w

While not converged:
Recursively run through levels l = 1, . . . , α:
at level l < α:
w := (v1, . . . , vl−1, v

c
l )

For kl = 1 to Kl

Recurse: l → l + 1
For u child of w
Communicate: δv to processor node u.
Update: bv = bv −Avuδu

end for
end for

at level l = α:
w := (v1, . . . , vα−1, v

c
α)

For kα = 1 to Kα

Triangular Solvers: LvL
H
v x

new
v = bv

Compute: δv = xnewv − xoldv
Communicate: δv to processor node w.
Update: bv = bv −Avwδw

end for
end recurse

end while
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An interesting aspect of the hierarchical binary Jacobi is that it can be
written as a nested matrix splitting in (2.63), which allows us to analyze
its convergence behavior under the nested iterations theory. Let D0 = A,
then for l ∈ {1, . . . , α}:{

Dl := diag(Avv : v ∈ {1, 2}l)
Nl := Dl −Dl−1,

(2.67)

where the blocks Avv in Dl are ordered by the lexicographical order on
{1, 2}l (see Figure 2.2). Take note, that at every level l, the splitting Nl =
Dl − Dl−1 is a (block-wise) binary Jacobi splitting and will be referred
to as a binary refinement of the global splitting A = Dα −

∑α
l=1Nl. In

particular, Dα coincides with the block diagonal matrix in (2.20) with
p = 2α. The decomposition in (2.67) induces the nested splitting (see
Figure 2.2) A = (· · · ((Dα −Nα)−Nα−1) · · · −N1) with nested iterations:

Dαx
(k1,k2,...,kα+1) =

α∑
l=1

Nlx
(k1,...,kl,0,...,0) + b,

x(k1,...,kl+1,0,...,0) = x(k1,...,kl,Kl+1,...,Kα), ∀l ∈ {1, . . . , α− 1}.

(2.68)

These iterations coincide with the recursive procedure in Algorithm 2,
making them both algebraically equivalent. The following theorem states
the main result regarding the convergence of the hierarchical binary Jacobi.

Theorem 2.3.1. Let A be Hermitian positive definite and A = Dα −∑α
l=1Nl be a nested splitting defined by (2.67), then the nested iterations

in (2.68) are convergent if ∀l ∈ {2, . . . , α} : Kl ∈ 2N.

Proof. Applying Proposition 2.2.13 block-wise at each level of the nested
splitting, we show that all conditions of Proposition 2.2.16 are satisfied. Let
l ∈ {1, . . . , α}. Since Dl is a block-diagonal submatrix of the HPD matrix
A, it is also Hermitian positive definite. Furthermore, let v ∈ {1, 2}l−1,
then every diagonal block Avv of Dl−1 is split as

Avv :=

[
A(v,1)(v,1) 0

0 A(v,2)(v,2)

]
−
[

0 −A(v,1)(v,2)

−A(v,2)(v,1) 0

]
,

where the first term is a block from Dl and the second term a block from
Nl. Since this is a 2 × 2 block-Jacobi splitting of an HPD matrix, it is
convergent by Proposition 2.2.13 and P-regular. Hence, all diagonal blocks
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Avv of Dl−1 are convergent splittings and P-regular, corresponding to the
blocks in Dl and Nl. Due to Dl−1 containing only 0 outside its diagonal
blocks Avv, the entire splittingDl−1 = Dl−Nl is convergent and P-regular.
Consequently, all conditions in Proposition 2.2.25 are satisfied, so that we
may conclude the convergence of the hierarchical binary Jacobi.

Complexity Analysis
Let us turn to the complexity of Algorithm 2. First off, we note that all
operations in Algorithm 2.2 are local. For the sake of simplicity, we assume
a load-balanced design, i.e. ∀i ∈ {1, . . . , 2α} : ni = n2−α. Then the flops
performed per node at each level are given by,

� l = α : (
∏α
k=1Kk)

(
n222(1−α) + n2−α

)
� l < α :

(∏l
k=1Kk

) (
n221−α−l + n2−l

)
This results in the grand total operations performed per node:

n32−3α

3
+

α∑
l=1

(
l∏

k=1

Kk

)
n2−l

(
n21−α + 1

)
+

(
α∏
k=1

Kk

)
n221−2α, (2.69)

where the first term corresponds to the local Cholesky factorization. Equa-
tion (2.69) shows that the number of operations performed scales multiplic-
atively with the amount of inner iterations K2, · · · ,Kα. Since Algorithm
2.2 is convergent for K2 = · · · = Kα = 2, it is natural to consider this spe-
cific case. It further is the minimal number of inner iterations, for which
we can guarantee the convergence of Algorithm 2. In the numerical experi-
ments in Section 2.3.2, we will illustrate that restricting the inner iterations
to 2 is a valid choice. Under this restriction, the operations performed per
node are reduced to:

flopsHBJ(i) =
n32−3α

3
+K1

(
αn(n2−α + 1) + n22−α

)
=
n3i
3

+K1n ((α+ 1)ni + α)

≈ n3i
3

+K1nni(log2(p) + 1).

(2.70)

Comparing this with the operations performed by the classic block-Jacobi
in (2.22), we note a similarity. Every outer iteration of the hierarchical bin-
ary Jacobi takes log2(p)/2 times the amount of operations one global up-
date of the block-Jacobi requires. Similarly, the memory access cost scales
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with log2(p)/2 over the block-Jacobi. The communication cost between
nodes, i.e. the amount of floating point numbers sent and received by each
node is given by,

comHBJ(i) = n

α∑
l=1

(
l∏

k=1

Kk

)
2−l. (2.71)

In the special case of K2 = · · · = Kα = 2, this reduces to:

comHBJ(i) =
1

2
K1n log2(p). (2.72)

Which shows that the total cost per outer iteration of the hierarchical bin-
ary Jacobi scales with log2(p)/2 over the total cost per outer iteration of
the block-Jacobi into p-blocks. Furthermore, the latency induced by the
communication step may once again be partially hidden in the update of
b, making it dominated by the latency of neighbouring processing nodes.
The number of communication steps per outer iteration, however, increases
substantially and becomes p/2. Hence, if the latency between neighbouring
processors is high compared to the computational cost per node, Algorithm
2.2 could become latency dominated. This depends once again on the to-
pology of the distributed or parallel setup and on the ratio of system size
to number of nodes (n/p). In conclusion, the hierarchical binary Jacobi
offers a guaranteed convergence and its arithmetic and parallel potential
per outer iteration are comparable to that of the original block-Jacobi into
p-blocks if n >> p. The precise relationship between the two methods de-
pends on their respective convergence rates.

Relaxation of the HBJ
The guaranteed convergence of the hierarchical binary Jacobi comes at an
additional cost through its inner iterations as the levels increase. The bin-
ary refinements in (2.67), however, may often be too conservative to force
convergence. In many cases it is sufficient to apply the binary Jacobi several
times and let the innermost iteration remain a more general block-Jacobi
scheme. For instance, when p = 64, one can apply a binary refinement twice
and let the splitting at level 3 for each block be a Jacobi splitting with 16
blocks. The idea behind this procedure is strengthened by Lemma 2.2.14,
which shows that the convergence rate of an inner splitting is better than
or equal to the convergence rate of the total splitting. The equality only
occurs under strict assumptions (see [27]). As a result, at every level the
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binary Jacobi method improves the convergence behaviour of the inner-
most splitting, such that it can be interpreted as some form of relaxation.
Once the innermost splitting becomes convergent, the entire nested iter-
ation scheme becomes convergent as shown in Proposition 2.2.25. This
relaxation process is finite, as once we reach level α = log2(p), Theorem
2.3.1 guarantees the convergence of the nested iteration. While the con-
vergence factor of the innermost splitting is a non-increasing sequence, the
same does not hold in general for the convergence factor of the resulting
nested iteration. We can, however, show a lower bound for the convergence
factor of the nested splitting based on the each of the inner splittings. We
first show that the intermediate iteration matrices {Hk : k ∈ {1, . . . , α}}
from Remark 2.2.26 satisfy a monotone relationship.

Proposition 2.3.2. Let A ∈ Cn×n be a HPD matrix and assume the
hierarchical block-Jacobi splitting in (2.67) with K2 = · · · = Kα = 2. Then
the spectral radii of the matrices {Hk : k ∈ {1, . . . , α}} constructed in
Remark 2.2.26 based on the HBJ splitting satisfy the following inequalities:

ρ(H1) ≥ ρ(H2)
2 ≥ ρ(H3)

4 ≥ · · · ≥ ρ(Hα)
2α−1

.

Proof. The recursion in Remark 2.2.26 can be simplified for the matrices
{Hk : k ∈ {1, . . . , α}}:

∀l ∈ {1, . . . , α− 1} : Hl = H2
l+1 + (I +Hl+1)F

−1
l+1Nl.

Through a straightforward induction argument, one can show that H2
l+1

is a block-diagonal matrix of Hl (∀l ∈ {1, . . . , α − 1}). This property re-

mains unchanged after a similarity transformation with F
1/2
l . Based on the

same argument as in Lemma 2.2.14, we can apply the inclusion principle
(Theorem 2.1.6), such that ρ(Hl+1)

2 = ρ(H2
l+1) ≤ ρ(Hl). Applying this

argument repeatedly, yields the result.

The following proposition extends Proposition 2.3.2 and provides an intu-
itive lower bound for the hierarchical binary Jacobi based on each of the
inner splittings.

Proposition 2.3.3. Let A ∈ Cn×n be a HPD matrix and assume the
hierarchical block-Jacobi splitting in (2.67) with K2 = · · · = Kα = 2.
Denote H1 the iteration matrix of the nested splitting (Remark 2.2.26).
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Then the following inequalities holds:

∀l ∈ {1, . . . , α} : ρ(Hl) ≥ ρ(D−1
l Nl) (2.73)

∀l ∈ {1, . . . , α} : ρ(H1) ≥ ρ(D−1
l Nl)

2l−1

. (2.74)

Proof. We first note, that the second inequality (2.74) is an immediate
consequence of the first inequality (2.73) in conjunction with Proposition
2.3.2. Now, let l ∈ {1, . . . , α} then by Remark 2.2.26, Hl = F−1

l Gl and
Fl −Gl = Dl−1 = Dl −Nl. Both Fl and Dl share the same block-diagonal
structure. They consist of 2l−1 diagonal blocks, which coincide with the
block-diagonal structure of Dl−1. Furthermore, each of those blocks is of
the form (2.51). Hence, we may apply Corollary 2.2.18 to each of the 2l−1

diagonal blocks of Dl−1, which returns the result.

Proposition 2.3.3 implies that the hierarchical block-Jacobi method con-
verges (asymptotically) at most 2l−1 faster than the inner splitting at level
l ∈ {1, . . . , α}. Intuitively this is an expected result, as during every outer
iteration of the HBJ, the inner splitting at level l iterates 2l−1 times. The
precise relationship, however, between the inner splittings and the resulting
nested splitting of the HBJ can be volatile as we illustrate with numerical
examples in Section 2.3.2. Finally, Proposition 2.3.3 has major implications
for the construction of a nested partition based on graph partitioning tech-
niques. It shows that a recursive bisection is the natural way to tackle the
problem.

Preconditioner for CG
If Ki ∈ 2N for i ∈ {2, . . . , α}, then by Remark 1, the hierarchical binary
Jacobi induces a splitting on A = F1 − G1 which encodes the nested it-
eration through the iteration matrix H1. Furthermore, the matrix F1 is
HPD under this assumption. Therefore, F1 is a potential preconditioner
for the conjugate gradient method. It is not necessary for F1 to be formed
explicitly; solving F1z = r in Algorithm A.2 is equivalent to applying one
outer iteration of the hierarchical binary Jacobi towards the solution of
Az = r, with z(0) = (0, · · · , 0)⊤. While the guaranteed convergence of
the splitting A = F1 − G1 (Theorem 2.3.1) improves the upper bound in
(2.29) significantly to 2, a lower bound for the minimal eigenvalue remains
a topic of study. In conclusion, we have the following upper bound for the
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conditioning of the HBJ-scaled coefficient matrix:

κ2

(
F

−1/2
1 AF

−1/2
1

)
≤ 2

1− λn (H1)
. (2.75)

If we once again restrict all inner iterations to 2, then the local operation
count is given by,

flopsCG-HBJ(i) ≈
n3i
3

+ nni(α+ 2)KCG-HBJ.

The costs per outer iteration once again scale with a factor α/2 over the ori-
ginal block-Jacobi preconditioning. Hence, when the number of iterations
scales down with this factor, the proposed hierarchical preconditioner be-
comes the preferred choice. Furthermore, any reduction in iterations also
decreases the number of global synchronization steps required for the re-
maining dot-products, which reduces the parallel overhead.

2.3.2 Numerical Results

We illustrate the theoretical results we obtained in Section 2.3.1 and com-
pare the newly introduced hierarchical binary Jacobi to the original block-
Jacobi, the optimally weighted block-Jacobi and the ωp-weighted block-
Jacobi. Furthermore, we compare the introduced hierarchical binary Jacobi
preconditioner to the original block-Jacobi preconditioner for the Conjug-
ate Gradients method.

2.3.2.1 Wishart Simulations

A common occurrence of systems of linear equations with SPD matrices
are the normal equations derived from the least-squares problem:

β̂ = argmin
β∈Cn

∥y − Zβ∥2 ⇐⇒ ZHZβ̂ = ZHy,

with y ∈ Rn, Z ∈ Rm×n, rank(Z) = n and m ≥ n. In order to simulate
a variety of such systems, we generate data from a multivariate normal
distribution. Each row zk of Z is generated independently as zk ∼ N (0,Σ)
for some prior SPD matrix Σ ∈ Rn×n.

The Grammatrix Z⊤Z then follows aWishart distribution [86], i.e. Z⊤Z ∼
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Wn(Σ,m) with m degrees of freedom. Furthermore, the strong law of large
numbers [86] guarantees that:

1

m
Z⊤Z

a.s−−−−→
m→∞

Σ,

such that we regain the prior SPD matrix in the limit. Denoting A =
1
mZ

⊤Z, we obtain an SPD matrix by construction4. This allows us to
study the convergence properties of matrices that are generated around a
prior structured SPD matrix Σ.

In our first example, we aim to illustrate the convergence properties on SPD
matrices that are centered around a block-diagonal structure. Therefore,
we will generate p matrices (B11, B22, · · · , Bpp) with sizes (n1, n2, · · · , np)
such that

∑
k nk = n. The entries of each block are generated independ-

ently from the uniform distribution on [0, 1]. We subsequently decompose
Bkk = QkkRkk with the QR-decomposition and concatenate the ortho-
gonal blocks diagonally, Q = diag(Q11, · · · , Qpp). We further set λ to be
a random permutation of an equidistant grid on [1, 1000] and impose the
following diagonal decomposition:

Σ = Q⊤diag(λ)Q.

By construction Σ is block-diagonal and SPD (see footnote 4). Further-
more, κ2(Σ) = 1000 and its spectrum is determined by the vector λ. Fi-
nally, the solution x is generated entry-wise from the uniform distribution
on [0, 1] and b := Ax.

We illustrate this generating process and its convergence in Figure 2.4. The
magnitude of the entries is shown for increasing numbers of freedom. We
note that the prior block-diagonal matrix becomes more and more visually
distinguishable as the number of generated samples (degrees of freedom
in the Wishart distribution) increases. In what follows, we set n = 8192
and the number of equally-sized blocks p = 32. We consider an increasing
sequence of degrees of freedom: [n, 1.5n, 2n, 4n, 8n, 16n]. Starting with a
random vector, we apply five different iterative schemes and compare their
results. We consider the block-Jacobi method with three specific weights:

4The construction only guarantees SPD almost surely, but in practice this will not
be violated.
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2. Parallel Matrix Splittings for HPD systems

baseline ω = 1, sufficient to force convergence ωp = 2/p and optimal ωopt as
shown in equation (2.26). The optimal weight was determined using spec-
tral analysis of the coefficient matrix. While in practice this would severely
undermine the efficiency and parallelism of the technique, it is only used
here to illustrate the strength of the optimally weighted scheme. We fur-
ther apply the hierarchical binary Jacobi with α = log2(p) = 5 and the
number of inner iterations at every level fixed at 2. Finally, we consider the
conjugate gradients with no preconditioning, block-Jacobi preconditioning
(CG-J) and hierarchical binary Jacobi preconditioning (CG-HBJ).

In Figure 2.5 the relative normed forward error in function of the iter-
ations of each scheme is shown. Table 2.1a contains the iterations to reach
a threshold of 10−4 on the relative normed forward error. In Table 2.1b , we
compare the total arithmetic cost of each technique to the standard direct
solution of the entire coefficient matrix through use of the Cholesky decom-
position. We immediately note, that the baseline block-Jacobi technique
does not converge for the lower degrees of freedom. Furthermore, while the
ωp-weighted block-Jacobi forces convergence for all degrees of freedom, it
is far too conservative of a weight to be competitive with the optimally
weighted block-Jacobi. We further observe, that increasing the degrees of
freedom benefits the block-Jacobi type techniques as the coefficient matrix
converges to the original block-diagonal matrix. In particular, the hierarch-
ical binary Jacobi becomes the fastest convergent matrix splitting (Figure
2.5 and Table 2.1a). The fast convergence of the HBJ comes at an addi-
tional arithmetic cost and becomes arithmetically inferior to the baseline
block-Jacobi method for the highest degrees of freedom (Table 2.1b). This
example illustrates the position of our HBJ technique: it is applicable in the
many instances where the block-Jacobi falls short of being convergent, but
becomes redundant on problems for which the block-Jacobi does converge.
Finally, the conjugate gradients converges slowly due to the relatively high
condition number of the original block-diagonal matrix. The precondition-
ers, however, address this issue as expected and provide highly accelerated
results. Similarly to the matrix splittings, the HBJ preconditioner provides
a better convergence rate than the block-Jacobi preconditioner. This is due
to a better conditioning of the system, which was explicitly determined and
is shown in Table 2.1c. The arithmetic cost, however, remains in favour of
the block-Jacobi preconditioner as shown in Table 2.1b.
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Figure 2.5. Coefficient matrices of size n = 8192 generated under the
Wishart distribution for increasing degrees of freedom. The convergence
behaviour of 7 iterative schemes are shown. Legend: block-Jacobi solver;
optimally-weighted block-Jacobi; sufficiently-weighted block-Jacobi;

hierarchical binary Jacobi; Conjugate Gradients; block-Jacobi precon-
ditioned Conjugate Gradients; hierarchical binary Jacobi preconditioned
Conjugate Gradients. In order to not disturb the scale of the figures, the
graph associated to the Jacobi method is allowed to go out of bounds to
illustrate its divergence in the first two rows of images.
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Degrees of Freedom
1n 1.5n 2n 4n 8n 16n

J ∞ ∞ ∞ ∞ 32 12
ωopt-J ∞ ∞ 112 32 16 11
ωp-J ∞ ∞ ∞ ∞ 282 220
HBJ ∞ 144 57 19 11 8
CG ∞ 275 215 160 136 125
CG-J ∞ 47 28 14 10 7
CG-HBJ ∞ 30 19 11 8 6

(a) Iterations required to reach the threshold of 10−4 on the relative normed error
on the solution. The Jacobi requires a high degree of freedom to converge, while
the HBJ quickly converges for lower degrees of freedom. The CG-HBJ has the
fastest converges rate for all instances.

Degrees of Freedom
1n 1.5n 2n 4n 8n 16n

J 0 0 0 0 40.9 102
ωopt-J 0 0 12 40.9 78.7 111
ωp-J 0 0 0 0 4.81 6.16
HBJ 0 3.15 7.93 23.4 39.8 53.9
CG 0 4.97 6.36 8.54 10 10.9
CG-J 0 27.4 45.2 86.6 117 160
CG-HBJ 0 12.8 20.1 34.3 46.6 61.2

(b) Arithmetic complexity ratio: iterative methods (denominator) versus the dir-
ect Cholesky decomposition (numerator). The CG-HBJ requires far more opera-
tions than the CG-J.

Degrees of Freedom
1n 1.5n 2n 4n 8n 16n

CG 8.851e+08 6341 3789 2034 1511 1277
CG-J 2.032e+08 92.92 32.42 8.702 4.291 2.733
CG-HBJ 6.985e+07 38.19 15.03 5.004 2.902 2.072

(c) Condition number of the (preconditioned) system of equations. The condition
number quickly decreases with increasing degrees of freedom. Both the Jacobi and
HBJ preconditioners provide a substantial improvement over no preconditioned
CG. The HBJ preconditioner provides a better condition number over the Jacobi
preconditioner. This difference diminishes as the degrees of freedom increase.

Table 2.1. Wishart generated system (n = 8125) with increasing degrees
of freedom.
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2.3. Hierarchical Binary Jacobi

We now fix the degrees of freedom at 4n and consider increasing the levels
α ∈ {4, 5, 6, 7} (and consequently the number of blocks p ∈ {16, 32, 64, 128})
used by the block-Jacobi and hierarchical binary Jacobi solvers and precon-
ditioners. At each level the partition is refined by dividing each set in two
equal parts following the original ordering of the unknowns. Therefore, for
α ∈ {6, 7} the resulting partition will be cutting within the block-diagonal
structure of the underlying matrix Σ. Hence, the resulting innermost split-
tings at levels 6 and 7 do not benefit from any structure and have far
worse convergence rates. We once again apply the techniques from before,
but omit the poorly performing block-Jacobi with ω = 1 and ωp = 2/p.
The resulting convergence of each technique is shown in Figure 2.6. The
iterations required to reach the threshold are displayed in Table 2.2a and
in Table 2.2b, we compare the total arithmetic cost of each technique to
the standard direct solution. First off, we note that the results for α = 4
and α = 5 are highly similar across all techniques. This is to be expected,
since we imposed 32 blocks in the underlying block-diagonal structure of
Σ. More interestingly, for α = 6 and α = 7, the CG-J slows down signific-
antly, even becoming slower than the HBJ-solver. Conversely, the CG-HBJ
not only retains the fastest convergence, but also becomes arithmetically
more efficient over the CG-J as shown in Table 2.2b. This is confirmed
by the theoretical asymptotic values induced by the condition numbers of
the preconditioned systems shown in Table 2.2c. While this is surprising
at first, these results are explained by the nature of the hierarchical split-
ting as the inner iterations are exponentially more frequent than the outer
ones, which is expected to benefit the slower inner splittings. The arith-
metic cost of these inner iterations, however, is limited due to the smaller
sizes of each inner splitting, resulting in overall less computations for the
CG-HBJ over the CG-J.

Finally, we illustrate Lemma 2.2.14 and its implications on the hierarchical
block-Jacobi. The binary refinement in (2.67) may often be too conservat-
ive to force convergence. We show that in this specific case, it is sufficient
to apply the binary Jacobi several times and let the innermost iteration
remain a more general block-Jacobi scheme. We once again let the degrees
of freedom vary and fix p = 32 such that the blocks coincide with the pre-
determined structure of Σ. Then we vary s ∈ {0, . . . , 4}, such that there
are s binary refinements and the innermost splitting applies a p2−s block-
Jacobi scheme to the remaining diagonal blocks. The case s = 0 coincides
with the p block-Jacobi and the case s = 4 returns the standard hierarch-
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Figure 2.6. Coefficient matrix of size n = 8192 generated under the Wis-
hart distribution (dof = 4n). The size of the partition, p, doubles with every
figure (p = 2α). The convergence behaviour is shown. Legend: optimally-
weighted block-Jacobi; hierarchical binary Jacobi; Conjugate Gradi-
ents; block-Jacobi preconditioned Conjugate Gradients; hierarchical
binary Jacobi preconditioned Conjugate Gradients. When α > 5, the op-
timally weighted Jacobi and CG-J lose their fast convergence behavior. In
contrast to the HBJ and CG-HBJ, which retain their fast convergence.

ical binary Jacobi technique for which convergence is guaranteed. Table
2.3a, respectively Table 2.3b, shows the convergence factor of the inner-
most splitting and the convergence factor of the resulting nested splitting.
Following Lemma 2.2.14, the convergence factor of the innermost splitting
is a non-increasing sequence in function of s. We further note, that by in-
creasing the degrees of freedom, the levels s required to converge decrease
as the coefficient matrix resembles the original block-diagonal Σ more and
more. In this specific case, when the degrees of freedom exceed 1.5n, the
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2.3. Hierarchical Binary Jacobi

# blocks p
16 32 64 128

ωopt-bJ 31 32 ∞ ∞
HBJ 19 19 60 63
CG 160 160 160 160
CG-J 14 14 119 147
CG-HBJ 11 11 18 20

(a) Iterations required to reach the threshold of 10−4 on the relative normed error
on the solution. When α > 5, the optimally weighted Jacobi and CG-J lose their
fast convergence behavior. In contrast to the HBJ and CG-HBJ, which retain
their fast convergence.

# blocks p
16 32 64 128

ωopt-bJ 37.6 40.9 0 0
HBJ 25.9 23.4 6.5 5.42
CG 8.54 8.54 8.54 8.54
CG-J 67.6 86.6 11.3 9.22
CG-HBJ 35.6 34.3 18.9 15.2

(b) Arithmetic complexity ratio: iterative methods (denominator) versus the dir-
ect Cholesky decomposition (numerator). For p = 16 and p = 32, the CG-J
method is most efficient. For p = 64 and p = 128, the CG-HBJ is most efficient.

# blocks p
16 32 64 128

CG-J 8.403 8.702 883.5 1460
CG-HBJ 5.004 5.004 16.55 19.97

(c) Condition number of the preconditioned system of equations. The condition
number of the Jacobi preconditioned system increases substantially when increas-
ing p beyond 32. In contrast, the condition number of the HBJ preconditioned
system remains relatively small.

Table 2.2. Convergence behaviour of 7 iterative schemes applied to Wis-
hart simulated HPD coefficient matrix (n = 8125 and dof = 4n) with un-
derlying 32-block diagonal matrix. The partitions are refined by increasing
α with p = 2α.

convergence factor of the nested splitting stabilizes for s ≥ 2. Hence, the
optimal configuration here would be 2 binary refinements followed by an
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2. Parallel Matrix Splittings for HPD systems

8-block-Jacobi scheme applied to the remaining diagonal blocks. In gen-
eral, it remains difficult to predict which s is sufficient to force convergence
of the nested splitting. While this example illustrates the relaxation of the
binary Jacobi, the resulting nested splittings lack the guaranteed results
from Theorem 2.2.25. Not only is the convergence no longer guaranteed,
if it the innermost splitting is divergent, then the matrix F1 in the nested
splitting A = F1 − G1 may not be Hermitian positive definite and is no
longer applicable as a preconditioner to the Conjugate Gradients. There-
fore, it is not advised to let s < log2(p), unless additional information on
the structure of the coefficient matrix is provided.

Degrees of Freedom
1n 1.5n 2n 4n 8n 16n

s = 0 2.88 2.22 1.85 1.21 0.812 0.549
s = 1 1.79 1.39 1.18 0.787 0.538 0.37
s = 2 1.11 0.882 0.753 0.512 0.353 0.246
s = 3 0.667 0.538 0.462 0.321 0.223 0.157
s = 4 0.349 0.288 0.251 0.176 0.127 0.0884

(a) The convergence factor (ρ) of the innermost splittings. Each column is de-
creasing in value as stated by Lemma 2.2.14.

Degrees of Freedom
1n 1.5n 2n 4n 8n 16n

s = 0 2.88 2.22 1.85 1.21 0.812 0.549
s = 1 3.15 1.83 1.32 0.741 0.524 0.37
s = 2 1.23 0.955 0.887 0.684 0.503 0.359
s = 3 1 0.953 0.885 0.684 0.502 0.359
s = 4 1 0.953 0.885 0.684 0.502 0.359

(b) The convergence factor (ρ) of the resulting nested splittings. No improvement
beyond s = 2. Two binary refinements are optimal here.

Table 2.3. Wishart generated system (n = 8125) with underlying 32-block
diagonal matrix and varying degrees of freedom. The number of blocks
p = 32 and the number of binary-Jacobi refinements s varies between 0
and 4.
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2.3. Hierarchical Binary Jacobi

2.3.2.2 Counterexamples: comparison results

In the theory of matrix splittings and its two-stage and nested variants, a
lot of attention is given to comparison results. For example, R. Nabben [75]
provides several general comparison results on (multi)splittings for HPD
matrices and Z. Cao [76] has extended these to the two-stage and nested
framework. None of these, however, are applicable to our specific setup.
Furthermore, many desirable properties simply do not hold in general.
Here, we show counterexamples to three important questions:

(Q1) Is the relationship between the convergence rate of the inner splitting
and the nested splitting monotone for the HBJ?

(Q2) Does the convergence rate of HBJ always worsen with refining the
hierarchical partition by increasing α?

(Q3) Is the convergence rate of HBJ method always better than Jacobi
method?

Given two partitions I and J of the set {1, . . . , n}, such that J is a re-
finement of I, i.e. J ≤ I. We refer to a binary refinement, if every set in
I is the union of at most two sets in J .

Counterexample Q1
We consider a matrix A ∈ Cn×n and a binary partition, I of {1, . . . , n}.
Given a binary refinement, J ≤ I, we may apply the proper row and
column permutation, such that we obtain a nested splitting in its standard
Jacobi form: A = D1 −N1 and D1 = D2 −N2. The convergence factor of
the inner splitting, the hierarchical binary Jacobi (with K2 = 2) and the
full block-Jacobi splitting are given by:

ρinner = ρ
(
D−1

2 N2

)
ρHBJ = ρ

((
D−1

2 N2

)2
+D−1

2 N1 +D−1
2 N2D

−1
2 N1

)
ρbJ = ρ

(
D−1

2 (N1 +N2)
)
.

In our first question, we ask that if a different binary refinement of I
performs better on the inner splitting, will it also perform better for the
resulting nested splitting. The following example shows the answer is neg-
ative in general. We consider a matrix A generated by the process described
in Section 2.3.2.1 with the generating block-diagonal matrix Σ containing
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2. Parallel Matrix Splittings for HPD systems

2 blocks, n = 256 and dof = 4n. We set α = 2 and set the partition, I,
of the outer splitting to coincide with the block-structure of Σ. Next, we
generate 1000 random binary refinements of I and calculate the respective
convergence factors of the inner, nested and full splittings. We determine
the ranks of the results. Figure 2.7 shows the scatter-plots of the inner
vs HBJ and the inner vs J convergence factor rankings. We note that
while the nested convergence factor is not monotone with the inner rate,
it approximates a monotone relationship and exhibits a strong spearman-
correlation. The block-Jacobi with 4 blocks, on the other hand, does not
follow any pattern related to its inner splitting.
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Figure 2.7. Scatterplots of the rankings of the convergence factors. The
convergence rate of the HBJ method is strongly correlated with the con-
vergence rate of its inner splitting (left image). The convergence rate of
the Jacobi method is not correlated with the convergence rate of its inner
splitting (right image).

Counterexample Q2
The more blocks we separate for the block-Jacobi method, the more in-
formation is split amongst the refined partition. This generally has a neg-
ative effect on the convergence rate of the block-Jacobi. This property,
however, does not always hold and in some cases a refinement results in
a better convergence rate. Since the binary Jacobi has special eigenvalue
properties, it is interesting to study if this property does hold for the bin-
ary refinements required in the hierarchical binary Jacobi. We provide a
counterexample based on the Lehmer matrix (named after the number
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theorist D.H. Lehmer):

∀i, j ∈ {1, . . . , n} : aij =
min(i, j)

max(i, j)
(2.76)

We set n = 256 and let the number of blocks p vary in {2, 4, 8, . . . , 256}.
For each instance of p, we calculate the convergence factor of the Jacobi
and HBJ solver (α = log2(p)) and determine the condition number of
the CG-J and the CG-HBJ. The inner iterations for the HBJ are fixed
at 2. The results are shown in Table 2.4a and 2.4b. We note, that the
block-Jacobi steadily becomes worse as we introduce more blocks. The
hierarchical binary Jacobi, on the other hand, performs worse at first, even
being heavily outperformed by the block-Jacobi. Eventually, however, the
HBJ improves all the way to the most refined case of p = n. This illustrates
that the precise relationship between each of the inner splittings and the
resulting nested splitting can be volatile for the hierarchical binary Jacobi.

# blocks p
4 8 16 32 64 128 256

J 2.001 4.1206 8.4395 17.117 34.49 69.247 138.76
HBJ 0.99971 0.99987 0.99987 0.99981 0.99968 0.99943 0.99894

(a) Spectral radii of the solvers. The spectral radius is not monotone w.r.t. p for
the Jacobi and HBJ methods.

# blocks p
4 8 16 32 64 128 256

CG-J 670.42 1627.6 3659.4 7865.6 16465 33907 69103
CG-HBJ 5719.4 11523 11029 8078.5 5512.4 2667 1398.9

(b) Condition numbers of the preconditioned system of equations. The spectral
radius is not monotone w.r.t. p for the Jacobi and HBJ preconditioners.

Table 2.4. Lehmer-matrix n = 256.

Counterexample Q3
Throughout all practical simulations this property appeared to be true.
An algebraical example, however shows that this does not hold in general.
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We consider the following matrix,

A =


1 −0.5 0.5 0

−0.5 1 0 0.5
−0.5 0 1 0.5
0 1 0.5 1

 . (2.77)

The partitioning used on this system stretches the notation of the hierarch-
ical block-Jacobi to include empty nested blocks within the inner iterations.
In this case, we set α = 3. The nested partition is given by a binary tree in
Figure 2.8. The corresponding block-Jacobi sets p = 4 and coincides with
the standard diagonal-Jacobi method. The resulting iteration matrices, C
and H1 for the Jacobi and hierarchical binary Jacobi, respectively, are
given by:

C =


0 0.5 −0.5 0
0.5 0 0 0.5
−0.5 0 0 0.5
0 0.5 0.5 0

 , H1 =
1

16


5 0 −2 1
2 1 −1 8
−2 0 4 6
0 8 8 0

 .
The eigenvalues of C are easily determined to be ±2−1/2. The eigenvalues
of H1 are the roots of its characteristic polynomial:

pH1
(t) = t4 − 5

8
t3 − 87

256
t2 +

7

32
t− 5

256
.

Since pH1(2
−1/2) < 0 and limt→∞ pH1(t) > 0, there is an eigenvalue of H1

which is strictly larger than the spectral radius of C. This implies, that
the convergence rate of the hierarchical binary Jacobi can be worse than
its corresponding block-Jacobi counterpart.
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2.4 Conclusion

The matrix splitting methods belong to oldest and most well-understood
iterative techniques for solving linear systems of equations. While their ap-
plicability as a solver has diminished over time, they remain vital as a pre-
conditioner or smoother for other iterative methods. The Jacobi method in
particular has gained renewed interest due to its highly parallel and simple
scheme, which allows for a flexible implementation on distributed systems.

In this chapter, we extended the ideology of the Jacobi method for Her-
mitian positive definite coefficient matrices and introduced a novel generic
technique, the hierarchical binary Jacobi. Similarly to the block-Jacobi, it
reduces the solving of a large scale system of equations to the solving of
several smaller systems in parallel. Instead of doing one global sweep across
the entire partition, it nests the blocks hierarchically, following a binary
tree. The inner splittings are allowed to iterate more frequently within one
global iteration. We have shown that this technique fits within the theory
on nested matrix splittings and provided a practical algorithm which uses
its strong theoretic results. In particular, we have shown that if all the
inner iterations are even, the resulting nested iteration is guaranteed to
converge. Moreover, the choice of two inner iterations at every level has
been argued to be a valid and sufficient choice. The simulations based on
the Wishart distribution have shown the hierarchical binary Jacobi to be
competitive to the block-Jacobi as a solver and as a preconditioner for the
conjugate gradients. Several standard comparison results were shown to be
false for the hierarchical block-Jacobi. Finally, the proven monotonicity of
the intermediate iteration matrices provides insight into the optimization
of the hierarchical partition for the HBJ, which remains a topic of study.

The matrix splitting theory plays a vital part in understanding the it-
erative methods applied to overdetermined systems of equations under the
least squares criterion, which we tackle in Chapter 3. Furthermore, with
the Jacobi and Gauss-Seidel methods providing the possibility to split a
system of equations into an equivalent set of smaller systems, there remains
a high degree of freedom in the choice of such a partition. In Chapter 4,
we develop strategies to determine the optimal partition.
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CHAPTER 3

Parallel Linear Least Squares

3.1 Preliminaries

3.1.1 Probability Spaces

We introduce some basic notation from probability and measure theory. We
consider the probability space (Ω,F ,P) and refer to a mapping X : Ω → C
as a stochastic variable if it is (F , C)-measurable, where C denotes the
Borel-measurable sets of C [87]. Furthermore, we denote Lp-spaces by,

Lp(Ω,F ,P) := {X : Ω → C : X is a stochastic variable and

∫
|X|dP <∞},

where the integral denotes the Lebesgue integral w.r.t. P [87]. If X ∈ L1,
the following integral is well-defined,

E[X] :=

∫
XdP

and we refer to it as the expected value of X.

We write an m-dimensional vector-valued mapping X = (X1, . . . , Xm) :
Ω → Cm to be measurable and within Lp(Ω,F ,P), if each of its components
Xi is measurable and within Lp(Ω,F ,P), respectively. If X ∈ L1(Ω,F ,P),
then we denote,

E[X] :=
[
E[X1] E[X2] · · · E[Xm]

]
. (3.1)

87
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If we further assume X ∈ L2(Ω,F ,P), then Hölder’s inequality implies the
following integrals are well-defined [87],

∀i, j ∈ {1, . . . ,m} :

{
vij := E [XiXj ]

σij := E [(Xi − E[Xi]) (Xj − E[Xj ])]
(3.2)

We refer to the matrix Cov(X) := (σij)
m
i,j=1 as the covariance matrix of

X and V := (vij)
m
i,j=1 as the matrix of second moments of X, which are

both guaranteed to be Hermitian positive semi-definite [87].

3.1.2 Parametric Statistics

In statistics, the goal is to construct qualitative estimators for relation-
ships that govern physical processes of interest. The underlying stand-
ard parametric model we consider is a collection of probability spaces
(Ω,F ,PΘ), where PΘ = {Pθ : θ ∈ Θ} is a collection of probability meas-
ures and Θ ⊂ Cn is the parameter space. From a frequentist point of
view, we assume there is one true probability measure that governs real-
ity. In our parameteric model, this implies there is one true parameter,
which is unknown to us. In order to provide a qualitative estimate for θ,
we take samples from this measurable space. More formally, any meas-
urable function X : Ω → Cm is referred to as a sample1 of size m.
Moreover, any measurable function t : (Cm, Cm) → (Cn, Cn) induces an
estimator for θ through the composition t(X) := t ◦X. When we assume
∀θ ∈ Θ : t(X) ∈ Lp(Ω,F ,Pθ), we abbreviate it to t(X) ∈ Lp(Ω,F ,PΘ).

The quality of an estimator is mainly quantified through its bias and its
mean square error (MSE). If we assume t(X) ∈ L2(Ω,F ,PΘ), then the
bias and MSE of t(X) for some θ ∈ Θ are defined by,

Biasθ(t(X)) := Eθ[t(X)− θ], (3.3)

MSEθ(t(X)) := Eθ
[
(t(X)− θ) (t(X)− θ)

H
]
, (3.4)

respectively [88]. The θ in the subscript of the expected value indicates the
Lebesgue-integral in (3.1) is taken w.r.t. Pθ. If for every θ ∈ Θ, the bias of
t(X) is 0, it is called an unbiased estimator for θ. In this case, the MSE
is equal to the covariance of t(X). Ideally, one would prefer an estimator

1We do not assume independence among the components of X
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that minimizes both the bias and the MSE. This, however, is generally im-
possible, since there is always a bias-variance trade-off [29]. An alternative
is to find the estimator with minimal MSE within the class of estimators
that share the same bias. A special case, is the class of unbiased estimators.
This leads to the notions: Uniformly Minimal Variance Unbiased Estim-
ator (UMVUE) and its weaker variant Best Linear Unbiased Estimator
(BLUE).

Definition 3.1.1. Let (Ω,F ,PΘ), with Θ ⊂ Cn, be a standard parametric
model. Let X : Ω → Cm be a sample and t : (Cm, Cm) → (Cn, Cn) a
measurable function, such that t(X) ∈ L2(Ω,F ,PΘ) and unbiased for θ.
Then,

1. t(X) is the UMVUE for θ if,
for any other unbiased estimator s(X) ∈ L2(Ω,F ,PΘ),

∀θ ∈ Θ : Covθ(t(X)) ⪯ Covθ(s(X)),

2. t(X) is the BLUE for θ if, t is a linear mapping and
for any other unbiased estimator s(X) ∈ L2(Ω,F ,PΘ) with s a linear
mapping,

∀θ ∈ Θ : Covθ(t(X)) ⪯ Covθ(s(X)),

where ⪯ denotes the Loewner partial-ordering for HPSD matrices (see
Definition 2.1.3).

Finding these optimal estimators is no trivial task. For some families of
distributions, such as exponential families, there are procedures to quickly
construct the UMVUE (see for instance Lehmann and Casella [88]). For
linear models, the existence and explicit form of the BLUE is given by the
Gauss-Markov theorem, which we cover in the next section. In many other
cases, however, the UMVUE and the BLUE simply do not exist.

3.1.3 Linear Models: Least Squares Estimator

In scientific computing and machine learning, a fundamental task is mod-
eling the relationship between input and output variables. The desired
relationship is often subject to errors and a common assumption is an
additive error. In this case, the model is given by,

Y = f(X) + ϵ, (3.5)
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where Y,X and ϵ are (possibly vector-valued) stochastic variables. The
variable Y is referred to as the output, X as the input, ϵ as the additive
error and f the relationship between X and Y . When collecting data, the
input and output variables are measured, while the additive error remains
unobserved. The goal in modeling is then to estimate the function f in
(3.5) such that the measured observations fit the relationship optimally
under some criterion. In this work, we mainly restrict ourselves to linear
models, 

Y1
Y2
...
Ym

 =


X11 X12 · · · X1n

X21 X22 · · · X2n

...
...

. . .
...

Xm1 Xm2 . . . Xmn



β1
β2
...
βn

+


ϵ1
ϵ2
...
ϵm

 (3.6)

where β := [β1, · · · , βn]⊤ ∈ Cn are the unknown parameters of the linear
model, which are to be estimated under some criterion. In matrix form,
the equations in (3.6) become

Y = Xβ + ϵ. (3.7)

When m > n, the system has more equations than parameters and is con-
sidered over-determined. This is commonly required because the relation-
ship is subject to the unobserved additive error ϵ. Hence, more observation
will generally allow us to better average out the error’s effect. In finite
sample linear model theory, it is often assumed that the stochastic vari-
ables within X are already observed and hence deterministic. Therefore,
we may consider X ∈ Cm×n to be some fixed rectangular matrix, which is
referred to as the design or regression matrix. We now properly define the
standard linear model we consider throughout this chapter.

Definition 3.1.2. Let (Ω,F , {Pβ : β ∈ Cn}) be a standard parametric
model, Y : Ω → Cm measurable and X ∈ Cm×n. Then the parametric
model is a standard linear model w.r.t. Y and X if ∀β ∈ Cn, ∃ϵ : Ω → Cm
measurable, such that:

1. Y = Xβ + ϵ, Pβ-almost surely;

2. Eβ(ϵ) = 0;

3. Covβ(ϵ) = σ2In, for some σ ≥ 0.
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In some works, the definition of a standard linear model further requires the
components of ϵ to be independent and satisfy some distribution (often the
Normal distribution). For our purposes, the more general definition which
only requires the components of ϵ to be uncorrelated, homoscedastic and
with zero mean, is sufficient. Furthermore, the standard linear model is
often referred to as a linear regression model or linear least squares model.
Under the standard linear model, the Gauss-Markov theorem provides the
existence of the BLUE and its explicit form,

Theorem 3.1.3 (Gauss-Markov, see [88]). Let (Ω,F) be a measure space,
with Y : Ω → Cm measurable and X ∈ Cm×n. Further, let (Ω,F , {Pβ : β ∈
Cn}) be a standard linear model according to definition 3.1.2. If rank(X) =
n, then the BLUE for β is unique and given by the following minimization,

β̂(Y ) := argmin
β∈Cn

∥Y −Xβ∥2 . (3.8)

Equivalently, it is the unique solution to the following HPD system of equa-
tions,

XHXβ = XHY, (3.9)

which are known as the normal equations.

The minimization in (3.8) is referred to as the least squares solution to

the overdetermined system of equations in (3.7) and β̂(Y ) is referred to
as the least squares estimator. Since X is assumed to be full rank, the
system XHX is invertible and hence β̂ = (XHX)−1XHY . We denote
X+ := (XHX)−1XH , which is known as the Moore-Penrose psuedo-
inverse [89].

The main results in the Gauss-Markov theorem remain true when we con-
sider the variables in X to be stochastic [29]. In this case, however, the
MSE and bias are defined with the conditional expectation w.r.t. X. Fur-
thermore, one has to assert additional exogenious assumptions regarding
the relation between X and ϵ. This is mainly important in asymptotical
linear model theory, which we address in Chapter 4.
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3.1.4 Least Squares Algorithms

The Gauss-Markov theorem shows the importance of the ordinary least
squares estimator. Even for generalized least squares or non-linear least
squares models, the OLS estimator remains pivotal for the estimations
within these models. The literature has recognized the importance of al-
gorithms that are able to efficiently solve the linear least squares equations
(3.8). In this section, we give a short overview of the most used techniques,
we consider both direct and iterative methods.

The most straightforward technique is to explicitly form the normal equa-
tions in (3.9). This returns an HPD system of equations and can be ef-
ficiently solved directly through the Cholesky factorization or iteratively
through the (preconditioned) CG-method. The latter is applicable without
having to form XHX, since it only requires matrix-vector multiplications
(see the CGLS algorithm in Appendix A). While the method of normal
equations often provides satisfactory results, the direct solution of it can
not be backward stable, which potentially leads to a significant loss of
information (for details, see for instance Section 2.1.4 in [8]). Several tech-
niques have been developed to address the numerical instability. The most
common ones are based on the QR decomposition.

Theorem 3.1.4. (see Theorem 2.3.1 in [8]) Let X ∈ Cm×n, with m ≥ n,
be full rank. Then there exists a unique orthonormal matrix Q ∈ Cm×n

and an upper-triangular matrix R ∈ Cn×n with real and positive diagional
entries, such that X = QR.

The upper-triangular matrix R in Theorem 3.1.4 satisfies R = LH , where
L is the unique lower Cholesky factor of XHX [8]. Through the use of the
QR decomposition, the system of equations in (3.9) reduces to solving the
triangular system through backward substitution,

Rβ = QHy.

There are three common algorithms to construct the QR decomposition,
each based on a entirely different concept: Gram-Schmidt process, Given’s
rotations and Householder reflectors. For full details on each of the base-
line algorithms, we refer to Chapter 2.3 in [8]. The Gram-Schmidt method
is the easiest algorithm to understand, but without proper modification
it suffers from severe numerical instability with regards to the orthogonal
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properties of Q [31]. Given’s rotations are generally only used when the
number of non-zero off-diagonal entries is limited. Finally, Householder re-
flectors is the standard technique used to construct the QR decomposition,
since its backward stability is guaranteed [8]. Furthermore, the matrix Q
should generally not be constructed explicitly and should remain in its im-
plicit form as a sequence of Householder reflectors. The efficient paralleliza-
tion of the Householder QR algorithm is no trivial task. A block-cyclic par-
allel implementation is available in ScaLAPACK: PDGEQRF, which makes
use of the parallelized BLAS3 routines [24]. A remarkable improvement
over this is the Communication Avoiding QR (CAQR) algorithm, which
substantially lowers the number of messages at the cost of more floating
point operations [22]. This trade-off becomes strongly favorable when the
regression design is “tall-skinny”, in which case the observation-to-variable
ratio is relatively large and the routine is referred to as the Tall Skinny
QR (TSQR) [22].

While ScaLAPACK and its derivatives provide an efficient code paralleliz-
ation of the QR factorization, there exists an alternative approach which
splits the original least squares problem into an equivalent set of smaller
least squares problems. The most notable of these approaches are the least
squares multisplitting (LSMS) technique [26] and the parallel maximum
likelihood (PMLE) method [90]. The latter splits the regression design
observation-wise and returns the average of every local estimation. Hence,
it offers a highly parallel and load-balanced implementation, but at the
cost of losing the finite-sample least squares estimator and only retain-
ing its asymptotic properties. The LSMS on the other hand performs a
variable-wise splitting and compensates the loss of information through an
iterative scheme, retaining the finite-sample least squares estimator. This
allows a tall and thick design matrix to be split into local tall and skinny
matrices, allowing for a potential hybrid implementation of the LSMS com-
bined with the TSQR.

Since our main contributions have been made within the realm of least
squares splittings, we cover these in more detail in Section 3.2.
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3.2 Least Squares Splittings

3.2.1 Least Squares Proper Splittings

In order to generalize the concept of matrix splittings to rectangular system
of equations, Berman and Plemmons (1974 [91]) introduced the concept of
proper splittings. For any matrix A ∈ Cm×n, we denote R(A) and N (A) to
be the range and the null-space of the associated linear mapping, respect-
ively.

Definition 3.2.1 ([91]). Let X,M,N ∈ Cm×n and y ∈ Cm, such that
X =M −N . Then (M,N) is a proper splitting of X if{

R(X) = R(M),

N (X) = N (M).

The associated iterative method for solving the linear least squares problem
in (3.8) is given by,

β(k+1) =M+Nβ(k) +M+y, k ≥ 0. (3.10)

When the matrix M is square and regular, the iterative method associ-
ated to the proper splitting in (3.10) coincides with the iterative method
associated to the matrix splitting in (2.14). Similar to Theorem 2.2.1, Ber-
man and Plemmons [91] showed the following convergence result for proper
splittings.

Theorem 3.2.2 ([91]). Let X ∈ Rm×n, y ∈ Rm and (M,N) be a proper
splitting of X. Then the iterative procedure in (3.10) converges to X+y for
any starting vector x(0) if and only if ρ(M+N) < 1.

The concept of regular splittings for square matrices (see Definition 2.2.2)
can be extended to proper splittings.

Definition 3.2.3 (see [92]). Let X ∈ Rm×n, y ∈ Rm and (M,N) be a
proper splitting of X. If M+ ≥ 0 and N ≥ 0, then (M,N) is a proper
regular splitting of X. Furthermore, we say that (M,N) is a weak non-
negative proper splitting of the first type if M+ ≥ 0 and M+N ≥ 0.

Climent and Perea showed several sufficient and necessary conditions to
guarantee the convergence of weak non-negative proper splitting of the

94



3.2. Least Squares Splittings

first type [92]. Most notably, the condition X+ ≥ 0 mimics the property
within regular splittings of square matrices.

While several theoretical results on least squares proper splittings are avail-
able within the literature, such as extensions to multi and nested splittings
[92], they are illustrated with only small-sized theoretical examples. Fur-
thermore, we were unable to find any notable applications. We argue that
this lack of usage can mainly be attributed to its restrictive conditions
on the range and null-space of the splitting matrix M . Therefore, in the
next section, we review a least squares splitting method which is always
applicable for full-rank regression designs.

3.2.2 Least Squares Multisplitting

In 1998, Renaut introduced a generalization of the multisplitting method
for linear systems to be applied to the least squares minimization for over-
determined system of equations. It is referred to as the least squares multis-
pitting (LSMS) method.

Given a partition I = {I1, . . . , Ip} of {1, . . . , n}, with ni := |Ii|. Then,
the least squares design is split into blocks of columns according to the
sets in I, i.e. Xi := X(:, Ii) and βi := β(Ii). A graphical representation
of such a decomposition in the case of p = 4 is given below; each color
represents a block:

X =





, β =




From Hilbert’s projection theorem, it follows that under the column de-
composition Xβ =

∑p
i=1Xiβi, the original least squares problem in (3.8)
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is equivalent to the following set of linear least squares subproblems,

argmin
γi∈Cni

∥∥∥Xiγi − yi(β̂)
∥∥∥
2
, 1 ≤ i ≤ p, (3.11)

where yi(β̂) = y−
∑
j ̸=iXj β̂j denotes the local response. The original least

squares problem is thus replaced by a set of lower dimensional least squares
systems of equations. Since yi(β̂) is unknown a priori, an iterative process
is required to solve the local sub-problems, in which one estimates both
the least squares solution and the local response. At iteration k + 1, the
first step calculates the local least squares solutions,

γ
(k+1)
i = argmin

γi∈Cni

∥∥∥Xiγi − y
(k)
i

∥∥∥
2
, (3.12)

based on an estimation of the local response, yi(β
(k)). The local least

squares estimations are subsequently updated using relaxation parameters
(ωi)

p
i=1 to further control the convergence properties (see for example [93]),

serving as an additional degree of freedom,

β
(k+1)
i = (1− ωi)β

(k)
i + ωiγ

(k+1)
i , (3.13)

The second step uses the new local solutions to update the local response,

yi(β
(k+1)) = yi(β

(k))−
∑
j ̸=i

ωjXj(γ
(k+1)
j − β

(k)
j ) (3.14)

= yi(β
(k))−

∑
j ̸=i

Xj(β
(k+1)
j − β

(k)
j ) (3.15)

= yi(β
(k))−X(β(k+1) − β(k)) +Xi(β

(k+1)
i − β

(k)
i ). (3.16)

The resulting LSMS routine is summarized in Algorithm 3.1 [26]. To check
for convergence it is recommended to perform a local convergence check
based on the relative iterative error (Equation (2.10)) and halting the it-
erative procedure when all relative iterative errors of each subproblem are
bounded by some provided threshold [26].

We note that by calculating the QR factorization of the local least squares
designs, the only operations required during the iterations are of the matrix-
vector and vector-vector. As a result, the magnitude of local floating-point
operations (FLOPs) performed by the LSMS is given by,

flopsLSMS(i) = 2n2i (m− ni/3) +K(6mni + n2i ), (3.17)
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where ni denotes the local number of variables and K the amount of it-
erations to reach a convergence criterion. The first term corresponds to
the local QR decompositions, while the second term is the operational
costs of the iterations (we omitted the first order terms). When comparing
this to the direct approach through Householder’s QR decomposition, the
LSMS offers up to a quadratic reduction in the local complexity w.r.t. the
number of parameters, assuming load-balanced sub-problems (ni ≈ n/p)
and sufficiently fast convergences (K << ni). From a parallel point of
view, most operations are local, only the update of the local responses in
(3.14) requires the global gathering, summation and redistribution of one

m-dimensional vector, X(β(k+1) − β(k)) =
∑
j ωjXj(γ

(k+1)
j − β

(k)
j ), which

can be performed using an AllReduce operation within the MPI standard.
Hence, the number of communication steps is equal to the amount of iter-
ations.

Renaut further noted that by recursively updating the residual,

r(k+1) = r(k) −
p∑
i=1

ωiXiδ
(k+1)
i . (3.18)

where r(k) := y − Xβ(k) and δi := γ
(k+1)
i − β

(k)
i , the local least squares

minimizations in (3.12) can be replaced by,

δ
(k+1)
i = argmin

δi∈Cni

∥∥∥Xiδi − r(k)
∥∥∥
2
. (3.19)

Hence, all local subproblems now share the same response r(k). The update
for β(k+1) in (3.13) is replaced by,

β
(k+1)
i = β

(k)
i + ωiδ

(k+1)
i , (3.20)

The resulting routine is referred to as the LSMS iterative refinement (LSM-
SIR) and is summarized in Algorithm 3.2 [26]. The LSMS and LSMSIR
are naturally algebraically equivalent. Renaut noted that both methods
exhibit similar numerical stability, with the latter being favored for its
easier implementation in controller-agent parallel systems [26].

By rewriting the equations one obtains the following global update struc-
ture [26],

β(k+1) = C(ω)β(k) + ỹ, (3.21)
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where the ni × nj blocks of C(ω) are given by,

Cij(ω) =

{
(1− ωi)Ini×ni , i = j,

−ωi(XH
i Xi)

−1XH
i Xj , i ̸= j,

(3.22)

and,
ỹi = ωi(X

H
i Xi)

−1XH
i y. (3.23)

If ω1 = · · · = ωp = ω, then (3.21) is the relaxed block-Jacobi scheme
for solving the normal equations. Hence, the convergence properties of
the corresponding LSMS scheme are identical to the relaxed block-Jacobi
method. In particular, the LSMS is convergent if and only if ρ(C(ω)) < 1.
Since the iteration-matrix C(ω) is not explicitly constructed it is gener-
ally impossible to derive any convergence properties in advance, which is a
practical drawback. While it is always possible to force the convergence of
the LSMS method by setting ω = 2/p (see Proposition 2.2.13 and Theorem
2.2.11), it is generally too conservative compared to the optimal relaxation
weight (see Equation (2.27)).

Since the LSMS (with fixed weights) is algebraically equivalent to the
Jacobi-method, it is further applicable as a preconditioner for the con-
jugate gradients method. A possible way to achieve this is to apply the
CGLS to the preconditioned system (see Appendix A),

X̃ := XR−1,

where R = ⊕pk=1Rk. The equivalence with the Jacobi preconditioner for
the CG method applied to the normal equations immediately follows from,

RHR =

p⊕
k=1

XH
k Xk,

which is the block-diagonal of the Gram matrix XHX corresponding to
the partition I. Hence, the LSMS preconditioned CGLS method is highly
parallel and guaranteed to both be convergent and converge faster than
the LSMS solver (see Section 2.2.2.2).

The choice of the weights (ωi)
p
i=1 may have a large impact on the con-

vergence behavior of the resulting LSMS. Finding the optimal weights is
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no trivial task, but it is possible to provide an estimation based on previ-
ous iterations. The procedure Renaut suggested is to let the weights vary
throughout the iterations and let them minimize the residual of the current

iterate, i.e. we set ω(k+1) =
[
ω
(k+1)
1 , . . . , ω

(k+1)
p

]⊤
∈ Cp, such that2,

ω(k+1) := argmin
ω∈Cn

∥∥∥Z(k+1)ω − r(k)
∥∥∥
2
, (3.24)

where
Z(k+1) =

[
X1δ

(k+1)
1 , . . . , Xpδ

(k+1)
p

]
∈ Cm×p.

The resulting routine is referred to as the optimal recombination LSMS
(ORLSMS). It requires the solving of the additional least squares problem
in (3.24), which in a parallel setting incurs a non-parallel overhead and will
have to be solved locally by one processor [26]. If (3.24) is solved directly
using the QR-decomposition, the local FLOPs for the ORLSMS are given
by,

flopsORLSMS(i) =

{
2n2i (m− ni/3) +K(6mni + n2i + 2mp2), i = 1,

2n2i (m− ni/3) +K(6mni + n2i ), i ̸= 1,

(3.25)
where we made the arbitrary choice of the first processor solving the
least squares problem in (3.24). Since we generally do not require double-
precision accuracy of the weights, a few iteration of conjugate gradients
(possibly preconditioned) applied to (3.24) can be sufficient (see for in-
stance [68]). The parallel variable distribution theory by Ferris and Man-
gasarian [94] implies the guaranteed convergence of the ORLSMS (see The-
orem 3.6 in [26]). While the ORLSMS is expected to show better conver-
gence results as illustrated in the case-studies presented in [26] and [93] it
is off-set by its high local operation cost of solving (3.24) each iteration.
Hence, it is generally only applicable when p << n [26]. Finally, we note
that the associated matrix splitting to the ORLSMS is not stationary and
hence it can not be applied as a preconditioner for the CGLS method.

We initially assumed the set I = {I1, . . . , Ip} to be a partition of {1, . . . , n},
but the LSMS is also applicable if I is a cover of {1, . . . , n}, i.e. the sets

2While a restriction of ω in (3.24) to the positive real-valued vectors seems more
intuitive, it is generally not required.
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in I are possibly overlapping. In this case, we define a set of weighing
matrices (Vi)

p
i=1, with Vi ∈ Rni×ni that are diagonal with positive entries

and satisfy
∑
iEi = Ip×p, where Ei(Ii, Ii) = Vi and 0 outside the entries

of (Ii, Ii). Similar to multisplittings for square systems of equations, the
summation condition on (Ei)

p
i=1 is to ensure we have a convex update of

the overlapping portions of β. Since the 0− 1 scheme has proven to be the
most consistent within the multisplitting theory, we once again restrict
ourselves this specific case. For the 0− 1 scheme, minimal changes have to
be made to the LSMS and the LSMSIR algorithm. For the LSMS routine,
the update for the local response becomes,

yi(β
(k+1)) = yi(β

(k))−
∑
j ̸=i

ωjXjVj(γ
(k+1)
j − β

(k)
j ) (3.26)

(3.27)

and for the update of the residual in the LSMSIR routine,

r(k+1) = r(k) −
p∑
i=1

ωiXiViδ
(k+1)
i . (3.28)

Due to the 0− 1 scheme, every element of β has precisely one subproblem
contributing to its final value. Hence, the local portions of β do not have to
be communicated after each iteration and only need to be gathered after
the final iteration. While the formulas for the FLOPs in (3.17) and (3.25)
remain the same, the total values will change since

∑
i ni > n when con-

sidering overlap. Furthermore, the use of overlapping column-blocks does
not guarantee a faster convergence rate, but one often expects a positive
influence due to information of variables being more closely shared within
each iteration. A major disadvantage of including overlap is that the asso-
ciated matrix splitting on the normal equations generally does not satisfy
the HPD requirement for CG preconditioners. Hence, if the overlapping
LSMS is to be used as a preconditioner, it must be applied to more gen-
eral solvers, such as GMRES.

Finally, we mention that the LSMS method was extended to include Tik-
honov regularization [68], which is aimed at dealing with ill-conditioned
regression designs. In this paper, the LSMS subproblems are solved using
the CG method as inner iterations, while recycling the associated Krylov
subspaces for the subsequent outer LSMS iterations [68].
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Algorithm 3.1 Least Squares Multisplitting (LSMS) [26].

Initialize
Householder QR-decomposition: Xi = QiRi
Compute local response: y

(0)
i = y −

∑
j ̸=iXjβ

(0)
j

Iterative Procedure
While not converged:

Apply Householder Reflectors: QHi y
(k)
i

Triangular Solver: Riγ
(k+1)
i = QHi y

(k)
i

Compute: δ
(k+1)
i = ωi

(
γ
(k+1)
i − β

(k+1)
i

)
Relaxation: β

(k+1)
i = β

(k)
i + δ

(k+1)
i

Communicate: Xiδ
(k+1)
i

Parallel Vector Addition: Xδ(k+1) =
∑p
j=1Xjδ

(k+1)
j

Receive: Xδ(k+1)

Update: y
(k+1)
i = y

(k)
i −Xδ(k+1) +Xiδ

(k)
i

k → k + 1
end while

Algorithm 3.2 LSMS Iterative Refinement (LSMSIR) [26]

Initialize
Householder QR-decomposition: Xi = QiRi
Compute residual: r(0) = y −

∑
j Xjβ

(0)
j

Iterative Procedure
While not converged:

Apply Householder Reflectors: QHi r
(k)

Triangular Solver: Riδ
(k+1)
i = QHi r

(k)

Relaxation: β
(k+1)
i = β

(k)
i + ωiδ

(k+1)
i

Communicate: ωiXiδ
(k+1)
i

Parallel Vector Addition: r(k+1) = r(k) −
∑p
j=1 ωjXjδ

(k+1)
j

Receive: r(k+1)

k → k + 1
end while
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Algorithm 3.3 Optimal Recombination LSMS (ORLSMS) [26]

Initialize
Householder QR-decomposition: Xi = QiRi
Compute residual: r(0) = y −

∑
j Xjβ

(0)
j

Iterative Procedure
While not converged:

Apply Householder Reflectors: QHi r
(k)

Triangular Solver: Riδ
(k+1)
i = QHi r

(k)

Communicate: Xiδ
(k+1)
i

if i == 1:
Gather: Z(k+1) =

[
X1δ

(k+1)
1 , . . . , Xpδ

(k+1)
p

]
Solve: ω(k+1) := argminω∈Cn

∥∥Z(k+1)ω − r(k)
∥∥
2

Distribute: ω(k+1)

end if
Relaxation: β

(k+1)
i = β

(k)
i + ω

(k+1)
i δ

(k+1)
i

Parallel Vector Addition: r(k+1) = r(k) −
∑p
j=1 ω

(k+1)
j Xjδ

(k+1)
j

Receive: r(k+1)

k → k + 1
end while

3.2.3 FRF Estimation: ELPM

To illustrate the least squares multisplitting technique’s potential, we con-
sider a highly-scalable least squares problem found within the domain of
signal processing. More specifically, the estimation of the nonparametric
frequency response function (FRF). This application is a major case-study
throughout the thesis. Hence, in this section, we provide a quick introduc-
tion to the problem statement and the current state-of-the-art methods
used for tackling it.

Nonparametric frequency response function (FRF) estimation rapidly pro-
vides insight into the dynamics of the considered system and this, without
prior knowledge about the underlying processes. Therefore, it is useful to
determine the complexity of the parametric modeling step and to validate
the estimated parametric model. The scientific literature has recognized
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the importance of its estimation and has been searching for a balance
between the leakage errors (also referred to as the transient term) and the
variance of the estimators. A generalized technique to estimate the non-
parametric FRF estimation along with its leakage term from time domain
measurements, is known as the local polynomial method (LPM) [95]. A
secondary challenge arises, when the output samples are partially missing,
for example due to a sensor failure [96]. Instead of repeating the meas-
urements, it is possible to accurately estimate the FRF in the presence of
missing output data [97]. An innovative nonparametric technique was re-
cently developed by D. Ugryumova, R. Pintelon and G. Vandersteen [97],
which extends the existing LPM by treating the missing output samples
as global parameters to be estimated alongside the FRF. Instead of re-
measuring the incomplete signal, the extended LPM fills in the gaps with
a least squares estimation, which may scale up immensely based on the
number of samples and the portion that is missing. Hence, it replaces
the time and resources spent on remeasuring, with numerical processing.
Therefore, it is important that the processing step does not outweigh the
measuring resources. Furthermore, its least squares design inhibits an in-
teresting structure to exploit for parallelization and in particular for the
LSMS technique. In this section we will restrict ourselves to linear time-
invariant (LTI) systems.

We quickly recap the LPM method for FRF estimation and its extension
to the case of missing output samples, for more details we refer to the ori-
ginal paper [97]. We consider the unitary Discrete Fourier Transformation
(DFT) of the time domain measurements to the frequency domain,

X(k) =
1√
N

N−1∑
t=0

x(tTs)w
−kt,

where,

N : #samples taken at times {0, Ts, . . . , (N − 1)Ts};
Ts : sampling period;
k : considered frequency index;
j : j2 = −1;
w : w = e2πj/N

The standard LPM assumes the following input-to-output relation in the
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frequency domain3

Y (k) = G0(Ωk)U0(k) + T (Ωk) +NY (k), (3.29)

where,

Y : DFT of the true output;
Ωk : generalized frequency at the kth frequency line, Ωk = w−kfs/N ,

with fs the sampling frequency;
G0 : true FRF of the LTI system;
T : transient term due to the difference between the initial and

final conditions;
U0 : DFT of the true input;
NY : additive noise term (zero mean)

We may apply a local low-order Taylor approximation, since both the FRF
and the transient terms are assumed rational functions of the frequency
[98]:

T (Ωk+r) = T (Ωk) +

R∑
s=1

ts(k)r
s +OR+1

T ,

G0(Ωk+r) = G0(Ωk) +

R∑
s=1

gs(k)r
s +OR+1

G , (3.30)

where OR+1
T and OR+1

G denote the Lagrange closing term for the Taylor
series expansions around Ωk for T and G0, respectively. With this approx-
imation, the vector of parameters to be estimated at each excited frequency
line is defined by the LPM as [97],

Θk = [G0(Ωk) g1(k) . . . gR(k) T (Ωk) t1(k) . . . tR(k)]
T .

The LPM estimates Θk under a least squares minimization by combining
(3.29) and (3.30) for a local frequency band around k. These local fre-
quency bands are usually chosen to be of the same size and symmetrically
around k, with the exception of frequencies close to the borders of the

3This representation in the time-domain (assuming no additive noise term) corres-
ponds to a convolution, which in return represents an ARMA model between the input
and output.
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global frequency band.

In the presence of missing output samples, the extended LPM method
[97] requires a secondary set of parameters to be estimated, which incor-
porates the missing data. We denote the number of missing samples byMy

and the corresponding position vector Ky. The output Y (k) is split into
three components,

Y (k) = Y m(k) +
1√
N

My∑
l=1

y0(Ky(l)Ts)w
−Ky(l)k +NY (k), (3.31)

where Y m is the DFT of the time domain output ym0 , with ym0 (KyTs) = 0.
The missing output samples are gathered in,

Ψ := [y0(Ky(1)Ts) . . . y0(Ky(My)Ts)],

as the secondary set of parameters to be estimated in the LPM. Since these
unknowns are global, we must consider all frequencies at once

(
1, ...,

⌊
N−1
2

⌋)
,

which includes the non-excited ones. This results in the following design
for the set of LPM equations in the presence of missing data:

Y
m
1
...
Y mF

 =


K1 0 · · · 0 W1

0 K2
. . .

... W2

...
. . .

. . . 0
...

0 · · · 0 KF WF



Θ1

...
ΘF
Ψ

+

N
m
Y,1
...

Nm
Y,F

 , (3.32)

where,
Y mk = [Y m(k − n) . . . Y m(k) . . . Y m(k + n)]

⊤
, (3.33)

is a vector containing the DFT of the time-domain outputs (with the miss-
ing values set to 0) within a local frequency band of size nLPM = 2n+1. For
each considered frequency line, the matrices Kk combine the input-output
relation in (3.29) with the Taylor approximations in (3.30):

Kk =



pR(−n)U(k − n) pR(−n)
...

...
pR(0)U(k) pR(0)

...
...

pR(n)U(k + n) pR(n)

 , (3.34)
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where pd(x) = [1 x x2 . . . xd] is a polynomial of degree d. The matrices
Wk are sub-matrices of the additive inverse of the DFT-matrix,

W = − 1√
N

(
wkj

)
k,j=0...N−1

.

The rows of Wk correspond to the local frequency band around k and its
columns correspond to the positions of the missing samples. Finally, Nm

Y,k

is the unobserved output noise vector (with missing samples set to 0) for
the local frequency band around k,

Nm
Y,k = [Nm

Y (k − n) . . . Nm
Y (k) . . . Nm

Y (k + n)]
⊤
. (3.35)

The set of overdetermined equations in (3.33) is solved under the least
squares minimization, but while the parameters in Θk are complex-valued,
the missing samples must be real-valued. Hence, a mixed-valued least
squares problem has to be solved. An elegant ad-hoc solution, which uses
the orthogonal structure present in the complex-valued design, has been
provided by D. Ugryumova, R. Pintelon and G. Vandersteen [97]. It reduces
the original problem to a real-valued least squares problem for the missing
samples followed by a substitution rule to infer Θ̂k and by extension Ĝ0

and T̂ :

Ψ̂ =
√
N argmin

Ψ∈RMy

∥sp1(A)Ψ− sp1(b)∥2 , (3.36)

RkΘ̂k = QHk

(
Y mk −WkΨ̂

)
. (3.37)

The matrices Rk and Qk stem from an economy-sized QR-decomposition
applied to Kk = QkRk. Lastly, the matrices A and b are block-wise trans-
formations of W and Y :

A =

Q
⊥
1 W1

...
Q⊥
FWF

 , b =
Q

⊥
1 Y

m
1

...
Q⊥
FY

m
F

 , (3.38)

with Q⊥
k being the orthogonal complement to Qk. The least squares in

(3.37) are subsequently solved based on the economy-sized QR-decomposition
of sp1(A) [97]. The arithmetic complexity of this method is given by:

O
(
NRn2LPM

)
+O

(
NnLPMM

2
y

)
(3.39)
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The first term corresponds to full-QR decomposition (through block-wise
Householder reflections, e.g. Algorithm 2.3.3 and Lemma 2.3.2 in [8])) and
the solving of the substituted LPM equations in (3.38), while the second
term is for solving the missing data least squares in (3.37). When the
proportion of missing data is assumed to be fixed, the complexity scales
cubically with the total number of samples, which becomes numerically
unfeasible for large sample sizes.

For simulation purposes, we consider two systems. The first system un-
der consideration is given by the Silverbox dataset, which are measured
samples taken from a nonlinear electrical circuit describing the behavior of
a nonlinear mass-spring-damper system [99] (see Figure 3.1). It is excited
by filtered white Gaussian noise of length N = 10400. While it is weakly
nonlinear, the LPM will provide the best linear approximation for the FRF,
even in the presence of missing samples [97]. It has been previously used
as a test-device and benchmark [100][97]. The second system we consider,
is the simulated second-order discrete-time Type I Chebyshev filter with a
3-dB resonance peak and a normalized passband edge frequency of a half.
The input is generated to be white Gaussian noise. The resulting FRFs
(dB) are illustrated in Figure 3.2.

1

𝜑2𝑧
−2 + 𝜑1𝑧

−1 + 𝜑0

𝑘𝑦3

𝑢 𝑦

Figure 3.1. Silverbox mode; spring constant k; lag operator z−1; AR para-
meters associated to the model’s linear component φ0, φ1 and φ2.
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(a) Second order type I Chebyshev filter with N = 1024.
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(b) Silverbox.

Figure 3.2. Magnitude plot of the frequency reponse function. The FRF
and transient contribution are estimated with the LPM (R = 4); no missing
samples.
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3.2.4 LSMS Case-Study: ELPM

We illustrated the use of the LSMS with a high-scaling problem in en-
gineering: the FRF estimation in the presence of missing output samples.
These results were published in the IEEE: Transactions on Instrumenta-
tion and Measurements. The main focus of the article was the partition
design for the LSMS technique, which we cover in Section 4. Here, we limit
ourselves to a natural partition of the variable space and extend our results
in [100] by comparing the LSMS (with increasing overlap), the ORLSMS
(with increasing overlap) and the Conjugate Gradients with LSMS precon-
ditioning.

We first consider the baseline case for the Silverbox dataset, which as-
sumes 20% missing samples, LPM order of 4 (R = 4) and 16 subproblems
(p = 16). We simulate two types of missing data patterns. The first pat-
tern mimics multiple short-timed sensor-failures, in which output samples
are missing at random, uniformly spread (excluding the boundaries4). The
second pattern removes a consecutive block of output samples, which may
occur when the measurement equipment fails for an extended period of
time. The random numbers required in the simulations were provided by
the Mersenne Twister pseudo-RNG [101]. We applied the standard LSMS
algorithm (0% and 30% overlap), the ORLSMS (0% and 30% overlap) and
the CGLS algorithm preconditioned with the LSMS. The convergence res-
ults are given in Figure 3.3a for uniformly missing samples and in Figure
3.3b with a block of samples missing in the middle. We note that all it-
erative methods convergence reasonable fast, with the CG method with
Jacobi preconditioning performing the best. Furthermore, including over-
lap for the LSMS and the ORLSMS provides minimal advantage w.r.t. the
convergence speed of the respective schemes. Finally, the overall conver-
gence speed is better for uniformly missing samples.

4The contribution of boundary samples is indistinguishable from the transient term.
Hence, the absence of boundary samples is equivalent with a shorter effective datarecord.
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(a) Uniformly distributed pattern of missing output samples.
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(b) Middle block pattern of missing output samples.

Figure 3.3. Iterative solvers applied to the Silverbox dataset for FRF
estimation based on the ELPM: 20% missing samples, LPM 4th order, 16
subproblems. The relative normed error between the direct solution and
the iterative solutions of the missing samples in function of the iteration
count.
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In order to illustrate that these results extend to more general LPM setups,
we let each of the following parameters vary: missing sample percentage,
order (R) and number of the subproblems (p). An overview of the values
are given in Table 3.1. Starting from the baseline case, each of these metrics
is altered individually. For each case and for each method, we measure the
execution time, the arithmetic complexity (flops), the number of iterations
to reach the threshold on the iterative error (see (2.10)) and the parallel
arithmetic efficiency. The execution times are obtained by running our own
MATLAB scripts based on the available MATLAB subroutines (such as
QR decomposition and matrix-vector multiplication, which all rely on the
Intel MKL LAPACK libraries). All of our simulations were done serially
on a unit with 64GB of RAM and a Quad-Core Intel i7-6700 processor
running at 3.40 GHz. Therefore, these results should not be viewed as an
attempt to directly compete with high-end parallel linear-algebra routines
and rather as an indication of what is possible to be achieved using the
MATLAB overhead. The execution times and the arithmetic complexity
are compared to the ones obtained from running the standard QR-method
for solving least squares problems (using the built-in MATLAB routines)5.
In order to limit some of the randomness within our simulations, we re-
peated the experiments ten times and averaged the results.

Order (R) 2 4 6 8 10
Missing Samples % 1 5 10 20 30 35
#Subproblems (p) 2 4 8 16 24 32

Table 3.1. Varying parameters used in the case-study on FRF estimation
with missing output samples.

Figures 3.4, 3.5 and 3.6 show the results for pattern of uniformly missing
samples, where we vary the order of the LPM, the number of subproblems
and the missing data percentage, respectively. We begin with some general
impressions. Overall, the improvement of arithmetic complexity is too op-
timistic compared to the actual improvements in the execution time. The
reasoning for this is compounded. Firstly, the MATLAB routines we used
for the LSMS and its derivatives are written within the MATLAB over-
head, while the direct approach immediately calls a precompiled LAPACK
script that is optimized for cache-usage and multithreading [102]. Second

5All of these implementation are freely available upon request to the author.
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and more importantly, the QR decomposition itself uses less memory traffic
per operation than the matrix-vector products required for each iteration of
the LSMS techniques. Since operations performed on elements within the
cache are magnitudes faster than pulling data to the cache, the execution-
times are skewed with a factor that takes into account the cache-size. The
parallel potential, however, remains true, since the communication cost is
limited to a handful of iterations. In all cases, the CG method with LSMS
preconditioning performs better than both the LSMS and the ORLSMS.
The former was to be expected, since the LSMS is algebraically equivalent
to the Jacobi relaxation, which has a slower convergence rate than the CG
method with Jacobi preconditioning, while having the same order of op-
erational cost per iteration. The latter comparison shows that even with
the weight optimization in (3.24), the ORLSMS can not compete with the
LSMS preconditioned CG. Finally, while the ORLSMS converges gener-
ally slightly faster than the LSMS, its advantage is offset by a decrease in
parallel efficiency. Next, we shortly discuss the individual cases.
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Figure 3.4. Iterative solvers applied to the Silverbox dataset for FRF
estimation under uniformly missing output samples based on the ELPM
with varying LPM order (R). Legend: LSMS (no-overlap); ORLSMS
(no-overlap); CG with LSMS preconditioning. The execution time and
arithmetic complexity ratios are calculated with the corresponding metrics
of the direct QR-solver in the numerator.

Figure 3.4: When the order (R) increases, the execution times and the
arithmetic complexities of the iterative methods all increase, which is due
to the increasing number of required iterations to reach the convergence
threshold. The parallel arithmetic efficiency is relatively stable, with the
ORLSMS being the lowest due to its local QR-decomposition during each
iteration.
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Figure 3.5. Iterative solvers applied to the Silverbox dataset for FRF
estimation under uniformly missing output samples based on the ELPM
with varying number of LSMS blocks (p). Legend: LSMS (no-overlap);
ORLSMS (no-overlap); CG with LSMS preconditioning. The execution
time and arithmetic complexity ratios are calculated with the correspond-
ing metrics of the direct QR-solver in the numerator.

Figure 3.5: Increasing the number of subproblems (p) has little impact
on the convergence speed and hence the arithmetic complexity improves
drastically. While the execution times initially follow this trend, they stag-
nate for the higher number of blocks. This discrepancy between the two
metrics is due to the memory traffic costs of the matrix-vector products
outweighing the benefit of smaller local QR-decompositions. Hence, there
is no benefit in further increasing the number of subproblems beyond the
point of stagnation. Not surprisingly, the parallel arithmetic efficiency for
the ORLSMS decreases drastically, since the size of the QR-decomposition
(required for determining the updated weights) increases with p and has
to be performed non-parallel during every iteration.
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Figure 3.6. Iterative solvers applied to the Silverbox dataset for FRF es-
timation under uniformly missing output samples based on the ELPM with
varying % missing samples. Legend: LSMS (no-overlap); ORLSMS
(no-overlap); CG with LSMS preconditioning. The execution time and
arithmetic complexity ratios are calculated with the corresponding metrics
of the direct QR-solver in the numerator.

Figure 3.6: Increasing the percentage of missing samples causes the number
of iterations to increase notably. This increase, however, has no negative
impact on the arithmetic complexity. This is due to the complexity of the
QR-decomposition dominating the flops in (3.17) for higher portions of
missing samples. This further explains the stagnation of the arithmetic
complexity ratio, as it is theoretically bounded by p = 16. Finally, the
parallel arithmetic efficiency for the ORLSMS starts off extremely poorly,
but ends close to 1. This is due to the least squares problem in (3.24)
being fixed in size and hence is relatively decreasing in size w.r.t. the
global problem as the missing samples increase.
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Order (R)
2 4 6 8 10

LSMS (0% Overlap) 2.11 1.89 1.81 1.72 1.59
LSMS (10% Overlap) 1.66 1.5 1.4 1.33 1.13
LSMS (20% Overlap) 1.67 1.5 1.39 1.29 1.06
LSMS (30% Overlap) 1.49 1.34 1.23 1.11 0.885
ORLSMS (0% Overlap) 2.06 1.82 1.64 1.45 1.51
ORLSMS (10% Overlap) 1.62 1.49 1.37 1.22 1.06
ORLSMS (20% Overlap) 1.63 1.49 1.32 1.17 1.01
ORLSMS (30% Overlap) 1.46 1.34 1.19 1.09 0.9
CG-LSMS 2.4 2.29 2.19 2.23 2.04

(a) Execution time ratio: comparing the run times of each iterative method (de-
nominator) with the direct QR-method (numerator).

Order (R)
2 4 6 8 10

LSMS (0% Overlap) 11.1 10.1 9.7 9.19 8.61
LSMS (10% Overlap) 9.44 8.66 8.1 7.61 6.44
LSMS (20% Overlap) 8.12 7.49 7.03 6.55 5.44
LSMS (30% Overlap) 7.07 6.54 6.1 5.53 4.5
ORLSMS (0% Overlap) 11.1 10.3 9.28 8.25 8.68
ORLSMS (10% Overlap) 9.48 8.92 8.2 7.31 6.39
ORLSMS (20% Overlap) 8.17 7.71 6.95 6.25 5.51
ORLSMS (30% Overlap) 7.11 6.74 6.1 5.63 4.8
CG-LSMS 13.5 13.1 12.7 12.8 12.2

(b) Arithmetic complexity ratio: comparing the FLOPs of each iterative method
(denominator) with the FLOPs required by the direct QR-method (numerator).

Order (R)
2 4 6 8 10

LSMS (0% Overlap) 19 25 28 32 37
LSMS (10% Overlap) 19 25 30 35 50
LSMS (20% Overlap) 19 25 30 36 54
LSMS (30% Overlap) 19 25 31 40 62
ORLSMS (0% Overlap) 18 23 30 39 35
ORLSMS (10% Overlap) 18 22 28 37 49
ORLSMS (20% Overlap) 18 22 30 39 51
ORLSMS (30% Overlap) 18 22 30 37 53
CG-LSMS 12 14 17 16 20

(c) Iterations to reach relative iterative error of 10−6.

Table 3.2. Iterative solvers applied to the Silverbox dataset for FRF es-
timation under missing output samples (middle block) based on the ELPM
with varying order (R).
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#Subproblems (p)
2 4 8 16 24 32

LSMS (0% Overlap) 1.14 1.4 1.54 1.96 2.08 2.18
LSMS (10% Overlap) 0.939 1.18 1.28 1.5 1.73 1.97
LSMS (20% Overlap) 0.861 0.963 1.18 1.52 1.65 1.88
LSMS (30% Overlap) 0.778 0.979 0.961 1.35 1.41 1.68
ORLSMS (0% Overlap) 1.15 1.41 1.57 1.85 1.88 1.81
ORLSMS (10% Overlap) 0.934 1.21 1.3 1.5 1.67 1.69
ORLSMS (20% Overlap) 0.857 0.989 1.15 1.55 1.55 1.58
ORLSMS (30% Overlap) 0.783 1 1.03 1.34 1.34 1.45
CG-LSMS 1.19 1.52 1.74 2.3 2.63 2.8

(a) Execution time ratio: comparing the run times of each iterative method (de-
nominator) with the direct QR-method (numerator).

#Subproblems (p)
2 4 8 16 24 32

LSMS (0% Overlap) 1.91 3.58 6.31 10.1 12.6 14.5
LSMS (10% Overlap) 1.59 2.99 5.32 8.66 10.8 12.5
LSMS (20% Overlap) 1.34 2.53 4.54 7.49 9.57 11.3
LSMS (30% Overlap) 1.15 2.18 3.92 6.54 8.51 9.74
ORLSMS (0% Overlap) 1.91 3.6 6.48 10.3 12.6 13.6
ORLSMS (10% Overlap) 1.59 3.02 5.45 8.92 11 12.1
ORLSMS (20% Overlap) 1.34 2.56 4.68 7.71 9.61 10.6
ORLSMS (30% Overlap) 1.15 2.21 4.07 6.74 8.71 9.37
CG-LSMS 1.96 3.82 7.26 13.1 17.8 21.8

(b) Arithmetic complexity ratio: comparing the FLOPs of each iterative method
(denominator) with the FLOPs required by the direct QR-method (numerator).

#Subproblems (p)
2 4 8 16 24 32

LSMS (0% Overlap) 16 20 23 25 26 26
LSMS (10% Overlap) 15 20 23 25 26 26
LSMS (20% Overlap) 14 20 23 25 25 25
LSMS (30% Overlap) 13 19 23 25 25 26
ORLSMS (0% Overlap) 16 19 20 23 24 25
ORLSMS (10% Overlap) 15 18 20 22 23 24
ORLSMS (20% Overlap) 14 17 19 22 23 25
ORLSMS (30% Overlap) 13 16 18 22 22 25
CG-LSMS 11 12 13 14 15 15

(c) Iterations to reach relative iterative error of 10−6.

Table 3.3. LSMS solvers applied to the Silverbox dataset for FRF estima-
tion under missing output samples (middle block) based on the ELPM with
varying number of subproblems (p).
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Missing Data %
1 5 10 20 30 35

LSMS (0% Overlap) 1.63 1.48 1.93 1.86 2.07 2.5
LSMS (10% Overlap) 1.33 1.54 1.74 1.49 1.45 2.11
LSMS (20% Overlap) 1.13 1.42 1.63 1.47 1.28 1.8
LSMS (30% Overlap) 1.13 1.11 1.47 1.32 1.28 1.54
ORLSMS (0% Overlap) 0.835 1.28 1.74 1.82 2.15 2.4
ORLSMS (10% Overlap) 0.755 1.36 1.63 1.48 1.42 2.33
ORLSMS (20% Overlap) 0.684 1.27 1.54 1.48 1.34 1.99
ORLSMS (30% Overlap) 0.687 1.01 1.4 1.33 1.48 1.61
CG-LSMS 2.36 1.71 2.19 2.25 2.35 2.54

(a) Execution time ratio: comparing the run times of each iterative method (de-
nominator) with the direct QR-method (numerator).

Missing Data %
1 5 10 20 30 35

LSMS (0% Overlap) 3.76 7.58 9.19 10.1 11 11.4
LSMS (10% Overlap) 3.15 6.38 7.81 8.66 9.35 9.77
LSMS (20% Overlap) 2.68 5.66 6.87 7.49 8.16 8.38
LSMS (30% Overlap) 2.68 5.06 5.97 6.54 7.07 7.32
ORLSMS (0% Overlap) 2.32 7.33 8.88 10.3 11.6 11.9
ORLSMS (10% Overlap) 2.07 6.23 7.79 8.92 9.77 10.2
ORLSMS (20% Overlap) 1.86 5.56 6.87 7.71 8.52 8.78
ORLSMS (30% Overlap) 1.86 4.99 5.98 6.74 7.36 7.66
CG-LSMS 5.58 10.7 11.9 13.1 14 14.1

(b) Arithmetic complexity ratio: comparing the FLOPs of each iterative method
(denominator) with the FLOPs required by the direct QR-method (numerator).

Missing Data %
1 5 10 20 30 35

LSMS (0% Overlap) 7 12 16 25 29 30
LSMS (10% Overlap) 7 12 16 25 29 29
LSMS (20% Overlap) 7 12 16 25 28 29
LSMS (30% Overlap) 7 12 16 25 28 28
ORLSMS (0% Overlap) 7 11 16 23 24 25
ORLSMS (10% Overlap) 7 11 15 22 24 24
ORLSMS (20% Overlap) 7 11 15 22 23 23
ORLSMS (30% Overlap) 7 11 15 22 23 22
CG-LSMS 6 8 11 14 14 15

(c) Iterations to reach relative iterative error of 10−6.

Table 3.4. Iterative solvers applied to the Silverbox dataset for FRF es-
timation under missing output samples (middle block) based on the ELPM
with varying % missing samples.
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Next, Tables 3.2–3.4 show the results a block of samples missing in the
middle of the record. In this case, we also consider the LSMS and ORLSMS
with increasing overlap. The general results for the uniformly missing
sample pattern are carried over to the block missing pattern, with the
latter generally requiring more iterations to reach the same level of con-
vergence. This indicates the convergence speed of the LSMS techniques
depends on the pattern of missing samples. Next, we focus on the intro-
duction of overlap. Firstly, Tables 3.4c and Table 3.3c show that intro-
ducing overlap generally has a positive effect on the convergence speed.
More surprisingly, is that for higher orders (R) of the LPM, the iteration
speed decreases with more overlap (see Table 3.2c), which illustrates an
earlier remark that overlap does not guarantee a faster convergence scheme.
Secondly, while overlap sometimes has a positive effect on the convergence
speed, the total cost of the scheme does not share this property. Both the
execution time and arithmetic complexity ratios decrease with increasing
overlap (see (a) and (b) of Tables 3.2 - 3.4). Hence, both the optimal recom-
bindation of the LSMS and the overlappping variants of the (OR)LSMS
provide no significant advantage over the non-overlapping versions for the
ELPM.

We conclude that the LSMS (applied as a preconditioner for CG) is an
adequate solver for the extended local polynomial method applied to the
estimation of the frequency response function with missing output samples.
It provides flexibility in the size of each subproblem, which can be tuned
to the specific requirements of the parallel implementation.

3.3 Mixed-Valued Least Squares: 2-cyclic Splitting

While most applications deal with either real-valued parameters or complex-
valued parameters, some require the estimation of both real-valued and
complex-valued parameters in one global model. A prominent example is
the estimation of the frequency response function (FRF) in the presence of
missing output data [97]. When mixed-valued problems occur within the
literature, they are solved using ad-hoc methods, while a general frame-
work remains undocumented. The only approach has been the substitu-
tion method presented in [103]. Our goal is to formalize mixed-valued least
squares equations and extend upon the available numerical methods for ef-
ficiently solving them. We introduce an iterative method for solving the
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mixed-valued least squares equations, which splits the complex-valued and
real-valued least squares designs. The least squares problems associated to
the complex-valued and the real-valued parameters are solved separately
and feed their local solutions to each other throughout the iterations. We
show that the resulting method is algebraically equivalent to applying a
2-cyclic matrix splitting to the mixed-valued normal equations.

In order to validate our method, we return to the extended local polyno-
mial method, which is used to estimate the FRF in the presence of missing
output data (see Section 3.2.3). Since the LPM parameters are complex-
valued and the missing samples are real-valued, the resulting least squares
design for the ELPM is mixed-valued. The numerical method employed
in [97] to solve the ELPM is a direct method, which substitutes the LPM
equations into the missing samples equations through projection, making
clever use of the orthogonal structure of the LPM least squares design
matrix. However, the processing time required for a fixed proportion of
missing samples scales cubically with the sample size. In comparison, the
classic LPM method with no missing samples only scales linearly with the
sample size [98]. The ELPM method was therefore not applicable to large
size samples with moderate to large number of missing samples due to pro-
cessing constraints. In an attempt to address this issue, a parallel approach
was taken in [100], in which the direct solver is replaced by a highly par-
allel iterative solver (see Section 3.2.4). While this allowed larger samples
to be processed, it did not fully solve the inherent scaling problem. Here,
we show that by applying a 2-cyclic matrix splitting to the mixed-valued
least squares problem, we may fully employ the structure of the mixed-
valued least squares design: the orthogonality of the LPM subproblems
and the DFT-like structure of the missing value subproblem. The result-
ing algorithm’s complexity is proportional to the complexity of the classic
LPM method with no missing data.

In Section 3.3.1, we formally present the mixed-valued least squares (MVLS)
problem and show that it is well-defined and has a unique solution. In Sec-
tion 3.3.2, we introduce and discuss a 2-cyclic matrix splitting iteration for
solving the mixed-valued problem. In Section 3.3.3, we apply our splitting
method to the FRF estimation with missing data in [97].
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3.3.1 MVLS Framework

Let us consider a complex-valued output y ∈ Cm and two complex-valued
input rectangular matrices, X1 and X2 (which we refer to as the design
matrices), with dimensions m×n1 and m×n2, respectively (m > n1+n2).
We further assume that the rectangular design matrix X =

[
X1 X2

]
has full rank over C. The least squares problem we consider is partially
constrained to the real-axis, i.e.

argmin
β1∈Cn1

β2∈Rn2

∥∥∥∥[X1 X2

] [β1
β2

]
− y

∥∥∥∥
2

(3.40)

where we applied the Euclidian norm, i.e. ∥v∥22 = vHv. The Hilbert space
we are working in is (Cm, ⟨·, ·⟩2). The domain we are projecting y ∈ Cm
upon, is given by,

D = {X1β1 +X2β2 : β1 ∈ Cn1 , β2 ∈ Rn2}

This domain is closed, hence complete and has no interior points in Cm.
Since D is no C-vector-space, we are unable to straightforwardly use the
Hilbert Projection Theorem. We denote the functional sp1, which concat-
enates the real and imaginary part of a complex-valued matrix, i.e.

sp1(X) =

[
ℜ(X)
ℑ(X)

]
=

1

2

[
X + X̄
iX̄ − iX

]
, (3.41)

where z̄ denotes the conjugate of a complex number. Furthermore, we
denote the functional sp2, which embeds a complex-valued matrix into a
real-valued matrix in the following way:

sp2(X) =

[
ℜ(X) −ℑ(X)
ℑ(X) ℜ(X)

]
(3.42)

In the following theorem, we show that (3.41) has a unique and well-defined
solution.
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Theorem 3.3.1. If the design matrix X has full column rank, then the
mixed-valued least squares minimization in (3.41) provides a unique solu-
tion, i.e. we may properly write:[

β̂1
β̂2

]
= argmin

β1∈Cn1

β2∈Rn2

∥∥∥∥[X1 X2

] [β1
β2

]
− y

∥∥∥∥
2

(3.43)

ŷ = argmin
a∈D

∥a− y∥2 = X1β̂1 +X2β̂2, (3.44)

Proof. Through basic matrix manipulation and the use of the property:

∀v ∈ Cm : ∥v∥2 = ∥sp1(v)∥2 ,

we deduce the following equality:∥∥∥∥[X1 X2

] [β1
β2

]
− y

∥∥∥∥
2

=

∥∥∥∥[sp2(X1) sp1(X2)
] [sp1(β1)

β2

]
− sp1(y)

∥∥∥∥
2

.

(3.45)
Hence, the mixed-valued least squares in (3.41) can be embedded into a
real-value least squares problem of size m× (2n1 + n2):

argmin
β1∈Cn1

β2∈Rn2

∥∥∥∥[X1 X2

] [β1
β2

]
− y

∥∥∥∥
2

= argmin
β1,1∈Rn1

β1,2∈Rn1

β2∈Rn2

∥∥∥∥[X1 X2

] [β1,1 + iβ1,2
β2

]
− y

∥∥∥∥
2

= argmin
β1,1∈Rn1

β1,2∈Rn1

β2∈Rn2

∥∥∥∥∥∥
[
ℜ(X1) −ℑ(X1) ℜ(X2)
ℑ(X1) ℜ(X1) ℑ(X2)

]β1,1β1,2
β2

−
[
ℜ(y)
ℑ(y)

]∥∥∥∥∥∥
2

. (3.46)

Since X has full rank over C, the design
[
sp2(X1) sp1(X2)

]
has full rank

over R, which implies the real-valued least squares in (3.47) has a unique
solution. Hence, the mixed-valued least squares solution is given by the
following equations:

[
sp2(X1) sp1(X2)

]⊤ [
sp2(X1) sp1(X2)

] [sp1(β1)
β2

]
=
[
sp2(X1) sp1(X2)

]⊤
sp1(y) (3.47)
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which we refer to as the mixed-valued normal equations. This consequently
proves the existence and uniqueness of mixed-valued least squares solution
for (3.44). The assumption of full rank immediately provides the unique
decomposition in (3.45).

While the embedding in (3.47) shows that the solution is unique, the actual
representation of the design matrix is not unique. Different representations
of complex-valued linear problems into real-valued designs exist and are
also applicable to the mixed-valued problem. A discussion on this topic for
complex-valued linear problems can be found in [104].

3.3.2 Numerical methods for MVLS

In order to solve (3.41) one could rely on classic real-valued least squares
solvers applied to the embedded design in (3.47). Prominent examples for
direct methods are based on the QR-decomposition [31]. Iterative meth-
ods, on the other hand, are often faster than direct solutions, but only
provide a numerical estimate of the solution. It is a valuable choice if the
numerical error is bounded by the statistical or measurement error. For the
ordinary least squares problem, the most commonly applied methods are
based on Krylov-subspaces, such as the conjugate gradient for the normal
equations (CGLS [30]). The conjugate gradients can be improved with a
suitable preconditioner, which is often based on matrix splittings [30]. The
results in [104], however, illustrate that the chosen embedded design can
have a great impact on the efficiency of implementations as well as on the
convergence of iterative procedures used to solve complex-valued matrix
equations. Furthermore, since the designs X1 and X2 will often describe
separate physical processes, the matrix structures will differ. Hence, by ap-
plying a generic technique to the embedding in (3.41), one possibly loses
the structure of the original mixed-valued least squares design. Therefore,
we introduce a technique based on a least squares splitting in order to solve
X1 and X2 separately, which allows one to exploit the structure in both
designs by applying design-specific solvers. Through the use of substitu-
tion, we may split the complex-valued least squares from the real-valued
least squares problem and obtain the following fixed-point equalities:
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β̂1 = argmin

β1∈Cn1

∥∥∥X1β1 − (y −X2β̂2)
∥∥∥
2

β̂2 = argmin
β2∈Rn2

∥∥∥sp1(X2)β2 − sp1(y −X1β̂1)
∥∥∥
2

(3.48)

where β̂1 and β̂2 are the unique solutions to (3.44). We may now adopt a
typical fixed-point iteration scheme to solve (3.49), which is similar to the
one applied in the LSMS [26]:

β
(k)
1 = argmin

β1∈Cn1

∥∥∥X1β1 −
(
y −X2β

(k−1)
2

)∥∥∥
2

= X+
1 (y −X2β

(k−1)
2 ),

β
(k)
2 = argmin

β2∈Rn2

∥∥∥X2β2 −
(
y −X1β

(k−1)
1

)∥∥∥
2

= sp1(X2)
+sp1(y −X1β

(k−1)
1 ),

(3.49)

where X+ = (XHX)−1XH denotes the Moore-Penrose pseudo-inverse.
When solving the equations in (3.50), it is strongly advised to avoid form-
ing the normal equations or the Moore-Penrose pseude-inverse. These gen-
erally only serve as theoretical instruments. A generic way to solve them
efficiently, is to make use of the economy-sized QR-decompositions X1 =
Q1R1 and sp1(X2) = Q2R2. In this case, the local least squares estimation
are updated by solving,

R1β
(k)
1 = QH1

(
y −X2β

(k−1)
2

)
,

R2β
(k)
2 = QT2 sp1

(
y −X1β

(k−1)
1

)
,

(3.50)

In practice, however, one should consider solvers that make use of the
local structures present in X1 and X2. The equations in (3.51) resemble
the 2-cyclic matrix method (see Section 2.2.3). Based on the theory on 2-
cyclic matrix splittings for HPD matrices, the following proposition shows
that the fixed-point iteration in (3.50) converges to the mixed-valued least
squares solutions in (3.44).
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Proposition 3.3.2. The iteration scheme presented in (3.50) is equivalent
to applying the 2-cyclic Jacobi iteration to the mixed normal equations in
(3.48). Furthermore, the scheme will converge to the mixed least squares
solutions in (3.44).

Proof. Let us denote,
Amv =

[
sp2(X1) sp1(X2)

]⊤ [
sp2(X1) sp1(X2)

]
,

Dmv = sp2(X1)
⊤sp2(X1)⊕ sp1(X2)

⊤sp1(X2)

(3.51)

Then by definition, the pair (Amv, Dmv) is 2-cyclic (see (2.48) and (2.49)).
We apply the block-Jacobi method to the mixed normal equations (3.48)
with the partitioning induced by (3.52). This results in the following iter-
ative scheme:

sp2(X1)
⊤sp2(X1)sp1

(
β
(k)
1

)
= sp2(X1)

⊤
(
sp1(y)− sp1(X2)β

(k−1)
2

)
sp1(X2)

⊤sp1(X2)β
(k)
2 = sp1(X2)

⊤
(
sp1(y)− sp2(X1)β

(k−1)
1

)
These equations are equivalent to,

sp2(X1)
⊤sp2(X1)sp1

(
β
(k)
1

)
= sp1

(
XH

1

(
y −X2β

(k−1)
2

))
sp1(X2)

⊤sp1(X2)β
(k)
2 = sp1(X2)

⊤sp1

(
y −X1β

(k−1)
1

) ,

which in return are equivalent to,
β
(k)
1 = X+

1 (y −X2β
(k−1)
2 )

β
(k)
2 = sp1(X2)

+sp1(y −X1β
(k−1)
1 )

. (3.52)

The equations in (3.53) coincide with (3.50). Since the block-Jacobi is
applied to a 2-cyclic matrix splitting, it is always convergent as mentioned
in Proposition 2.2.16.

As with all matrix-splitting iterations, the convergence factor is given by
the spectral radius of the iteration matrix, ρJ = ρ(CJ), i.e. the maximal
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absolute eigenvalue of CJ = In−D−1
mvAmv. In (3.49), the local least squares

problems are solved concurrently. An alternative approach is to alternate
between the subproblems.

β
(k)
1 = argmin

β1∈Cn1

∥∥∥X1β1 −
(
y −X2β

(k−1)
2

)∥∥∥
2

β
(k)
2 = argmin

β2∈Rn2

∥∥∥X2β2 −
(
y −X1β

(k)
1

)∥∥∥
2

(3.53)

Similar to Proposition 3.3.2, the iterative scheme in (3.54) is equivalent to
applying a 2-cyclic Gauss-Seidel iteration to the normal equations in (3.48).
As discusses in Chapter 2, techniques such as the Jacobi and Gauss-Seidel
iterations may be further improved through a linear combination of two
successive iterations, based on a weight ω ∈ R+. This results in a relaxed-
scheme. For the Gauss-Seidel method, this is referred to as the Successive
Over-Relaxation (SOR) technique. Finding the optimal weight is generally
a difficult task. For 2-cyclic matrix splittings, however, there exist explicit
expressions, which we covered in Section 2.2.3 (see Theorem 2.2.21)).

We abbreviate the (implicit) application of the 2-cyclic Jacobi, Gauss-
Seidel, SOR and adaptive-SOR iterative schemes to the mixed-valued least
squares, by MVLS-J, MVLS-GS, MVLS-SOR and MVLS-aSOR, respect-
ively. In the following section, we illustrate the mixed-valued least squares
splitting technique’s potential in the field of engineering and return to the
highly-scalable least squares problem in the nonparametric estimation of
the frequency response function (FRF).

3.3.3 ELPM: An Optimized Solver

When we tackled the extended local polynomial method in Section 3.2.4,
we started from the least squares design in (3.37). Here, the complex-valued
parameters associated to the LPM are already substituted out and we are
left with a classic real-valued regression problem. By doing so, however,
we neglect the DFT-structure within the matrix [W1; . . . ;WF ]. Hence, we
propose the consider the ELPM in its original mixed-valued form. Through
the 2-cyclic Gauss-Seidel matrix splitting from Section 3.3.2 we separate
the regression design into a column-block associated to the complex-valued
LPM parameters and a column-block associated to the real-valued missing
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output values. We denote the designs,

X1 :=

F⊕
k=1

Kk, X2 := [WH
1 , . . . ,W

H
F ]H , Y m := [Y m,H1 , . . . , Y m,HF ]H

Then, the iterative procedure at iteration l is given by:

Θ(l) = argmin
Θ∈C(2R+2)F

∥∥∥X1Θ−
(
Y m −X2ψ

(l−1)
)∥∥∥

2
(3.54)

ψ(l) = argmin
ψ∈RMy

∥∥∥X2ψ −
(
Y m −X1Θ

(l)
)∥∥∥

2
(3.55)

The equations (3.55) and (3.56) have an interesting interpretation. Given
an estimate for the missing values, the equation (3.55) is the original LPM
problem statement. The equation (3.56) then provides the best estima-
tion of the missing values under the least squares criterion within the
LPM model provided the previous estimation of the LPM parameters from
equation (3.55). Given the results in Section 3.3.2, we know this process
converges to the original solutions in (3.37) and (3.38). This alternating
process resembles the methodology of the expectation-maximization al-
gorithm which is used to find the maximum likehood estimator (MLE) in
the presence of latent (or missing) variables [105].

Due to the orthogonality in X1, the least squares estimation for the LPM
parameters in Θ can be reduced to a set of small-sized least squares prob-
lems:

∀k ∈ {1, . . . , F} : Θ
(l)
k = argmin

Θk∈C2(R+1)

∥∥∥KkΘk −
(
Y mk −Wkψ

(l−1)
)∥∥∥

2
,

which can be efficiently solved using the economy-sized QR-decompositions
Kk = QkRk. Take note, that in contrast to the substitution method in [97],
we do not require the orthogonal complement to Qk, which saves a sizable
amount of memory and computational time.

The design X2 has two major structures to exploit. First off, the pres-
ence of repeated rows in the design X2, allows the local problem associ-
ated to the missing value parameters in (3.56) to be drastically reduced
in size. These repeated rows are due to the overlapping frequency bands.
Let us denote the matrix W (sub) to be a sub-matrix of the DFT-matrix
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W , in which it shares the rows {2, 3, . . . , F + 1} and the columns asso-
ciated to the position (Ky) of the missing data. In MATLAB notation:
W (sub) := W (2 : F + 1,Ky). In general, every row of W (sub) appears ap-
proximately nLPM times within the design X2. We denote the number of
times the kth row of W (sub) appears in X2 by zk. The difference in fre-
quency of appearance depends on how the local frequency bands for the
LPM method are defined at the frequency border. A common way to define
the local frequency bands is the following [98]:

fk =


{1, . . . , 2nn+ 1}, 1 ≤ k ≤ nLPM,

{k − nn, . . . , k + nn}, nLPM < k ≤ F − nLPM,

{F − 2nn, . . . , F}, F − nLPM < k ≤ F,

in which case the frequency of each row repetition is given by:

zk =


nn+ k, 1 ≤ k ≤ nLPM,

nLPM, nLPM < k ≤ F − nLPM,

nn+ F − k + 1, F − nLPM < k ≤ F,

(3.56)

We gather these within the diagonal matrix: Z := ⊕Fk=1zk. Then, for any
y ∈ CFnLPM , the following equality naturally holds:

argmin
ψ∈RMy

∥X2ψ − y∥2 = argmin
ψ∈RMy

∥∥∥Z 1
2W (sub)ψ − Z−1/2y(sub)

∥∥∥
2
, (3.57)

= argmin
ψ∈RMy

∥∥∥sp1 (Z 1
2W (sub)

)
ψ − sp1

(
Z−1/2y(sub)

)∥∥∥
2
,

(3.58)

where,

∀k ∈ {1, . . . , F} : y(sub)(k) :=
∑
l∈pk

y(l), (3.59)

and pk ∈ NnLPM denotes the positions of the kth row of W (sub) as repeated
rows within X2. We note, that the equality in (3.58) effectively reduces the
missing data local least squares problem in (3.56) from size FnLPM ×My

to size F ×My.

The second structural property we can use, is the fact W (sub) is a submat-
rix of W . Matrix-vector multiplications with W and WH are efficiently
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performed through the use of the FFT algorithm and IFFT algorithm,
respectively [106]. Hence, by adding zero values at the appropriate po-
sitions, the FFT and IFFT can also be used to perform matrix-vector
multiplications with sp1

(
Z1/2W (sub)

)
and its transposed, respectively. In-

stead of using a direct method, such as the QR-decomposition, to solve
(3.59), we suggest to use an iterative method (as inner iteration) that only
requires matrix-vector multiplications, such as Krylov-subspace methods.
A valid choice for the inner iteration is the Conjugate Gradients (CG)
method (for least squares). Instead of the standard CG for the normal equa-
tions algorithm (CGLS), we applied the numerically more stable LSQR
algorithm, which relies on the Golub-Kahan bidiagonalization process, but
returns algebraically equivalent results [31]. The arithmetic complexity of
the LSQR algorithm is generally dominated by the matrix-vector multi-
plications (second-order). In this case, however, the matrix-vector multi-
plications are calculated efficiently by using the (I)FFT algorithm, which
reduces the complexity to log-linear. Furthermore, the use of the (I)FFT
algorithm removes the need to store the design-matrix sp1

(
Z1/2W (sub)

)
explicitly in the LSQR algorithm. The application of conjugate gradients
as inner iteration is detailed in [107] for inexact preconditioners and in [68]
for least squares splittings. It is important that the conjugate gradients
converges sufficiently fast, such that it does not affect the accuracy and
convergence of the outer iteration governed by the matrix splittings from
Section 3.3.2. In Section 3.3.5, we show the following upper-bound:

κ

(
sp1

(
Z

1
2W (sub)

)⊤
sp1

(
Z

1
2W (sub)

))
≤

F
max
k=1

zk

F
min
k=1

zk

N

N − 2My

≈ 3N

N − 2My
.

Hence, in this case the convergence of the inner iterations are guaranteed
to be quick for reasonable proportions of missing samples. Therefore, us-
ing 5 inner iterations is more than sufficient for the inner iteration if the
proportion of missing data is limited by 40%. A decent starting value for
the inner iteration is the result of the final inner iteration of the previous
outer iteration [68]. The stopping criterion we use for the outer-iteration is
based on the relative change within subsequent iterations for the missing
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values, i.e. the outer-iteration is halted when:∥∥ψ(l) − ψ(l−1)
∥∥
2∥∥ψ(l)

∥∥
2

< ϵ,

where the tolerance, ϵ, is to be chosen by the user. A valid choice is to
let it be a fraction of the measurement accuracy, such that the numerical
error induced by the iterative technique will be bounded by the order
of the measurement error (and hence, also by the statistical error of the
extended LPM method). Let L denote the number of iterations required to
reach a desired accuracy, then the arithmetic complexity of our proposed
outer-inner method is given by:

Θ
(
N
(
R2nLPM + LRnLPM

))
+Θ(LN log(N)) . (3.60)

The first term corresponds to the economy-sized QR-decompositions of Kk

and the solving of (3.55), while the second term is for solving (3.56). When
comparing (3.40) and (3.61), we note a significant improvement towards
the order of the arithmetical complexity. Furthermore, by avoiding the
explicit use of the design A in (3.37), we drastically reduce the memory
allocation. In conclusion, the complexity of the MVLS-GS/SOR applied to
the ELPM is of the same order as the classic LPM method with no missing
samples.
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3.3.4 Numerical Results: MVLS ELPM

In order to illustrate our MVLS splitting techniques, we once again con-
sider the Silverbox and the simulated second-order discrete-time Type I
Chebyshev filter (see Section 3.2.3). We simulate two types of missing data
patterns. The first pattern mimics multiple short-timed sensor-failures, in
which output samples are missing at random, uniformly spread (excluding
the boundaries6). The second pattern removes a consecutive block of out-
put samples, which may occur when the measurement equipment fails for
an extended period of time. The random numbers required in the simula-
tions were provided by the Mersenne Twister pseudo-RNG [101]. The ex-
ecution times were obtained by comparing the built-in MATLAB routines
(which load the BLAS subroutines through the Intel MKL [16]) for solving
a linear least squares system of equations, with our implementation of the
MVLS-GS/aSOR and the specified local solvers described in Section 3.2.4
using the low-level MATLAB routines. These simulations were run on a
unit with 64GB of RAM and a Quad-Core Intel i7-6700 processor running
at 3.40 GHz.

Silverbox
Based on the Silverbox dataset, we show the convergence and computa-
tional speed-up of the MVLS-GS and the MVLS-aSOR for increasing order
of the LPM (R) and increasing number of missing samples (My). The res-
ulting execution times for the original direct solution and the MVLS-GS
are listed in Table 3.5 and Table 3.6, respectively. The number of iter-
ations required to reach a relative accuracy of 10−6 on the missing val-
ues is provided in Table 3.8, for the uniform missing data pattern and
the block missing pattern, respectively. As expected by the computational
complexity analysis in Section 3.2.4, the original substitution method is sig-
nificantly slower than the MVLS-GS. Figure 3.7 shows the computational
work for both methods, divided in the LPM problem and the missing-value
problem. It is clear that the substitution method’s computational work be-
comes strongly dominated by the missing-value subproblem in (3.37) as it
scales quadratically with the proportion of missing samples. The MVLS-
GS on the other hand, reduces the computational load of the missing-value
subproblem to the point where the LPM-problem becomes the dominating
term. Take note, that the actual computational times for the LPM-problem

6The contribution of boundary samples is indistinguishable from the transient term.
Hence, the absence of boundary samples is equivalent with a shorter effective datarecord.
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are also lower for the MVLS-GS over the substitution method, which is
mainly due to only requiring the economy-size QR decomposition of the
LPM designs. These simulations illustrate that the MVLS splitting meth-
ods reduce the computational time of the ELPM to the standard LPM
problem.

LPM order
2 4 6 8

1% 9.86 10.4 11.4 12
5% 27.4 29.8 31.6 32.9
10% 57.7 60 62.6 65.4
20% 136 149 156 163
30% 271 283 320 346
40% 707 817 936 998

(a) Random missing samples.

LPM order
2 4 6 8

1% 8.83 9.38 10.7 11.6
5% 26.5 28.8 30.1 32.1
10% 56.1 57.8 60.8 63.2
20% 133 146 149 161
30% 280 282 329 347
40% 676 803 922 989

(b) Block missing samples.

Table 3.5. Execution time (in seconds) of the substitution based direct
solver applied to the extended LPM method for the Silverbox dataset with
increasing LPM order and missing data proportion.

LPM order
2 4 6 8

1% 0.603 0.687 0.882 1.12
5% 0.534 0.765 1.02 1.33
10% 0.629 0.859 1.14 1.49
20% 0.772 1.09 1.43 1.77
30% 0.975 1.36 2.33 2.35
40% 1.61 2.39 3.39 3.74

(a) Random missing samples.

LPM order
2 4 6 8

1% 0.539 0.639 0.814 1.04
5% 0.492 0.676 0.881 1.13
10% 0.599 0.801 1.03 1.37
20% 0.685 1.06 1.47 1.88
30% 0.859 1.25 2.29 3.17
40% 1.4 2.44 4.41 7.96

(b) Block missing samples.

Table 3.6. Execution time (in seconds) of the MVLS-GS applied to the
extended LPM method for the Silverbox dataset with increasing LPM order
and missing data proportion.

In Table 3.6, we observe that the convergence of the MVLS-GS slows down
with increasing the order of the LPM and for larger proportions of missing
data. Moreover, in several cases the number of iterations used in the block
missing data pattern are notably higher than those used in the uniformly
missing pattern, as shown in Tables 3.8a & 3.8b. This implies a strong
dependence between the convergence rate of the MVLS-GS and the LPM
order, the missing data proportion and the missing data pattern. Which,
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LPM order
2 4 6 8

1% 0.459 0.64 0.833 1.14
5% 0.523 0.727 0.988 1.25
10% 0.609 0.824 1.14 1.39
20% 0.743 1.05 1.31 1.53
30% 0.963 1.21 1.88 1.87
40% 1.11 1.75 2.06 2.57

(a) Random missing samples.

LPM order
2 4 6 8

1% 0.44 0.587 0.783 0.976
5% 0.474 0.633 0.867 1.16
10% 0.592 0.797 1.01 1.4
20% 0.694 1.01 1.31 1.46
30% 0.828 1.18 1.78 2
40% 1 1.59 2.24 3.2

(b) Block missing samples.

Table 3.7. Execution time (in seconds) of the MVLS-aSOR applied to the
extended LPM method for the Silverbox dataset with increasing LPM order
and missing data proportion.
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Figure 3.7. Silverbox dataset with uniformly missing output samples; the
order of the LPM is 4. Computational work (%) spent on the LPM sub-
problem and the missing value (MD) subproblem by the substitution method
(sub) and the MVLS-GS (GS); increasing proportion of missing samples.
The MD subproblem becomes quickly dominant for the substitution method
when the proportion of missing samples increases. For the MVLS-GS the
workload remains constant for increasing missing samples and the LPM
subproblem is dominant.

in return, makes a general result on the optimal ω for the MVLS-SOR ap-
plied to the extended LPM problem unfeasible. It is still possible, however,
to apply the adaptive-SOR scheme, in which the optimal ω is estimated
throughout the SOR iterations. In this case, we let the ω be re-estimated
every 15 iterations with the process described by Young in [45]. The res-
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ulting execution times and the number of iterations for the MVLS-aSOR
are shown in Table 3.7 and Table 3.9, respectively. The main differences
occur when the order and the missing-value proportions are pushed to
the extreme, for which the MVLS-GS becomes significantly slower. The
MVLS-aSOR on the other hand, retains its fast convergence, regardless of
the missing data pattern.

LPM order
2 4 6 8

1% 7 9 10 12
5% 9 11 13 15
10% 11 13 15 18
20% 14 17 20 23
30% 18 22 26 30
40% 23 28 32 37

(a) Random missing samples.

LPM order
2 4 6 8

1% 7 8 9 10
5% 8 9 10 12
10% 10 12 13 16
20% 12 16 21 25
30% 15 19 24 43
40% 20 30 52 102

(b) Block missing samples.

Table 3.8. Iterations required by the MVLS-GS applied to the extended
LPM method for the Silverbox dataset with increasing LPM order and miss-
ing data proportion. The MVLS-GS requires a relatively small number of
iterations to converge. The iteration count increases with order and missing
data percentage. The iteration count is dependent on the missing sample
pattern.

In Figure 3.8, we consider the most extreme case, in which the LPM order
is 8, the missing data proportion is 40% and the missing data pattern is one
consecutive block. Figure 3.9 illustrates Theorem 2.2.21(b) in which the
asymptotic convergence factor of the MVLS-SOR (left) and the number
of iterations to reach the desired relative accuracy (right) are calculated
in function of ω. The convergence of the Jacobi, Gauss-Seidel, optimally-
weighted SOR and the adaptive-SOR applied to this specific design are
compared in Figure 3.9. As expected, the Gauss-Seidel is twice as fast over
the Jacobi. Furthermore, the adaptive-SOR quickly derives an accurate
estimate of the optimal weight, ωopt, bringing its convergence rate to the
same level as the optimally-weighted SOR.
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LPM order
2 4 6 8

1% 7 9 10 12
5% 9 11 13 15
10% 11 13 15 17
20% 14 17 18 20
30% 18 19 21 22
40% 20 22 23 25

(a) Random missing samples.

LPM order
2 4 6 8

1% 7 8 9 10
5% 8 9 10 12
10% 10 12 13 16
20% 12 16 18 19
30% 15 18 20 25
40% 18 21 27 34

(b) Block missing samples.

Table 3.9. Iterations required by the MVLS-aSOR applied to the exten-
ded LPM method for the Silverbox dataset with increasing LPM order and
missing data proportion. The MVLS-aSOR requires less iterations than
MVLS-GS. The iteration count slowly increases with order and missing
data percentage. The iteration count changes slightly based on the missing
sample pattern.
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Figure 3.8. Silverbox dataset with a block of missing output sample; the
proportion of missing samples is 40% and the order of the LPM is 8.
Asymptotic convergence factor (left) and iterations required by the MVLS-
SOR to reach relative accuracy of 10−6 (right) in function of the relaxation
parameter ω. The relationship is described by Theorem 2.2.21 (ρJ ≈ 0.95)
.
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Figure 3.9. Convergence of different 2-cyclic matrix splittings applied to
the extended LPM design for the Silverbox dataset. Block of missing output
samples; Proportion of missing samples is 40%; Order of the LPM is 8. The
relative iterative error of the missing samples in function of the iterations is
shown. MVLS-GS is twice as fast as MVLS-J. MVLS-aSOR improves upon
MVLS-GS and its convergence rate is similar to the optimally weighted
MVLS-SOR.
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Chebyshev Filter
To illustrate the scalability improvements of the MVLS-SOR, we vary the
length of the signal that passes through the second-order discrete-time
type I Chebyshev filter, while keeping the proportion of removed output
values fixed at 20%. This allows us to steadily increase the sample size and
compare the original substitution method with the proposed MVLS-GS
method and its designed local solvers. The missing samples are removed
at random (uniformly). We let the iterations continue till relative machine
precision (ϵ = 2−52). The resulting execution times are listed in Table 3.10.
Take note, that some of the values (marked in red) are estimations of the
actual processing time, since the required memory allocation exceeded the
maximal size of 64GB. These estimations were obtained by extrapolating
the previous execution times. Not surprisingly, it becomes impossible to
process the extended LPM problem for large-size signals within reason-
able time, as it scales cubically with the sample size. On the other hand,
the MVLS-SOR remains quick to provide an estimated solution, scaling
linearly7 with the sample-size and is not limited by the memory space.

7The arithmetic complexity analysis implies the MVLS-SOR scales log-linear with
the sample-size, however the coefficient associated to the linear term will almost always
outweigh the log-linear term
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3.3.5 Proofs

Let Z and W (sub) be as defined in Section 3.3.3, then the following in-
equalities hold:

For N ∈ 2N:

κ

(
sp1

(
Z

1
2W (sub)

)⊤
sp1

(
Z

1
2W (sub)

))
≤

F
max
k=1

zk

F
min
k=1

zk

N

N − 2My
. (3.61)

For N ∈ 2N+ 1:

κ

(
sp1

(
Z

1
2W (sub)

)⊤
sp1

(
Z

1
2W (sub)

))
≤

F
max
k=1

zk

F
min
k=1

zk

N

N −My
. (3.62)

In order to prove the inequalities (3.62) and (3.63), we require a few
intermediate result and an auxiliary matrix. Let α, β ∈ R, we denote
Aα,βn ∈ Rn×n:

Aα,βn (k, l) =

{
α, if k = l

β, if k ̸= l

The eigenvalues of Aα,βn are well-known and a straightforward application
of the eigenvalue definition: eig

(
Aα,βn

)
= {(n− 1)β + α, α− β}. Next, we

show that the following relations hold:

κ

(
sp1

(
W (sub)

)⊤
sp1

(
W (sub)

))
≤ N

N − 2My
, if N ∈ 2N (3.63)

κ

(
sp1

(
W (sub)

)⊤
sp1

(
W (sub)

))
=

N

N −My
, if N ∈ 2N+ 1 (3.64)

Proof of inequality (3.65):
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If N is odd, then F = N−1
2 and:

Nsp1

(
W (sub)

)⊤
sp1

(
W (sub)

)
(α, β) =

F∑
k=1

cos

(
k (Ky(α)−Ky(β))

2π

N

)
(3.65)

=

{
F, if α = β

−0.5, if α ̸= β
(3.66)

The eigenvalues are easily determined with the auxiliary matrix:

eig

(
sp1

(
W (sub)

)⊤
sp1

(
W (sub)

))
= eig

(
A

N−1
2N ,− 1

2N

My

)
=

{
1

2
,
N −My

2N

}
,

such that the equality (3.64) immediately follows.

Proof of inequality (3.64):
If N is even, then F = N

2 − 1 and:

Nsp1

(
W (sub)

)⊤
sp1

(
W (sub)

)
(α, β)

=

F∑
k=1

cos

(
k (Ky(α)−Ky(β))

2π

N

)

=


F, if α = β

−1, if α ̸= β, Ky(α) +Ky(β) ∈ 2N
0, if α ̸= β, Ky(α) +Ky(β) ∈ 2N+ 1

The eigenvalues are then given by:

eig

(
sp1

(
W (sub)

)⊤
sp1

(
W (sub)

))
= eig

(
A

N−2
2N ,− 1

N
m1 ⊕A

N−2
2N ,− 1

N
m2

)
=

{
1

2
,
N − 2m1

2N
,
N − 2m2

2N

}
,

where m1 = #{α : Ky(α) ∈ 2N} and m2 = #{α : Ky(α) ∈ 2N + 1}.
The first inequality holds by conjugating sp1

(
W (sub)

)⊤
sp1
(
W (sub)

)
with
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a permutation matrix to return A
N−2
2N ,− 1

N
m1 ⊕ A

N−2
2N ,− 1

N
m2 and noting that

eigenvalues are preserved under similarity transformations. Since My ≥
max(m1,m2), the inequality (3.64) naturally follows.

In order to prove the inequalities (3.62) and (3.63), we require Lemma
3.3.3. It is a known result, but due to lack of a proper source, we provide
a short argument here. We rely on Theorem 2.1.7, which is known as the
monotonicity theorem.

Lemma 3.3.3. Let A ∈ Cm×n and D = diag(d1, . . . , dm), with di > 0.
Then the following inequality holds:

κ(AHDA) ≤ maxmk=1 dk
minmk=1 dk

κ(AHA)

Proof. By definition:

κ(AHDA) =
λn
(
AHDA

)
λ1 (AHDA)

Let us denote dmax := maxmk=1 dk and dmin := minmk=1 dk. ThenA
H(dmaxIm−

D)A and AH(D − dminIm)A are positive semi-definite. Furthermore,

dmaxA
HA = AH(dmaxIm −D)A+AHDA

AHDA = AH(D − dminIm)A+ dminA
HDA.

Hence, we may apply Proposition 2.1.7 twice and obtain:

λn
(
AHDA

)
≤ λn

(
dmaxA

HA
)
= dmaxλn

(
AHA

)
(3.67)

λ1
(
AHDA

)
≥ λ1

(
dminA

HA
)
= dminλ1

(
AHA

)
, (3.68)

which concludes the proof.

Finally, note that:

sp1

(
Z

1
2W (sub)

)
=
(
Z

1
2 ⊕ Z

1
2

)
sp1

(
W (sub)

)
.

Hence, by combining Lemma 3.3.3 with the relations in (3.64) and (3.65),
we obtain the stated inequalities in (3.62) and (3.63), respectively.
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3.4 Least Squares Hierarchical Splitting

It is not uncommon for a regression design to harbor no convergent par-
tition of the user’s desired size. The only exception to this is the special
case of p = 2, in which case the convergence is guaranteed because binary
Jacobi splittings are convergent (see Section 2.2.3). For the more general
case, Renaut showed that with a weight optimization step during every it-
eration step, convergence of the LSMS could be forced (see ORLSMS) [26].
In this section, however, we opt to force convergence of the LSMS through
a different approach. Since every binary partition leads to an equivalent set
of two smaller least squares problems, we may once again apply the LSMS
on each of these problems. If we opt for a binary partition on each of the
smaller sets, these will once again be convergent locally. If we repeat this
process, we obtain a binary tree structure in which every level is refined
by a two-way partition. An example of such a tree (level 2) is provided in
Fig. 3.10. Therefore, any OLS problem can be split into 2λ parallel sets of
variables, for which the corresponding LSMS is convergent at every local
level.

In order to navigate the binary LSMS tree, we adopt the same notation
as in Section 2.3. We denote α to be the level of the binary tree, i.e. the
tree contains 2α nodes at the bottom (leaves). Let v ∈ {1, 2}l, for some
0 ≤ l ≤ α, then v is an l-tuple which contains the values 1 or 2 at each
entry. We let v encode the position of the local LS problem within the tree.
Under the bijection in (2.66) we have for v ∈ {1, 2}α:

Xvw := XΨ(v), βv := βΨ(v).

Furthermore, at level l < α and v, w ∈ {1, 2}l, we concatenate recursively
in the following manner:

Xv :=
[
X(v,1) X(v,2)

]
, βv :=

[
β(v,1)
β(v,2)

]
An example is given in Fig. 3.10. From an implementation point of view,
the concept of the binary LSMS tree allows for several dimensions of free-
dom, including the choice of partition, the weighting scheme and the local
convergence criteria. Here, we present a basic algorithm in order to illus-
trate the technique. We fix the iterations within each level (Kl) and only
check for convergence at the global level. The weight coefficients are taken
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to be one everywhere. An example of our Least Squares Hierarchical Multis-
plitting (LSHMS)8 routine is provided in Algorithm 3.4. We first note, that
the LSHMS algorithm is analytically a direct generalization of the LSMS
by setting Kl = 1, for l > 1. Secondly, the overhead is only required to
efficiently update the local response throughout the levels. These minor
calculations are spread across the second nodes of every binary partition,
as illustrated by the colored routes in Fig. 3.10. This minimizes the idle
times and memory allocations in a parallel implementation of the LSHMS.
Furthermore, the bulk of the operations is carried out on the tree’s leaves,
making the arithmetic overhead negligible. Finally, it is not difficult to
see that the LSHMS is algebraically equivalent to the hierarchical binary
Jacobi for HPD matrices (see Section 2.3). Hence, the convergence of the
LSHMS is guaranteed through Theorem 2.3.1 if Kl ∈ 2N, l ∈ {2, . . . , α}.
The local arithmetic operation cost of the LSHMS is similar to the LSMS.
Let v ∈ {1, 2}α, then:

flopsLSHMS(v) ≈ 2n2v(m− nv/3) +

λ∏
l=1

Kl(6mnv + n2v)

where nv denotes the number of variables corresponding to the local LS
problem v. The value Kl denotes the number of iterations performed in the
lth level of LSHMS. A major difference in arithmetic operations compared
to the LSMS, is the product

∏
Kl, which arises due to the nested nature

of the individual blocks within the levels of the binary tree. In general, this
vastly outweighs the profit gained by the reduced QR decomposition. As
shown in Section 2.3.1, however, it is sufficient to limit Kl = 2, for l > 1.
We do note that even for K2 = · · · = Kα = 2, the cost of each iteration
increases with a factor of 2α−1, which makes it extremely difficult for the
LSHMS to compete with other convergent iterative techniques, such as
ORLSMS or the CGLS method. Finally, the LSHMS is also applicable as
a preconditioner for the CG method, again due to its equivalence with the
hierarchical binary Jacobi method.

8In our original conference article we referred to our method as the Hierarchical
Least Squares Multisplitting, which in hindsight might be confused with the unrelated
method of hierarchical least squares.
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Algorithm 3.4 Least Squares Hierarchical Multisplitting (LSHMS)

Initialize
∀v ∈ {1, 2}α: QvRv = Xv

∀l ∈ {1, . . . , α} : ∀w ∈ {1, 2}l: predw = Xwβw

While outer LS not converged:
k1 = k1 + 1
y(1) = y − pred(2); y(2) = y − pred(1)
Communicate to lower level: y(1); y(2)
for k2 = 1 → K2

y(w1,1) = yw1
− pred(w1,2); y(w1,2) = yw1

− pred(w1,1)

Communicate to lower level: y(w1,1); y(w1,2)

for k3 = 1 → K3

. . .

for kα = 1 → Kα

y(w,1) = yw − pred(w,2); y(w,2) = yw − pred(w,1)
Solve local: R(w,·)β(w,·) = QT(w,·)y(w,·)
Update: pred(w,·) = X(w,·)β(w,·)
Communicate Locally: pred(w,·)
end
...

end
Update: pred(w1,·) = pred(w1,·,1) + pred(w2,·,2)
Communicate Locally: pred(w1,·)
end
Update: pred(·) = pred(·,1) + pred(·,2)
Communicate Locally: pred(·)
Check for convergence
end while
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X

X(1)
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X(2,1) X(2,2)

Figure 3.10. Hierarchical LSMS: Binary Tree

3.4.1 LSHMS Case-Study: MISO

In this section, we illustrate our hierarchical technique on a realistic prob-
lem that arises in the measurement and analysis of nonlinear distortion
in audio systems [108]. In this setting, the Multiple Input Single Out-
put (MISO) framework offers a baseline model for the nonlinear input-
to-output relation [109]. The system under consideration is a special case
of a parallel Hammerstein dynamical system. This is illustrated in Fig.
3.11, where each branch consist of a power law function followed by a
linear filter.

Figure 3.11. MISO framework diagram [108].

The resulting filters contribute additively to the modeled output. We im-
pose each filter to be of the finite impulse response (FIR) type, i.e. they
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are are defined by the following relation,

gj(z
−1) =

Rj∑
i=1

b
[j]
i z

−i, j ∈ 1, . . . , N,

where Rj denotes the order of filter gj . Under the MISO framework, the
resulting output of a nonlinear system based on a nonlinear equation, may
subsequently be modeled as follows,

y(t) =

N∑
j=1

gj(x
j(t)) + ϵ(t) (3.69)

=

N∑
j=1

Rj∑
i=1

b
[j]
i x

j(t− i) + ϵ(t), (3.70)

where ϵ(t) denotes the additive noise. The goal is to estimate the filters

gj and in particular their coefficients b
[j]
i . We assume the input x(t) to

be uncorrelated and Gaussian distributed. We further assume ϵ(t) to be
white Gaussian noise and independent from x(t). Given the structure of
the model, the least squares estimator is a valid choice, since it is asymp-
totically equivalent with the ML-estimator for Gaussian white noise. To
identify the columns in the design regression design with the parameters

b
[j]
i , we apply the following mapping,

f(i, j) =

j−1∑
k=1

Rk + i, (3.71)

where j ∈ {1, . . . , N} and i ∈ {1, . . . , Rj}. In our simulated experiments,
we once again rely on the Mersenne Twister pseudo-RNG for generating
the data under the specified MISO framework. We applied the follow-
ing iterative solvers to the resulting regression problem: LSMS, ORLSMS,
LSMS-CG, LSHMS and LSHMS-CG. The convergence threshold was set
at 10−9 for the relative iterative error (see (2.10)). The partition strategy
we applied here is further elaborated on in Chapter 4, it mainly ensures

we keep the variables associated to {b[j]i : j ∈ 1, . . . , N} together.

We generated 60000 measurements for the input signal, which are sent
through a varying order and number of filters to additively contribute to
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the noise disturbed output. The true coefficients were taken to be damped
convoluted cosine waves with a uniformly distributed phase. The result-
ing model was normalized by subtracting the mean. The base case for our
model assumes 4 filters and an order of 2048 (fixed across all filters). In
order to study the scalability of our techniques, we let the order and num-
ber of filters increase individually, as well as the number of subproblems
that we use in the LSMS techniques. These values are found in Table 3.11.

Order (R) 128 256 512 1024 2048 3072
#Filters (N) 1 2 4 6 8
#Subproblems (p) 2 4 8 16 32 64 128

Table 3.11. Varying parameters used in the MISO model.

The results are shown in Figures 3.12, 3.13 and 3.14, where we varied the
number of filters (N), the order (R) and the number of subproblems (p).
We first note that the LSMS loses convergence when the number of filters
or the order of the MISO model increases, which is why the graph associ-
ated to the LSMS is cut short in Figures 3.12 and 3.13. The ORLSMS fixes
this issue with its optimal weighting scheme, but exhibits the worst arith-
metic complexity when the number of subproblems goes up. The LSHMS
also fixes the issue of convergence and has generally better convergence
rates over the ORLSMS. As expected, however, the increased cost of each
iteration makes the LSHMS perform overall the worst on arithmetic effi-
ciency. The CGLS method with LSMS preconditioning exhibits the second
fastest convergence rate, only slightly behind the CGLS with LSHMS pre-
conditioning. Once again, the decrease in iterations is strongly offset by the
cost of each precondition step of the LSHMS over the LSMS. The arith-
metic complexity of the LSHMS preconditioning is generally worse than
the ORLSMS. The only exception occurs when we increase the number
of subproblems, where apart from the arithmetic complexity, the parallel
arithmetic efficiency is also in favour of the former.
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Figure 3.12. Iterative solvers applied to the MISO simulated model with
increasing number of filters N . Legend: LSMS; ORLSMS ; CG with
LSMS preconditioning; LSHMS; CG with LSHMS preconditioning.
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Figure 3.13. Iterative solvers applied to the MISO simulated model with
increasing order R. Legend: LSMS; ORLSMS ; CG with LSMS
preconditioning; LSHMS; CG with LSHMS preconditioning.
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Figure 3.14. Iterative solvers applied to the MISO simulated model with
increasing number of subproblems p. Legend: LSMS; ORLSMS ;
CG with LSMS preconditioning; LSHMS; CG with LSHMS precondi-
tioning

While the hierarchical methods solve the convergence issues of the LSMS
without relying on weight-estimation, the increased cost of each iteration
by a factor p/2 makes it difficult for the LSHMS (optionally as precondi-
tioner) to outperform other similar techniques. In contrast to the hierarch-
ical binary Jacobi for dense and explicit HPD system of equations (where
the factor is only log(p)/2), the hierarchical variant of the LSMS has in
our opinion little potential as a general parallel solver for least squares
problems.

3.5 Conclusion

The matrix splitting theory has proven to be generalizable to least squares
systems of equations. While the proper splittings provide several strong
theoretical results regarding their convergence criteria, they are difficult to
apply practically. The least squares multisplitting methods, on the other
hand, are easily applicable and highly parallel. Algebraically, they are an
implicit application of the (overlapping and weighted) Jacobi methods ap-
plied to the normal equations. Hence, the LSMS convergence behavior is
well-understood and does not require the formation of the normal equa-
tions. These methods remain flexible through a weighting scheme and po-
tential overlap. Furthermore, the base method is applicable as a precondi-
tioner for the CGLS method. As an extension to the LSMS, we developed
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a hierarchical approach that nests the subproblems in a binary tree, which
allows multiple iterations at every local level. Its major advantage is the
guaranteed convergence, while remaining highly parallel. The least squares
hierarchical multisplitting is algebraically equivalent to the hierarchical
binary Jacobi, which we introduced in Section 2.3. The iteration cost of
the hierarchical method, however, makes it difficult to be a viable com-
pared to other iterative methods. To illustrate the potential of the LSMS
methods, we applied them to the extended local polynomial method for
the FRF estimation under missing output samples and to the MISO frame-
work for modeling nonlinear input-to-output relations. These results show
that the LSMS allows solving high-rate signal and scaling measurement
processing problems in engineering.

The original formulation of the ELPM has led us to develop a novel it-
erative based on 2-cyclic matrix splittings, which is specifically designed
for solving the mixed-valued least squares equations. We split the complex-
valued and real-valued designs, allowing the use of design-specific algorithm
to be applied locally. Under the theory of 2-cyclic matrix splittings, we
have shown our method to be convergent. We successfully applied our
methodology to the ELPM. The resulting method to solving this specific
mixed-valued least squares problem, is a two-stage method, with the outer
iteration governed by the 2-cyclic SOR method. The algorithm applied to
the local problems differ between the designs. The LPM least squares are
orthogonal and hence solved separately based on the economy-sized QR-
decomposition. The missing value local least squares problem is solved
using CG as inner iteration. By using the FFT algorithm to calculate the
matrix-vector multiplication required by CG, the complexity of the nu-
merical method now scales log-linear with the sample-size, which is an
immense improvement over the substitution method’s cubic scaling. Fur-
thermore, it makes the method matrix-free, which lowers the memory re-
quirement considerably. In return, our proposed numerical solvers removes
most computational scaling issues that the extended LPM method faced.
In conclusion, the 2-cyclic SOR method applied to the mixed-valued least
squares offers a flexible scheme that is able to exploit the different struc-
tures that arise within the designs associated to the complex-valued and
the real-valued parameters.
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CHAPTER 4

Partition-Selection Algorithms

4.1 Introduction

Both the Jacobi and the LSMS methods show it is possible to split their re-
spective systems of equations (square and rectangular) into a set of smaller
systems. These systems can then be solved locally and only require com-
munication to update their local solutions throughout the iterations. There
remains, however, a large degree of freedom in the configuration of the par-
tition. This choice is not without consequence, as changing the partition
changes the iteration matrices, which in return corresponds to different
convergence rates. In some cases, one or several partitioning strategies
are provided by the problem-statement itself. This occurs for example in
domain decomposition methods for solving partial differential equations,
where the underlying grid is subdivided into (overlapping) rectangles [30].
In other cases there are subproblems with a different structure that are
efficiently solvable using individually tuned local solvers, for example the
mixed-valued least square formulation of the ELPM had two clear sub-
problems, each with their own solver (Section 3.3.1). If such a strategy
does not present itself, then we require a partition selection algorithm.

In general, there are two standard objectives to pursue. Firstly, load-
balancing, in which we try to obtain subproblems with roughly the same
size. This ensures that in a parallel environment the operation cost is
equally spread and the communication volume is minimized, such that the
idle times between each iteration are limited [60]. Secondly, optimizing the
convergence rate of the associated solver or preconditioner. Reducing the
number of iterations corresponds with less operations and less communic-
ation required, which all help reduce the parallel run-times. These two
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4. Partition-Selection Algorithms

objectives are difficult to optimize together and often a trade-off between
them has to be made. An important work in this field introduces the Acut
method developed by E. Vecharynski, Y. Saad and M. Sosonkina [60]. It
relates the optimization of the Jacobi preconditioner to a weighted graph
problem originating from the HPD coefficient matrix. They make explicit
use the values in the matrix entries to approximate the optimal Jacobi
preconditioner for HPD matrices. Their method is designed to strike a
balance between both objectives by returning a partition with a relatively
large number of ”light-weighted” entries in the off-diagonal blocks [60].

Since the convergence of the least squares multisplitting is managed by
the Jacobi iteration applied to the normal equations, it is possible to in-
terchange the partition problem of the Jacobi method for HPD matrices
with the LSMS method for least squares systems of equations. We favor
the least squares perspective as it provides better geometric insight and
fits the intended goals of this thesis. Furthermore, this perspective has not
been considered yet within the literature. We emphasize that the theor-
etical results derive for the LSMS partition strategies are technically also
applicable to the Jacobi method for HPD systems of equations. In this
chapter, we restrict ourselves to non-overlapping partitions, such that the
corresponding preconditioners remain applicable for the CGLS method.
Furthermore, the relaxation weights are all set to 1, such that the weight
optimization is to be considered separately from the partition problem.

In order to illustrate the impact of the partitioning on the LSMS, we
considered every possible partition for a small-sized structured problem
(m = 500, n = 12, p = 4) and estimated the corresponding convergence
factors (Fig 4.1). We observe that the majority of partitions the LSMS
(99.97%) will not converge and only a select few do. Furthermore, there
exists a partition for which the LSMS is expected to converge rapidly.
This simple example shows that a well-educated choice of the partition
may vastly outperform a random one. Ideally, one would want to consider
every partition and select the one with maximal convergence rate, while
still retaining a load-balanced scheme. However, the number of possible
partitions is given by the Stirling numbers of the second kind,{

n

p

}
=

1

p!

p∑
j=0

(−1)p−j
(
p

j

)
jn ≈ pn

p!
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Figure 4.1. Spectral radius for every possible partition of the regression
design

which renders an exhaustive search for moderate to large-size problems
impossible. Furthermore, even if we are given a partition, the eigenvalue
analysis of its corresponding iteration matrix requires a complexity that
exceeds the original least squares problem. Hence, the need for a general
partition selection algorithm.

In this chapter, we provide the reasoning behind our partition strategy
and show how it relates to other partitioning methods within the literat-
ure. Furthermore, we provide a comparison between the different methods
within the numerical case-studies we have performed in this thesis.
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4.2 Partitioning, Graph Theory and Clustering

We begin with the most simple case n = 2, i.e. we have only two variables
in the regression model. The corresponding regression design is denoted
by X = [x1, x2], where x1, x2 ∈ Cm. The only non-trivial partition is I =
{{1}, {2}} and the corresponding iteration matrix for the LSMS method
is given by,

CI =

 0 −xH
1 x2

xH
1 x1

−xH
2 x1

xH
2 x2

0

 .
The eigenvalues of CI are easily determined to be,

λ (CI) =

{
− |xH1 x2|
∥x1∥ ∥x2∥

,
|xH1 x2|

∥x1∥ ∥x2∥

}
,

such that convergence factor of the LSMS is given by ρI =
|xH

1 x2|
∥x1∥∥x2∥ . The

condition number of the LSMS preconditioned system becomes (see (2.50)),

κI =
1 + ρI
1− ρI

Hence, both the quality of the solver and of the preconditioner are determ-
ined by the cosine of the acute Hermitian angle between the vectors x1 and
x2 [110]. In the next step, we consider a more general regression design
X = [X1, X2], where X1 ∈ Cm×n1 and X2 ∈ Cm×n2 . We once again de-
note the partition I = {I1, I2}, such that X1 = X(:, I1) and X2 = X(:, I2).
The corresponding iteration matrix for the LSMS method is given by,

CI =

[
0 −X+

1 X2

−X+
2 X1 0

]
.

It was noted by Elfving in [58], that the eigenvalues of CI are closely related
to the principal angles between the subspaces spanned by the columns of
X1 and X2, which we denote through X1 and X2, respectively.

Definition 4.2.1 (see [111]). Let X ⊂ Cn and Y ⊂ Cn be subspaces with
dim(X ) = nX and dim(Y) = nY , where q = min{nX , nY}. The principal
angles between X and Y,

Θ(X ,Y) := [θ1, . . . , θq], with θk ∈ [0, π/2],
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and their associated principal vectors {x1, . . . , xq} and {y1, . . . , yq} are re-
cursively defined by,

cos(θk) := max
x∈Xk

max
y∈Yk

|xHy| = |xHk yk|,

where,

Xk =
{
x ∈ X : ∥x∥2 = 1 and ∀l ∈ {1, . . . , k − 1} : xHxl = 0

}
Yk =

{
y ∈ Y : ∥y∥2 = 1 and ∀l ∈ {1, . . . , k − 1} : yHyl = 0

}
More precisely we have,

λk(CI) =


− cos(θk), k ∈ {1, . . . , q},
0, k ∈ {q + 1, . . . , n− q},
cos(θn−k+1), k ∈ {n− q + 1, . . . , n},

where q = min{n1, n2} and 0 ≤ θ1 ≤ · · · ≤ θq ≤ π/2 denote the principal
angles between X1 and X2. In particular we have,

ρI = cos(θ1) = max
x1∈X1

max
x2∈X2

|xH1 x2|
∥x1∥ ∥x2∥

. (4.1)

Since the partition is binary (p = 2), the condition number of the LSMS
preconditioned system is once again,

κI =
1 + ρI
1− ρI

.

Hence, the optimal binary partition of X requires the smallest principal
angle of the associated subspaces to be minimal across all binary parti-
tions1 .

4.2.1 Top-to-Bottom: Recursive Spectral Bisection

Assume we determined the optimal binary partition I1 = {I1, I2} of X, the
question remains how to extend this to partitions of more general sizes. One
option is to reapply this process to the local subproblems, i.e. we determine

1A similar connection has been made for the block-Cimmino algorithm, see for
instance [112]
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the optimal binary partition for X1 and X2. We denote these optimal
partitions by I(1) = {I(1,1), I(1,2)} and I(2) = {I(2,1), I(2,2)}, respectively.
The resulting partition on X is denoted by I2 = {I(1,1), I(1,2), I(2,1), I(2,2)}.
We first note, that while I(1) and I(2) are the optimal binary partitions for
X1 and X2, respectively, the partition I2 on X is generally not optimal for
size p = 4. We do, however, have several important lower-bounds which
strengthen the heuristic behind this approach. Since I2 ≤ I1, Corollary
2.2.20 provides the following lower-bounds,{

ρI1
≤ ρI2

,

κI1
≤ κI2

.

The quality of our first binary partition determines a lower-bound for any
refinement that follows. Therefore, the first optimization step to determine
I1 remains valid. The importance of the local optimization step is given
by Lemma 2.2.14 with the following lower-bounds,{

max(ρI(1)
, ρI(2)

) ≤ ρI2

max(κI(1)
, κI(2)

) ≤ κI2

The core idea is now to recursively repeat this process until a desired size is
reached. This hierarchical top-to-bottom method results in partitions with
sizes corresponding to powers of two. These lower-bounds show that every
mistake made will continue to influence the resulting partition negatively.
Furthermore, they mainly imply it is important to avoid poorly perform-
ing binary partitions. Instead of focusing on finding the optimal binary
partition at every level, it is sufficient to find decent ones. Therefore, an
approximated solution to the binary partition problem is viable within the
hierarchical top-to-bottom method.

We return to the binary partition optimization ofX. We formulate the par-
titioning problem in terms of the weighted adjacency graph (V,W ). Here,
the set of vertices V = {1, . . . , n} which corresponds to the columns of
X = [x1, . . . , xn] to be partitioned. The matrix W represents the weighted
adjacency matrix and its off-diagonal entries are given by the cosine of the
acute angle between the respective columns of X,

wkl :=

{
0, k = l
|xH

k xl|
∥xk∥∥xl∥ , k ̸= l.

(4.2)
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In order to satisfy the load-balancing objective, we limit our search within
partitions that divide the set of vertices into two equal parts. To ease on
the notation, we assume without loss of generality that n is even. Let
I = {I1, I2} be such a binary partition for X, then (4.1) provides the
following lower-bounds,

ls(I1, I2) := max
k∈I1
l∈I2

wkl ≤ ρI , (4.3)

la(I1, I2) :=
4

n2

∑
k∈I1
l∈I2

wkl ≤ ρI , (4.4)

lc(I1, I2) := min
k∈I1
l∈I2

wkl ≤ ρI . (4.5)

Instead of minimizing ρI , we can now choose to minimize ls(I1, I2), la(I1, I2)
or lc(I1, I2). While ls(I1, I2) provides the sharpest lower-bound for ρI , the
average weight in la(I1, I2) allows for a more natural graph theory imple-
mentation and has been considered before in [60] for the equivalent problem
statement on HPD coefficient matrices. Let p be an indicator vector with
entries,

pk =

{
1, k ∈ I1

−1, k ∈ I2
,

Then the average weight la(I1, I2) can be written as a bilinear form [60],

n2la(I1, I2) = pTLW p,

where LW is the weighted graph Laplacian,

LW (k, l) :=

{∑
j ̸=k wkj , k = l,

−wkl, k ̸= l.

The minimization of the average weight with load-balancing restriction is
equivalent to [60],

popt := min
p
pTLW p,

∑
k

pk = 0, (4.6)

where the search for popt occurs over all indicator vectors. The condition∑
k pk = 0 is to ensure the resulting partition has equally sized sets of size
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n/2. This is further equivalent to pT z = 0, where z is a vector with ones
at every entry. The optimization in (4.6) is still NP-complete [113], hence
a final approximation is made by embedding it into the real-valued vector
space [60],

vopt := min
v∈Rn

vTLW v, vT z = 0. (4.7)

Since z is the eigenvector of the symmetric matrix LW associated to the ei-
genvalue 0, the minimization in (4.7) coincides with finding the eigenvector
associated to the second smallest eigenvalue of LW . The binary partition is
then decided by assigning the indices associated to the n/2 smallest entries
in vopt to I1 and the remaining indices to I2 [60]. We note, that the res-
ulting method we described coincides with the spectral bisection method
for the weighted graph (V,W ), where vopt is known as the Fiedler vector
[114][115]. We further note, that the method presented here is a special
case of the spectral Acut method developed in [60]. The methods coin-
cide when the weighted adjacency matrix has no off-diagonal zero entries,
which will generally be the case for least square designs originating from
measured data.

A downside of this method is that it fails when the graph has multiple
connected components. In this case the second smallest eigenvalue is also
zero and the minimization in (4.7) is no longer a good approximation of
(4.6) [115]. When the connected components themselves are too large to
be used as the preconditioner, one can apply the spectral clustering to
each connected component individually. We further note that solving the
eigenvalue problem in (4.7) remains a computational heavy task and is
usually numerically approximated through an eigenvalue solver. This puts
the spectral bisection method at the same complexity as directly solving
the HPD system of equations. A possible solution to this is to first apply a
graph coarsening algorithm, which condenses the high-dimensional graph
into a low-dimensional one, which is then solved and extended back to
the high-dimensional graph. A prominent example of such a graph par-
titioning method is METIS, which consistently outperforms the spectral
partitioning algorithms [116]. In particular, METIS’ recursive bipartition-
ing method [117] is expected to approximate the minimization of (4.4) well
[60].
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4.2.2 Bottom-to-Top: Agglomerative Hierarchical
Clustering

In the top-to-bottom approach, we focused on finding the best binary par-
tition at every local sub-level. A viable alternative is to consider a bottom-
to-top approach, in which we begin with every column of X separately, i.e.
In = {{1}, . . . , {n}}. The first step determines the two columns of X that
form the worst local partition, i.e. we merge (i, j) for which,

(i, j) = argmax
k,l∈{1,...,n}

k<l

|xHk xl|
∥xk∥ ∥xl∥

= argmax
k,l∈{1,...,n}

k<l

ρ{{k},{l}}

Next, assume a partition of size p, Ip := {I(p)1 , . . . , I
(p)
p }, then every local

binary partition provides a lower-bound for the convergence rate and the
condition number (see Lemma 2.2.14),

∀k, l ∈ {1, . . . , p} :

{
ρ{Ik,Il} ≤ ρIp

κ{Ik,Il} ≤ κIp

(4.8)

In the next step we merge the two sets that make up the worst local
partition and hence remove the worst lower-bound in (4.8), i.e. we merge
Ii and Ij for which,

(i, j) = argmax
k,l∈{1,...,p}

k<l

ρ{Ik,Il}. (4.9)

Since we are unable to solve the binary partition problem exactly, we once
again rely on an approximated solution. In the bottom-to-top approach a
natural framework to consider is the agglomerative hierarchical clustering
(HAC) [29]. The objects to cluster are the elements in {1, . . . , n}, which
correspond to the variables (columns) of the regression design X. The
similarity measure we use is once again based on the cosine of the acute
angle between the columns ofX. Due to convention within clustering, these
are stored in a similarity matrix for which smaller values correspond to
higher similarity between the objects. We denote this matrix by S,

skl := 1− |xHk xl|
∥xk∥ ∥xl∥

∈ [0, 1], k, l ∈ {1, . . . , n}. (4.10)

We refer to it as a measure of orthogonality. We note that this similarity
measure is not a distance metric and only has its symmetric property.
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Furthermore, it is related to the well-known cosine similarity measure,
which is often used in information retrieval and text mining [118]. The
main difference between the two is the absolute value of the numerator in
(4.10). Next, we require a linkage function l, that measures the similarity
between two sets I and J and approximates ρ{I,J}. The inequalities in
(4.3)-(4.5) provide three natural choices,

ls(I, J) := min
k∈I
l∈J

skl (4.11)

la(I, J) :=
1

|I||J |
∑
k∈I
l∈J

skl (4.12)

lc(I, J) := max
k∈I
l∈J

skl (4.13)

These three correspond to the commonly used single linkage, unweighted
average linkage and complete linkage, respectively [29]. Given a partition

Ip := {I(p)1 , . . . , I
(p)
p }, the hierarchical clustering method proceeds to merge

the two sets Ii and Ij for which the linkage is minimal, i.e.

(i, j) ∈ argmin
k,l∈{1,...,n}

k<l

l(Ik, Il), (4.14)

which represents the approximated solution to (4.9). The process is sub-
sequently repeated recursively and a naive implementation is shown in
Algorithm 4.1. This routine returns a sequence of decreasing partitions
In ≥ · · · ≥ I1 = {{1, . . . , n}}, which are stored in the clustering tree
T = (I1, . . . , In). The minimal value associated to each merge is collec-
ted in the height of clustering tree, h = (h1, . . . , hn), where hn := 0. The
number of merges that occur is equal to n− 1 and is visually represented
through a dendrogram [29]. The dendrogram can be pruned to either re-
turn a partition of a desired size p or return the partition that corresponds
to a desired height. If the pair for which the minimal value in (4.14) is not
unique, a tie-breaker criterion has to be applied to decide which pair in
Ip+1 gets merged first. A common choice is to first choose the pair that
optimizes the load-balance of the resulting partition Ip. If the tie persists,
it can be decided by a uniformly distributed random number or simply by
the ordering of the sets in Ip+1 [119]. The issue with the former rule is
that the resulting cluster tree becomes non-deterministic. Hence, while the
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latter rule seems arbitrary, we prefer it such that the cluster tree remains
uniquely determined by the similarity matrix. The outcome of a tie-breaker
has little impact on the single linkage clustering, it only decides in which
order the initial tied sets are merged. For the other two linkages, a different
tie-breaker may completely alter the remainder of the cluster tree (see for
instance [120]). For most practical examples within the least squares set-
ting, ties within the HAC are unlikely to occur, but they do form a hurdle
within theoretical results regarding consistency and convergence of cluster
trees [120].

The naive routine in Algorithm 4.1 has an arithmetic complexity of at
least O(n3). For the single and complete linkage, however, this can be re-
duced to O(n2) with the SLINK [121] and CLINK [122] routines for the
single and complete linkage, respectively. Alternatively, one could apply
Prim’s algorithm to the minimum spanning tree equivalent representation
of the single linkage hierarchical clustering [123]. A downside is that these
routines are notoriously difficult to parallelize, which makes the O(n2)
memory requirement a restrictive hurdle for high-dimensional regression
designs. A possible solution is to first apply a parallel graph coarsening
algorithm, see for instance [124]. Studying the impact of these coarsening
strategies is part of potential future research.

More important than the differences in computational complexity of the
associated linkage-functions, is their impact on the resulting partitions.
While the single linkage provides the closest approximation to the original
statement in (4.9), it is by far the greediest linkage. It is often plagued by
the chaining effect, which results in non-balanced partitions. The complete
linkage on the other hand provides more load-balanced sets, but the link-
age is a poor approximation of (4.9). Finally, the average linkage provides
a fine trade-off between approximating (4.9) and returning load-balanced
partitions.

For all of the partitioning methods we considered in this section, a sec-
ondary scaling issue arises due to the required formation of the initial
similarity measures in S and the weights in W . These essentially require
the explicit Gram matrix, XHX, which in return requires an arithmetic
complexity of O(mn2) and coincides with the order of the direct solu-
tion of the least squares equations. Hence, the partitioning methods are
computationally not viable to be used before each LSMS solution of a
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Algorithm 4.1 Agglomerative Hierarchical Clustering (see e.g. [29])

Input
Similarity Matrix: S
Linkage: l(·, ·)
Initialise
Partition: In := {{1}, . . . , {n}}
Height: hn := 0

Clustering Procedure
for p = 2 to n

Find minimal linkage pair: (k, l) := argmink<l skl
(Apply tie-breaker if needed)
Set height: hp := mink<l skl
Remove row and column l from S
Merge: Ik ∪ Il → Ik
Shift: ∀j > k : Ij → Ij−1

Update: ∀j > k : skj := l(Ik, Ij)
Set partition: Ip := {I1, . . . , Ip}

end for
Output
Clustering Tree: T = (I1, . . . , In)
Clustering Height: h = (h1, . . . , hn)

least squares system of equations. They remain, however, still applicable
as a pre-processing tool. They provide insight into the viable partition
strategies for regression designs whose underlying structure remains sim-
ilar, but whose entries change between different runs. Examples of these
include the previously considered regression designs that arise from the
extended polynomial method (see Section 3.2.3) and the MISO framework
(see Section 3.4.1).
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4.3 Clustering Algorithm: An Asymptotic Analysis

Throughout this chapter we have assumed the regression design X to be a
matrix whose entries are deterministic under the statistical model in (3.7).
A common assumption in the asymptotic analysis of the least squares es-
timator, however, is that these entries were initially sampled from some
probability distribution. In many cases, the generation process for the ob-
servations in X can be extended to generate more samples and hence in-
crease the number of rows in X. The standard case is when the rows of X
share the same distribution and are sampled independently from some ran-
dom vector (X11, . . . , X1n). In this case, we denote the regression design as
the sequence of i.i.d. L2-random vectors X = (Xi1, . . . , Xin)

∞
i=1, which for

notional ease we treat as a matrix in CN×n. This allows us to restrict the
regression design to m samples, X(m) := X(1 : m, :) and consider the par-
titioning strategies from Section 4.2 for eachm ≥ n. We assume the matrix
of second moments V (see (3.2)) associated to (X11, . . . , X1n) to be regular.

Our main goal is to study the asymptotic behavior of partitions returned
by the hierarchical agglomerative clustering methods, i.e. when m → ∞.
In order to show this, we rely on a general result regarding the convergence
and consistency of cluster trees. In the literature, a strong result has been
achieved in this domain, based on the equivalent representation of dendro-
grams using ultrametrics [120]. This approach, however, is not suitable for
our case, since we lack the required metric property of the measure of or-
thogonality in (4.10). Thus, we opt for a straightforward proof based on
an induction argument.

Let (S(m))∞m=1 be a sequence of symmetric matrices with positive elements,
which we will refer to as the ’similarity matrices’ and let S(∞) denote a
symmetric matrix with positive elements. For every similarity matrix S(m),
we define a cluster-tree T (m) by applying the hierarchical agglomerative
clustering to S(m) (See Algorithm 4.1). Similarly, we obtain a cluster-tree
T (∞) from S(∞). We say the sequence of cluster trees converges if,

∀ϵ > 0 : ∃m0 ∈ N : ∀m > m0 : ∀p : |h(m)
p − h(∞)

p | < ϵ ∧ I(m)
p = I(∞)

p ,
(4.15)

which we denote by T (m) m→∞−−−−→ T (∞). The intuition behind this defini-
tion of convergence can be split in two components. Firstly, the partitions
generated by the sequence of cluster trees eventually become fixed and
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equal to the partitions in the limiting cluster tree. Secondly, the height at
which each merge happens has to be a convergent sequence. Under this
notion of convergence, the following theorem holds for the single, complete
and average linkage:

Theorem 4.3.1. If T (∞) did not encounter any tiebreakers, then the fol-
lowing implication holds:

S(m) m→∞−−−−→ S(∞) =⇒ T (m) m→∞−−−−→ T (∞),

Proof. We denote T (∞) =
(
I(∞)
1 , . . . , I(m)

n

)
and T (m) =

(
I(m)
1 , . . . , I(m)

n

)
to be the cluster trees corresponding to S(m) and S∞, respectively. We

further denote
(
S
(∞)
1 , . . . , S

(∞)
n

)
and

(
S
(m)
1 , . . . , S

(m)
n

)
as the intermedi-

ate similarity matrices that are formed throughout the naive clustering al-

gorithm (see Algorithm 4.1). In particular, S
(∞)
n = S(∞) and S

(m)
n = S(m).

We show the following statement ∀p ∈ {1, . . . , n},

∀ϵ > 0 : ∃m0 ∈ N : ∀m > m0 : ∀q ≥ p :

|h(m)
q − h(∞)

q | < ϵ ∧ I(m)
q = I(∞)

q , (4.16)

which immediately implies the required results by letting p = 1. In order
to show (4.16), we work backwards inductively on p ∈ {1, . . . , n}.

p = n

Since I(m)
n = {{1}, . . . , {n}} = I(∞)

n and h
(m)
n = 0 = h

(∞)
n , the required

statement is satisfied trivially.

Induction Hypothesis: p ∈ {2, . . . , n}

The statement in (4.16) holds for all p̃ ≥ p.

p→ p− 1

Take ϵ > 0, then the induction hypothesis provides us with an m0 ∈ N,
such that,

∀m > m0 : ∀q ≥ p : |h(m)
q − h(∞)

q | < ϵ ∧ I(m)
q = I(∞)

q ,
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In particular, for m ≥ m0, we have I(m)
p = I(∞)

p , such that,

∀k, l ∈ {1, . . . , p} :

{
S
(m)
p (k, l) = l(Ik, Il;S

(m))

S
(∞)
p (k, l) = l(Ik, Il;S

(∞))

Since each of the considered linkages is continuous in its entries and S(m) →
S(∞), we have S

(m)
p

m→∞−−−−→ S
(∞)
p . We now run through one merge of the

naive hierarchical clustering algorithm (see Algorithm 4.1). Let us consider
the height at which the next merge will take place,

h
(m)
p−1 = min

1≤k<l≤p
S(m)
p (k, l), (4.17)

h
(∞)
p−1 = min

1≤k<l≤p
S(∞)
p (k, l). (4.18)

Due to the entry-wise convergence of the similarity matrices, their associ-

ated minima also convergence and hence h
(m)
p−1

m→∞−−−−→ h
(∞)
p−1. Therefore, we

may find an m11 > m0, such that,

∀m > m11 : |h(m)
p−1 − h

(∞)
p−1| < ϵ

Without loss of generality, we may assume this minimal value for h
(∞)
p−1

occurs in (p − 1, p). Let A = {(k, l) | 1 ≤ k < l ≤ p − 1}. Then, by the
assumption of no ties in T (∞), we infer,

∃δ > 0 ∀(k, l) ∈ A : S(∞)
p (p− 1, p) < S(∞)

p (k, l)− δ. (4.19)

Further, by the convergence of the similarity matrices, we have,

∃m12 ∈ N : ∀m ≥ m12 : ∀l > k : |S(m)
p (k, l)− S(∞)

p (k, l)| < δ/2. (4.20)

By combining (4.19) and (4.20), we obtain ∀m ≥ m12 ∀(k, l) ∈ A:

S(m)
p (p− 1, p) < S(∞)

p (p− 1, p) + δ/2

< S(∞)
p (k, l)− δ/2

< S(m)
p (k, l).

Hence, for any value beyond m12, T (m) will merge Ip−1 and Ip, which
coincides with the merge in T (∞). Since the other sets do not change,

we have I(m)
p−1 = I(∞)

p−1 for m > m12. By taking m1 := max(m11,m12)
the statement in (4.16) follows for p − 1, which completes the proof by
backwards induction.
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We require the lack of ties in the limiting cluster tree to avoid having
multiple possible merges at the same height, whose order is determined
by some tie-breaking criterion. If a tie occurs in the limiting cluster tree,
there is no guarantee it will ever occur in the sequence of cluster trees.
In this case, the convergence of the cluster trees remains indecisive. It is
worth mentioning that if there are no ties in S(∞), then no ties can be
encountered during the subsequent clustering steps of the single -and com-
plete linkage clustering. This does not hold for the average linkage and
hence the more strict assumption in Theorem 4.3.1 is required

We return to the asymptotic analysis of the HAC methods applied to the
regression design X. We first associate a measure of orthogonality between
the variables based on their moments.

Definition 4.3.2. Given real-valued random variables X, Y ∈ L2(Ω,F ,P).
If X ̸= 0 and Y ̸= 0 a.s. then their measure of orthogonality is defined as,

s(∞)(X,Y ) = 1− |E[XY ]|√
E[X2]E[Y 2]

(4.21)

From (4.21) it immediately follows that s(∞)(X,Y ) ∈ [0, 1] and further-
more: s(∞)(X,Y ) = 1 if and only if X and Y are orthogonal in L2(Ω,F ,P).

Definition 4.3.3. Given random i.i.d. sequences in L2(Ω,F ,P), (Xi, Yi)
∞
i=1

distributed as (X,Y ), we define the estimator of orthogonality between X
and Y as,

s(m)(X,Y ) = 1−
|
∑m
i=1XiYi|√∑m

i=1X
2
i

∑m
i=1 Y

2
i

(4.22)

Then, the strong law of large numbers and the dominated convergence
theorem of Lebesgue imply that the estimator in (4.22) is consistent and
asymptotically unbiased (see Propositions 4.3.8 & 4.3.9).

We define the matrix S(∞) as the measure of orthogonality between each
pair of variables in (X11, . . . , X1n),

S(∞)(k, l) := s(∞)(X1k, X1l), k, l ∈ {1, . . . , n}.

Similarly, the matrix S(m) contains the estimators of orthogonality,

S(m)(k, l) := 1−
|
∑m
i=1XikXil|√∑m

i=1X
2
ik

∑m
i=1X

2
il

,
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which coincides with the similarity matrix in (4.10) applied to the stochastic
variables in the regression designX. By applying Propositions 4.3.8 & 4.3.9
entry-wise, we obtain that S(m) is consistent and asymptotically unbiased.

Lemma 4.3.4. S(m) is a strongly consistent and asymptotically unbiased
estimator of S(∞), i.e.

(a) S(m) a.s.−−−→ S(∞), m→ ∞,

(b) E[S(m)] −−→ S(∞), m→ ∞,

where the convergence of the matrices are entrywise.

Finally, our main result is evidently implied by Theorem 4.3.1 and Lemma
4.3.4 (a).

Corollary 4.3.5. If T (∞) did not encounter any tiebreakers, then

T (m) a.s.−−−→ T (∞).

The convergence of the cluster tree estimator in Corollary 4.3.5 is related
to the notion of a strongly consistent estimator, with the exception that
it does not hold for the entire possible parameter space and requires the
“no tie” assumption. Under this assumption, it does imply that given a
sufficient amount of observations, the resulting cluster tree will no longer
change when more observations are added.

An important case arises when the regression designX harbors a stochastic-
ally orthogonal partition, which is defined through the matrix of second
moments V (see (3.2)).

Definition 4.3.6. A partition I = {I1, . . . , Ip} associated to the variables
in (X1, . . . , Xn) in L2(Ω,F ,P), is defined to be stochastically orthogonal
if,

∀k ̸= l : V (Ik, Il) = 0. (4.23)

We note that this definition coincides with the orthogonality derived from
the inner product on L2(Ω,F ,P). The strong law of large numbers implies
the following proposition:
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Proposition 4.3.7. If there exists a partition I s.t. the variables in the
regression design X are stochastically orthogonal, then

ρ
(
C

(m)
I

)
a.s.−−−−→
m→∞

0,

Proof: Section 4.3.1.2.

Proposition 4.3.7 tells us that the LSMS that follows a stochastically or-
thogonal partition will converge at any desired rate given sufficient amount
of observations. The proof of Theorem 4.3.1 implies that both the single
and average linkage HAC methods are able to identify such a partition
consistently assuming no ties occur in their respective cluster trees before
a height-value of one. If a tie occurs at a height-value of one, then all
pairwise distances are equal to one and hence a stochastically orthogonal
partition has been found.

4.3.1 Proofs

4.3.1.1 Auxiliary Propositions

The first proposition states that the sample-based measure of orthogon-
ality in (4.22) is a consistent estimator for the moment-based measure of
orthogonality in (4.21). Its proof relies on the strong law of large num-
bers (SLLN). The second proposition states that the sample-based meas-
ure of orthogonality in (4.22) is an asymptotically unbiased estimator for
the moment-based measure of orthogonality in (4.21). The proof relies
on Lebesgue’s dominated convergence theorem. These are similar to their
corresponding statements on the covariance estimator.

Proposition 4.3.8. Given two i.i.d. random sequences in L2(Ω,F ,P),
(X,Y ) = (Xk, Yk)

∞
k=1 distributed as (X,Y ). If X ̸= 0 and Y ̸= 0 a.s. then

it holds that,
s(m)(X,Y )

a.s−→ s(∞)(X,Y ), m→ ∞.

Proof. Let us start with the numerator of the right-hand term in s(m)(X,Y ).
The terms (XiYi)

∞
i=1 are i.i.d. variables distributed asXY , hence the strong

law of large numbers (SLLN) [87] implies,

1

m

m∑
i=1

XiYi
a.s−→ E[XY ], m→ ∞.
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By the continuous mapping theorem [125], the absolute value preserves
the a.s. convergence to the absolute value of the limit. The same argu-
ment holds for the factors in the denominator, the terms X2

i and Y 2
i are

separately i.i.d., hence the SLLN implies,

1

m

m∑
i=1

X2
i

a.s−→ E[X2], m→ ∞,

1

m

m∑
i=1

Y 2
i

a.s−→ E[Y 2], m→ ∞.

Since the square root is a continuous function, it preserves the a.s. conver-
gence to the square root of the limit. Furthermore, the product of two a.s.
converging sequences, converges to the product of their limits. Hence, for
the denominator we may conclude,

1

m

√√√√ m∑
i=1

X2
i

m∑
i=1

Y 2
i

a.s−→
√

E[X2]E[Y 2], m→ ∞.

Given our assumption X ̸= 0 and Y ̸= 0, it follows that,

P


√√√√ m∑

i=1

X2
i

m∑
i=1

Y 2
i = 0

 −→ 0, m→ ∞.

Therefore, the entire fraction convergences almost surely to the fractions
of the limits, which concludes the proof.

Proposition 4.3.9. Given an i.i.d. sequences in L2(Ω,F ,P), (X,Y ) =
(Xk, Yk)

∞
k=1. If X1 ̸= 0 and Y1 ̸= 0 a.s. then,

E[s(m)(X,Y )] −→ s(∞)(X,Y ), m→ ∞.

Proof. It is clear that by definition, 0 ≤ s(m)(X,Y ) ≤ 1. Subsequently,
s(m)(X,Y ) is dominated by the (P-integrable) constant function 1. Fur-
thermore, by Proposition 4.3.8, we obtain:

s(m)(X,Y )
a.s−→ s(∞)(X,Y ), m→ ∞.

Therefore, by the dominated convergence theorem of Lebesgue [87], we
infer:

lim
m→∞

E[s(m)(X,Y )] = s(∞)(X,Y ).
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4.3.1.2 Proof: Proposition 4.3.7

In order to prove Proposition 4.3.7, we require a lemma. Let C
(m)
I be the

iteration-matrix based on the first m rows of X which are split columnwise
according to a partition I.

Lemma 4.3.10. For all 1 ≤ k, l ≤ p and k ̸= l,

C
(m)
I (Ik, Il)

a.s.−−−−→
m→∞

−V (Ik, Ik)
−1V (Ik, Il),

where convergence of the matrices is entrywise.

Proof. Let us consider the block (k, l), where 1 ≤ k, l ≤ p,

C
(m)
I (Ik, Il) =

0, k = l,

−
(
X

(m)H
k X

(m)
i

)−1

X
(m)H
i X

(m)
j , k ̸= l.

(4.24)

In the case k ̸= l, by the Strong Law of Large Numbers (SLLN), we have,

X
(m)H
k X

(m)
k /m

a.s.−−−−→
m→∞

V (Ik, Ik), (4.25)

X
(m)H
k X

(m)
l /m

a.s.−−−−→
m→∞

V (Ik, Il), (4.26)

where the matrix convergence is entry-wise. The assumption that V is reg-

ular implies that the matrices X
(m)H
k X

(m)
k are eventually regular (almost

surely). Hence, we may conclude that,

m
(
X

(m) T
k X

(m)
k

)−1 a.s.−−−−→
m→∞

V (Ik, Ik)
−1. (4.27)

Combining (4.26) and (4.27), we obtain what we set out to prove,

C
(m)
I (Ik, Il)

a.s.−−−−→
m→∞

−V (Ik, Ik)
−1V (Ik, Il),

where the convergence is entry-wise.

We are now able to prove Proposition 4.3.7:
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Proof. Let us consider the block (k, l), where 1 ≤ k, l ≤ p. If k = l, then

C
(m)
I (Ik, Il) = 0nk

.

Else, if k ̸= l, then Lemma 4.3.10 and the stochastically orthogonal as-
sumptions immediately imply,

C
(m)
I (Ik, Il)

a.s.−−−−→
m→∞

0nk×nl
.

Hence, the entire iteration matrix, C
(m)
I converges entrywise almost-surely

to 0n. Since eigenvalues vary continuously with the entries of a matrix

(Chapter VI.1 of [126]), all the eigenvalues of C
(m)
I must convergence al-

most surely to 0, as m→ ∞.
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4.4 Numerical Results: Partitioning

We illustrate and compare the different partitioning strategies for optim-
izing the LSMS (preconditioner). We first consider a theoretical example
with data sampled from the multivariate normal distribution. In the second
case, we return to the MISO framework which we employed in Section 3.4.1
to model nonlinear input-to-output relation. As a final example we include
a partition analysis of LSMS applied to the ELPM for the estimation of
the FRF under missing output samples.

4.4.1 Normal Distribution

In this section, we assume the rows in the regression design X ∈ Rm×n to
be i.i.d. sampled from the multivariate normal distribution N (µ,Σ), where
the mean is set to µ = 0 for simplicity and the s.p.d. covariance matrix
is denoted by Σ ∈ Rn×n. In this case, the similarity matrices are almost
surely convergent, i.e. S(m) a.s.−−−−→

m→∞
S(∞) = 1 − |Σc|, where the absolute

value is applied entry-wise to the correlation matrix Σc associated to the
covariance Σ. Since we control Σ in our experiments, it provides us with
an excellent case to illustrate the consistency and convergence of the parti-
tioning strategies, in particular Theorem 4.3.1 for the clustering methods.
We let n = 1024.

In our first example, we generate the s.p.d. matrix Σ ∈ Rn×n in the same
manner we did in Section 2.3.2.1, where p = 16 and the size of each sub-
problem is equal to 64. Next we simulate 100n samples from N (0,Σ),
which become the rows in the full regression design X. Next, we define
the restricted regression design X(m) := X(1 : m, :), which is limited to
the first m observations in X, where m ∈ {1.25n, 1.5n, 2n, 5n, 10n, 50n}.
We applied seven partitioning strategies to X(m). First, we considered
the true partition which coincides with the connected blocks in Σ and
hence returns a stochastically orthogonal partition. Secondly, we applied
the top-to-bottom hierarchical bisection methods, including the Fiedler-
vector method and the METIS recursive bipartitioning method2. Thirdly,
we employed the bottom-to-top HAC methods with single, average and
complete linkage. Finally, we generated a random strictly load-balanced

2The recursive bipartitioning method is invoked through the “PartGraphRecurs-
ive” option. The METIS library was accessed in MATLAB through the MEX interface
[127][128].
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partition which serves as the base-line comparison.

For each resulting partition I, we calculated the convergence factor of
the LSMS (ρI), the condition number of the preconditioned least squares
system (κI), the load-balance (the ratio between the maximal size and
the average size of the sets) of each partition (lbI). These results for
m ∈ {1.25n, 1.5n, 2n, 5n, 10n, 50n} are listed in Table 4.1–4.3. The single
and average linkage clustering, as well as the METIS recursive bipartition-
ing method have no issue quickly identifying the original block partition
with a limited amount of samples. The single linkage initially prefers to
chain together some of the blocks, which returns a slightly better conver-
gence rate, but at the cost of highly unbalanced sizes within its partition.
Both the Fiedler-vector method and the complete linkage clustering are
unable to identify the original block partition within a reasonable number
of samples. While their suggested partitions perform better than a random
load-balanced choice, they perform far worse than the remaining three par-
tition strategies. For the complete-linkage, this is explained by the poor
approximation it provides to the original optimization objective in (4.9).
The poor behaviour of the Fiedler-vector method, on the other hand, is
due to Σ having p connected components, such that the second eigen-
value of the weighted Laplacian associated to X(m) is numerically close to
0. Hence, the Fiedler-vector method becomes highly unpredictable. From
these results, we conclude that only the single linkage, the average linkage
and the METIS recursive bipartitioning method are suited to identify the
stochastically orthogonal partition.
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# Samples (m)
1.25n 1.5n 2n 5n 10n 50n

Block 2.35 2.1 1.75 1.02 0.695 0.293
Fiedler 2.98 2.75 2.4 1.64 1.46 0.293
METIS 2.35 2.1 1.75 1.02 0.695 0.293
Single 2.3 2.07 1.75 1.02 0.695 0.293
Average 2.35 2.1 1.76 1.02 0.695 0.293
Complete 2.96 2.72 2.41 1.76 1.43 1.06
Random 3.16 2.89 2.57 1.9 1.66 1.52

Table 4.1. Convergence factor of the LSMS for the resulting partitions applied

to the regression designs sampled from the multivariate normal distribution with

block-diagonal correlation matrix.

# Samples (m)
1.25n 1.5n 2n 5n 10n 50n

Block 284 86.1 30.8 6.37 3.54 1.73
Fiedler 6.77e+03 3.9e+03 2e+03 552 332 1.73
METIS 284 86.1 30.8 6.37 3.54 1.73
Single 268 84.4 30.4 6.37 3.54 1.73
Average 284 86.1 30.9 6.37 3.54 1.73
Complete 7.51e+03 3.35e+03 2.31e+03 1.12e+03 910 118
Random 1e+04 5.1e+03 3.26e+03 1.62e+03 1.34e+03 1.17e+03

Table 4.2. Condition number of the LSMS preconditioned least squares for the

resulting partitions applied to the regression designs sampled from the multivari-

ate normal distribution with block-diagonal correlation matrix.

# Samples (m)
1.25n 1.5n 2n 5n 10n 50n

Block 1 1 1 1 1 1
Fiedler 1 1 1 1 1 1
METIS 1 1 1 1 1 1
Single 3 2 2 1 1 1
Average 1 1 1.02 1 1 1
Complete 1.98 1.38 1.69 1.66 1.83 1.63
Random 1 1 1 1 1 1

Table 4.3. Load-balance metric for the resulting partitions applied to the re-

gression designs sampled from the multivariate normal distribution with block-

diagonal correlation matrix.
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Next, we let Σ be the identity matrix and illustrate a major disadvantage
of the bottom-to-top HAC methods. We generate a regression design X
from N (0,Σ) with m = 4n observations. In this case, every partition is
stochastically orthogonal for X. The impact of the partition strategy on
the convergence rate is expected to be limited and hence the load-balancing
objective is the only measure that matters. We apply the aforementioned
partition strategies with p = 16 and once again calculate ρI , κI and lbI , as
well as the maximal size (maxI) and minimal size of each partition (minI).
Table 4.4 shows the results. Since the HAC methods are given no strict
load-balancing constraints, they use this freedom when small differences
in the linkage values are presented, which leads to unbalanced partitions.
In particular, the single linkage clustering decided to merge all but p − 1
elements in one set, which returns a practically useless partition. Simil-
arly, while the convergence properties of the complete and average linkage
partitions are better than the METIS and Fiedler approach, this marginal
gain is completely off-set by their poor load-balancing.

ρI κI lbI maxI minI

Block 1.17 8.35 1 64 64
Fiedler 1.16 8.38 1 64 64
METIS 1.15 8.17 1.02 65 63
Single 0.579 3.44 15.7 1.01e+03 1
Average 1.14 8.11 1.81 116 32
Complete 1.18 8.34 1.75 112 36
Random 1.17 8.38 1 64 64

Table 4.4. Performance metrics for the resulting partitions applied to the
regression design sampled from the multivariate normal distribution with
the identity as correlation matrix. Poor load-balance from the HAC based
partitions. Fiedler and METIS partitions are optimal.

In our third example, we once again generate the s.p.d. matrix Σ ∈ Rn×n
in the same manner we did in Section 2.3.2.1, where p = 16. This time,
however, the size of the subproblems is not fixed: 8 subproblems of size
32 and 8 subproblems of size 64. In this case, the optimal partition of size
16 is has a load-balance of 4/3. We apply the aforementioned partition
strategies with p = 16. For the METIS recursive bipartitioning we invoked
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the additional option to assign the desired load-balance. The default value
is 1, in which case it favors a strictly load-balanced partition. We applied
the METIS routine with load-balance values of 1.34 and 1.5. The former
corresponds with the load-balance of the true partition and the latter is an
overshoot. We once again calculate ρI , κI , lbI , as well as maxI and minI .
Table 4.5 shows the results. Both the single and average linkage partitions
perfectly match the metrics of the true partition, which is expected due to
their freedom in load-balancing. In this case, the optimal strategy would
be to have 8 processors with each 2 subproblems, one of size 32 and one of
size 64, returning a perfectly load-balanced and highly convergent parti-
tion for the LSMS (preconditioner). While the METIS and Fiedler-vector
methods return load-balanced partitions, their LSMS convergence factor
and conditioning are extremely poor compared to the true partition. The
METIS routines with adjusted load-balance weights return highly volatile
results. The first case, with load-balance set to 1.34 performs adequately,
but is worse in all regards compared to the average and single clustering, it
further overshoots its own load-balance restriction. The second case, with
load-balance set to 1.5 performs even worse than its strict load-balanced
counterpart. These results were expected as METIS was not designed for
identifying non load-balanced partitions [117]. In this case, the HAC with
single or average clustering can provide the best trade-off between load-
balancing and LSMS solver (preconditioner) quality, without having to
specify the load-balance in advance.

In our final example, we consider the Lehmer matrix (see (2.76)) as the un-
derlying covariance matrix. We once again generate the regression design
from the associated multivariate normal distribution with m = 4n obser-
vations. The results for each partition are given in Table 4.6. In this case,
none of the partitioning strategies returns an adequate result, indicating
that there likely is no decent partition of the desired size for this specific
design.
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ρI κI lbI maxI minI

Block 1.16 8.33 1.33 64 32
Fiedler 1.84 889 1 48 48
METIS 1.67 334 1.02 49 47
METIS (1.34) 1.55 84.1 1.71 82 24
METIS (1.5) 1.8 739 4.67 224 6
Single 1.16 8.33 1.33 64 32
Average 1.16 8.33 1.33 64 32
Complete 1.85 924 1.69 81 24

Table 4.5. Performance metrics for the resulting partitions applied to the
regression design sampled from the multivariate normal distribution with
non-load-balanced block-diagonal correlation matrix. Poor quality by the
graph theory based partitions. Single and Average HAC are optimal.

ρI κI lbI maxI minI

Block 8.56 1.99e+04 1 64 64
Fiedler 9.68 1.32e+05 1 64 64
METIS 8.56 1.93e+04 1.03 66 62
Single 8.06 316 15.8 1.01e+03 1
Average 4.28 6.1e+03 4.53 290 1
Complete 4.49 6.31e+03 4.2 269 1
Random 15 6.06e+05 1 64 64

Table 4.6. Performance metrics for the resulting partitions applied to
the regression design sampled from the multivariate normal distribution
with Lehmer covariance matrix. Poor quality and performance for any con-
sidered partition strategy.
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4.4.2 MISO

We return to the MISO framework, which we applied to model nonlinear
input-to-output relations in Section 3.4.1. Our goal is to apply the dif-
ferent partitioning methods and to distill a pattern that extends to more
general values of the order (R), the number of filters (N) and the number
of samples (m). To this end we consider a smaller sized problem than the
ones we studied in Section 3.4.1. We assume eight filters, each with an
order of 64 and further let the number of observations be m = 5120. The
regression design resulting from (3.71) is once again normalized.

We calculate the Fiedler, the METIS and the average clustering parti-
tions for varying sizes of p ∈ {2, 4, 8, 16}. The standard quality metrics
of these partitions are listed in Tables 4.7–4.10. We further visualized the
partitions in Figures 4.2–4.5, where we associated a different color to each
set in their respective partitions. Each colored rectangle is associated to

a point (i, j), which corresponds to the parameter b
[j]
i from the regres-

sion design in (3.71). While there are clear visual differences between the
METIS and the average HAC partitions, their resulting LSMS convergence
factor and conditioning are practically identical. What these two partitions
mainly agree on throughout all instances of p, is to not cut within the filters
associated to the same order. The Fiedler-vector method seems to approx-
imate this too in the case of p = 2, but the few mistakes it makes are
heavily punished in its metrics. The binary recursive nature of the Fiedler
approach makes it impossible to fix these mistakes for larger p and hence
the resulting partitions deteriorate from this principle and become practic-
ally useless compared to the alternatives. These observations lead us to the

idea that one should keep the columns associated to {b[j]i : j ∈ 1, . . . , N}
together. Given a size p, a partition I = {I1, . . . , Ip} should satisfy

f(i, j) ∈ Ik ⇒ ∀h ∈ {1, . . . , N} : f(i, h) ∈ Ik,

where the mapping f(·, ·) is given by (3.72). A trivial way to achieve this is
to cut block-wise across the order as illustrated in the bottom-right figures
of Figure 4.2–4.5, which we refer to as the Filter partition. This allows
for maximal load-balancing. Furthermore, Tables 4.7–4.10 show that the
quality of the respective LSMS solver and preconditioner does not change
noticeably compared to those of METIS and HAC. The Filter partition
is the one we applied in our numerical experiments in Section 3.4.1. The
results we obtained there, show that it continues to perform well for dif-
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ferent values of R, N and m. These show that our partitioning methods
are applicable to gain insight into the potential patterns to use for higher
dimensional regression designs with the same structure.
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Figure 4.2. Visual representation of the resulting partitions, where each
color corresponds to a different set. The number of requested subprob-
lems is 2. The METIS and the average HAC partitions agree on avoiding
cuts along the filter index. The Filter partition is designed to follow this
observation in a trivial manner.
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ρI κI lbI maxI minI

Filter 0.476 2.81 1 256 256
Fiedler 0.999 2.37e+03 1 256 256
METIS 0.47 2.78 1 256 256
Average HAC 0.443 2.59 1 256 256

Table 4.7. Performance metrics of the resulting MISO partitions. The
columns display for each partition: the convergence of LSMS method, the
condition number of the LSMS (Jacobi) preconditioned system, the load-
balance, the maximal size and minimal size within each partition. The
number of requested subproblems is 2. Filter, METIS and Average HAC
partitions return good and similar results, while the Fiedler method per-
forms poorly.
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Figure 4.3. Visual representation of the resulting partitions, where each
color corresponds to a different set. The number of requested subprob-
lems is 4. The METIS and the average HAC partitions agree on avoiding
cuts along the filter index. The Filter partition is designed to follow this
observation in a trivial manner.
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ρI κI lbI maxI minI

Filter 0.602 3.41 1 128 128
Fiedler 1.78 4.61e+03 1 128 128
METIS 0.596 3.28 1 128 128
Average HAC 0.562 3.11 1.44 184 72

Table 4.8. Performance metrics of the resulting MISO partitions. The
columns display for each partition: the convergence of LSMS method, the
condition number of the LSMS (Jacobi) preconditioned system, the load-
balance, the maximal size and minimal size within each partition. The
number of requested subproblems is 4. Filter, METIS and Average HAC
partitions return good and similar results, while the Fiedler method per-
forms poorly. The Average HAC is not perfectly load-balanced.
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Figure 4.4. Visual representation of the resulting partitions, where each
color corresponds to a different set. The number of requested subprob-
lems is 8. The METIS and the average HAC partitions agree on avoiding
cuts along the filter index. The Filter partition is designed to follow this
observation in a trivial manner.
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ρI κI lbI maxI minI

Filter 0.693 3.88 1 64 64
Fiedler 1.96 4.92e+03 1 64 64
METIS 0.673 3.55 1 64 64
Average HAC 0.674 3.49 1.25 80 56

Table 4.9. Performance metrics of the resulting MISO partitions. The
columns display for each partition: the convergence of LSMS method, the
condition number of the LSMS (Jacobi) preconditioned system, the load-
balance, the maximal size and minimal size within each partition. The
number of requested subproblems is 8. Filter, METIS and Average HAC
partitions return good and similar results, while the Fiedler method per-
forms poorly. The Average HAC is not perfectly load-balanced.
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Figure 4.5. Visual representation of the resulting partitions, where each
color corresponds to a different set. The number of requested subprob-
lems is 16. The METIS and the average HAC partitions agree on avoiding
cuts along the filter index. The Filter partition is designed to follow this
observation in a trivial manner.

186



4.4. Numerical Results: Partitioning

ρI κI lbI maxI minI

Filter 0.738 4.05 1 32 32
Fiedler 2.01 8.66e+03 1 32 32
METIS 0.709 3.73 1 32 32
Average HAC 0.704 3.59 1.25 40 24

Table 4.10. Performance metrics of the resulting MISO partitions. The
columns display for each partition: the convergence of LSMS method, the
condition number of the LSMS (Jacobi) preconditioned system, the load-
balance, the maximal size and minimal size within each partition. The num-
ber of requested subproblems is 16. Filter, METIS and Average HAC par-
titions return good and similar results, while the Fiedler method performs
poorly. The Average HAC is not perfectly load-balanced.
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4.4.3 ELPM

In our final case-study, we consider the partition problem for the LSMS ap-
plied to the ELPM for estimating the FRF under missing output samples.
In order to showcase the different partitioning methods, we return to the
base-case we studied in Section 3.2.4. Here, we relied on the Silverbox data-
set and set the LPM order to 4. We assume 20% missing output samples
and remove them as a block in the middle of the record. The resulting
regression design in (3.39) is sent to the different partitioning routines, for
which we consider the Fiedler-vector, METIS and the HAC with single,
complete and average linkage functions. As a baseline comparison, we con-
sider the simple block partition that cuts along the natural ordering of the
columns of the ELPM regression design, which corresponds to the parti-
tion we applied throughout the numerical experiments in Section 3.2.4.

The main question in this experiment is whether the newly introduced
partition strategies can outperform the simple block partition. We ap-
ply each of the aforementioned partition strategies and let the number of
LSMS subproblems vary with values in {8, 16, 32}. The standard metrics
of these partitions are listed in Table 4.11-4.13. We first note that all par-
tition strategies perform similarly for the LSMS solver and preconditioner.
Secondly, it is clear that the clustering methods are given too much free-
dom in their load-balancing. While the single and average linkages return
slightly better convergence rates for the LSMS, their poor load-balancing
make them inadequate to be used in a parallel environment. The Fiedler
and METIS methods provide the best partitions, but for general purposes
the block partitioning performs just as well and does not require any ex-
tensive pre-processing. Furthermore, the results in Section 3.2.4 show that
the simple block partition scales well with the LPM order, the missing
samples and the number of LSMS subproblems. In conclusion, there is no
reason to adapt from the simple block partition. This conclusion is con-
firmed by the more elaborate case-study we performed in [100].

The results and conclusions in this section were obtained and published
before we developed the mixed-valued approach in Section 3.3.1. The op-
timal results from the mixed-valued interpretation of the ELPM, however,
make the use original LSMS methods redundant for the ELPM. There-
fore, the LSMS partitioning problem for the ELPM is no longer relevant.
We have chosen to display a selection of the published results, since they
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helped illustrate the strengths and weaknesses of the different partitioning
methods.

ρI κI lbI maxI minI

Block 0.766 6.2 1 260 260
Fiedler 0.783 6.81 1 260 260
METIS 0.767 6.09 1 261 259
Single 0.234 1.61 7.97 2.07e+03 1
Average 0.616 3.99 5.51 1.43e+03 15
Complete 0.794 7.27 1.58 412 150

Table 4.11. Performance metrics of the resulting ELPM partitions. The
columns display for each partition: the convergence of LSMS method, the
condition number of the LSMS (Jacobi) preconditioned system, the load-
balance, the maximal size and minimal size within each partition. The num-
ber of requested subproblems is 8. Poor load-balance by HAC partitions.
Best convergence by single and average HAC. Overall METIS partition is
optimal.

ρI κI lbI maxI minI

Block 0.813 8.44 1 130 130
Fiedler 0.8 7.69 1 130 130
METIS 0.789 7.06 1.01 131 129
Single 0.288 1.76 15.9 2.07e+03 1
Average 0.76 6.06 3.55 462 15
Complete 0.805 7.91 1.7 221 67

Table 4.12. Performance metrics of the resulting ELPM partitions. The
columns display for each partition: the convergence of LSMS method, the
condition number of the LSMS (Jacobi) preconditioned system, the load-
balance, the maximal size and minimal size within each partition. The num-
ber of requested subproblems is 16. Poor load-balance by HAC partitions.
Best convergence by single and average HAC. Overall METIS partition is
optimal.
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ρI κI lbI maxI minI

Block 0.818 8.75 1 65 65
Fiedler 0.807 8.18 1 65 65
METIS 0.803 7.84 1.02 66 64
Single 0.362 2.06 31.5 2.05e+03 1
Average 0.789 7.03 4.02 261 15
Complete 0.809 8.22 1.88 122 25

Table 4.13. Performance metrics of the resulting ELPM partitions. The
columns display for each partition: the convergence of LSMS method, the
condition number of the LSMS (Jacobi) preconditioned system, the load-
balance, the maximal size and minimal size within each partition. The num-
ber of requested subproblems is 32. Poor load-balance by HAC partitions.
Best convergence by single and average HAC. Overall METIS partition is
optimal.
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4.5 Conclusion

In this chapter, we studied the optimization of the block-Jacobi solver
and preconditioner for HPD coefficient matrices from the perspective of
the LSMS methods on least squares systems of equations. This interpret-
ation shows that the search for an optimal binary partition is equivalent
to a geometric problem, which requires the minimization of the smallest
principal angle between the respective subspaces. We further showed a
novel and important connection between the lower bounds provided by
the binary partitions and the effectiveness of the hierarchical partitioning
strategies. In order to apply the hierarchical strategy, we considered both
top-to-bottom and bottom-to-top methods. For the former, we embedded
the partition problem into graph theory and translated the methodology
used in [60] to the least squares perspective. For the latter, we applied the
hierarchical agglomerative clustering method to the partition problem, for
which we proved its consistency (under a minor assumption) for regression
designs which are sampled i.i.d. from some random vector.

Our numerical experiments illustrate that these partitioning methods each
have their advantages and disadvantages. The single and average linkage
based HAC excel at identifying a stochastically orthogonal partition, but
fail to prioritize load-balanced partitions if the differences in quality are
minor. The METIS and Fiedler methods perform optimally when there is
a decent performing load-balanced partition, but due to their strict load-
balancing constraints they have trouble identifying quality partitions that
deviate (even slightly) from the load-balancing constraints.

Our case-study on the MISO framework shows that these methods may
help unravel partition strategies that would otherwise not be considered. It
is reasonable to consider each of these partition strategies when research-
ing potential LSMS preconditioners. The time complexity spent in this
preprocessing step can subsequently be recovered if the partition strategy
becomes extendable to related regression designs associated to the same
problem statement. In conclusion, our methods are worthwhile to apply for
data exploration in order to identify the optimal partition for the LSMS.
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CHAPTER 5

Conclusions & outlook

5.1 Conclusion

When estimating physical parameters of interest from indirect measure-
ments within the least squares framework, one usually ends up with high
dimensional regression matrices. Throughout this thesis, we have focused
on solving such extensive regression problems in an efficient way, where
we considered both time and operational efficiency. In particular, we fo-
cused on three main objectives, which were stated in Chapter 1. First, we
developed a Jacobi-like method for Hermitian positive definite (HPD) coef-
ficient matrices, which we baptized the hierarchical binary Jacobi (HBJ)
method. This method resembles the block-Jacobi method, but it nests the
blocks hierarchically using a binary tree. For each outer iteration, the inner
splittings are allowed to iterate more frequently. We have proven that if all
the inner iterations are even at every level of the tree, the resulting nested
iteration is guaranteed to converge. Furthermore, we concluded that only
two inner iterations at every level are sufficient. The HBJ method thus re-
mains highly parallelizable, while guaranteeing convergence. A case study
shows that the proposed hierarchical binary Jacobi method is competitive
to the block-Jacobi method as a solver and a preconditioner for the Con-
jugate Gradients method.

Subsequently, we revisited Renaut’s Least Squares Multisplitting (LSMS)
technique. We extended the methodology of the HBJ method to the linear
least squares case, which resulted in the Least Squares Hierarchical Multis-
plitting (LSHMS) routing. While the LSHMS technique is interesting from
a theoretical point of view, we showed that the iterative cost is too high
to be applied efficiently as a general solver or preconditioner. However,
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the insight we gained through the matrix splitting theory, has helped us
develop a highly efficient and scalable iterative method to tackle the ex-
tended local polynomial method within the field of system identification.
More specifically, the 2-cyclic matrix splitting was a key factor, as it al-
lowed us to process the ELPM in its original mixed-valued form. Both the
complex and real-valued regression designs could then be solved using op-
timized local methods. In return, the cubic complexity of the original ad
hoc direct method was improved upon with a log-linear complexity of our
iterative method. Through extensive examples, the viability of our method
has been established for this specific application.

While for the ELPM it was clear how to perform the partition for the
LSMS method based on the underlying physical process, this is not al-
ways the case. Moreover, the convergence properties of the LSMS depend
strongly on the chosen partition. This brought us to the need to develop a
partition strategy for the LSMS method. We developed a greedy bottom-
to-top algorithm based on hierarchical agglomerative clustering and proved
its consistency under mild assumptions. The partition problem associated
to the LSMS (and by extension to the Jacobi method for HPD matrices)
was one of the original objectives proposed during the early phase of
this PhD project. While the clustering and graph partition methods we
applied remain heuristic in nature, they have been strengthened by the
lower-bounds provided by the 2-cyclic matrix splittings. Furthermore, the
asymptotical analysis of the clustering method showed its potential for
finding stochastically orthogonal partitions. Finally, the numerical simula-
tions illustrated the potential for the partition strategies to reveal patterns
that can be extended to similar regression designs.

It has been a long journey, but in the end, I am truly happy about what
we have achieved.
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5.2 Outlook

The time available to spend on a PhD study is limited, which meant we
had to make some choices among the objectives to pursue. Hence, some
interesting research threads that arose during the course of this work, were
not fully developed. In what follows, we provide an overview of several
promising research questions that tie in with the results from this thesis.

1. Find a practical application for the hierarchical binary Jac-
obi method. The theoretic examples show the potential of the HBJ-
preconditioner over the Jacobi preconditioner for the CG-method.
Such an application would warrant a proper parallel implementation
of the HBJ methods and could properly establish them within the
domain of iterative methods for HPD systems of equations.

2. Derive lower-and upper-bounds for the HBJ preconditioner
applied to CG. Kolotina provided strong eigenvalue bounds for
the Jacobi preconditioner based on a set of spectral parameters. A
promising research avenue is find and prove similar bounds for the
HBJ preconditioner based on those spectral parameters associated
to the local binary partitions.

3. Extend the partitioning strategy to include overlap. While
there are clustering and graph algorithms that allow overlap, it is not
clear how to properly translate the optimization of the spectral radius
associated to the overlapping Jacobi or LSMS methods. Furthermore,
careful thought must be given on the type of overlap allowed and how
one quantifies those constraints.

4. Develop a partition strategy for the hierarchical binary Jac-
obi. The binary partition strategy that forms the backbone of the
general partition strategy for the Jacobi method is naturally valid
as a building stone for the HBJ method. Using the top-to-bottom
approach, one obtains a natural binary tree to be used for the HBJ.
Given a general partition, however, there remains additional freedom
on how one nests them in a binary tree to be used for the HBJ. An
interesting question becomes on how to optimally achieve this.
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APPENDIX A

Conjugate Gradients

In this chapter we provide a short overview of the properties of the Con-
jugate Gradient method which we require within this thesis.

When solving a system of linear equations with a hermitian positive def-
inite (HPD) coefficient matrix, the conjugate gradient (CG) methods are
the base-line iterative techniques used in many practical applications [30].
The standard CG method is presented in Algorithm A.1 [30]. A straight-
forward way to parallelize the Algorithm A.1 is to apply an allReduce to
the inner-products and compute the matrix-vector multiplication with an
allGather operation [129]. However, when the coefficient matrix is sparse
and the number of processors is high, it is well-known that the allReduce
operations for the inner-products become latency dominated [41]. While
improvements to this scalability issue have been presented in the literat-
ure, such as hierarchical Krylov [41] methods and deep pipe-lining [42],
we do not consider these here. Hence, for a fair comparison between our
presented technique and the CG methods, we restrict ourselves to coeffi-
cient matrices for which this issue does not present itself.

While algebraically the CG method returns the exact solution after n it-
erations, the iterates themselves provide an improving approximation. In
practice, the CG method is almost exclusively used as an iterative tech-
nique [10]. The convergence behavior of CG depends on the spectrum of
A [30]. The CG method is inherently non-linear, but its convergence is
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typically linear and governed by the condition number1[10]:

− log(ρCG) := − log

(√
κ2(A)− 1√
κ2(A) + 1

)
(A.1)

where

κ2(A) =
σmax(A)

σmin(A)
=
λmax(A)

λmin(A)

denotes the condition number of A based on the Euclidean norm, which
equals the ratio between the largest and smallest singular value of A. Fur-
thermore, the convergence of CG is monotone w.r.t. the energy norm ∥·∥A
and with ρCG as the contraction value. Hence, the number of iterations,
KCG, required to reach a certain tolerance on the residual is inversely pro-
portional to (A.1).

The arithmetic complexity of CG in Algorithm A.1 on a dense coefficient
matrix is dominated by the matrix-vector product and is subsequently
given by flopsCG = 2n2KCG. The memory access cost per iteration is
given by 2n2, also due to the matrix-vector product.

Since the convergence rate of the conjugate gradient depends on the con-
dition number of the coefficient matrix, the original system of equations
is often transformed such that the condition number of the transformed
coefficient matrix is improved. This operation is referred to as precondi-
tioning. For the conjugate gradient this is often a linear operator, which is
applied both as a right and left preconditioner. Let M = EEH ∈ Cn×n be
a Hermitian positive definite matrix, then solving Ax = b is equivalent to
solving: { (

E−1AE−H) y = E−1b

EHx = y
(A.2)

The decomposition M = EEH is not strictly necessary for solving (A.2)
and only M is required. The preconditioned conjugate gradient method
(PCG) is given in Algorithm A.2 [10].

1The entire convergence behavior of CG is more complex and super-linear conver-
gence is possible. For a precise analysis of the convergence we refer to [14]
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The CG method is further applicable to the normal equations (see Sec-
tion 3.1.3),

AHAx = AHy,

where A ∈ Cm×n is possibly rectangular, but with full column rank. The
straightforward approach would be to explicitly form AHA and apply the
standard CG routines. Firstly, this is not necessary, as the CG method only
requires AHA through matrix-vector multiplications. Secondly, recurring
the residuals AH(Ax(k) − y) potentially leads to numerical instability [8].
The Conjugate Gradient Least Squares (CGLS) routine deals with these
issues and is given in Algorithm A.3 [8]. The CGLS is again easily paral-
lelized through PBLAS2 routines [24].
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Algorithm A.1 Conjugate Gradients (see [8])

Initialize
Compute residual: r = b−Ax(0)

Compute residual norm: ξold = ∥r∥2
Set: c = r, x = x(0).

While ∥r∥ > tol

Compute: δ = Ac, α = ξold

c⊤δ
Update solution: x = x+ αc
Update residual: r = r − αδ
Compute residual norm: ξnew = ∥r∥2

Compute: β = ξnew

ξold

Compute conjugate: c = r + βc
Reassign: ξold = ξnew

end while
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Algorithm A.2 Preconditioned Conjugate Gradient (see [8])

Initialize
Compute residual: r = b−Ax(0)

Compute preconditioned residual: z =M−1r
Compute: ξold = z⊤r
Set: c = z, x = x(0).

While ∥r∥ > tol

Compute: δ = Ac, α = ξold

cHδ
Update solution: x = x+ αc
Update residual: r = r − αδ
Update preconditioned residual: z =M−1r
Compute: ξnew = z⊤r
Compute: β = ξnew

ξold

Compute conjugate: c = z + βc
Reassign: ξold = ξnew

end while

Algorithm A.3 Conjugate Gradient Least Squares (see [8])

Initialize
Compute LS residual: r = b−Ax(0)

Compute residual: s = AHr
Compute residual norm: ξold = ∥s∥2
Set: p = s, x = x(0).

While ∥s∥ > tol

Compute: q = Ap, α = ξold

qHq
Update solution: x = x+ αp
Update LS residual: r = r − αq
Update residual: s = AHr
Compute residual norm: ξnew = ∥s∥2

Compute: β = ξnew

ξold

Compute conjugate: p = s+ βp
Reassign: ξold = ξnew

end while
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